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INTRODUCTION

Like my cat, | often simply do what | want to do. | am then not using an

ability that only persons have. We know that there are reasons for acting,

and that some reasons are better or stronger than others. One of the main
subjects of this book is a set of questions about what we have reason to do. |

shall discuss several theories. Some of these are moral theories, others are
theories about rationality.

We are particular people. | have my life to live, yo u have yours. What do
these facts involve? What makes me the same person throughout my life,

and a different person from you? And what is the importance of these facts?

What is the importance of the unity of each life, and of the distinction
between di fferent lives, and different persons? These questions are the other

main subject of this book.

My two subjects, reasons and persons, have close connections. | believe

that most of us have false beliefs about our own nature, and our identity

over time, and that, when we see the truth, we ought to change some of our

beliefs about what we have reason to do. We ought to revise our moral
theories, and our beliefs about rationality. In the first two parts of the book

| give other arguments for similar conc lusions.

I shall not describe, in advance, these arguments and conclusions. The

List of Contents provides a summary. The book is long, and sometimes
complicated. | have therefore separated my arguments into 154 parts, and

given each part a descriptive title. | hope that this makes the arguments
easier to follow, and shows what the book contains more clearly than an

Index of Subjects could. If | had not rearranged the arguments into these
separate parts, such an Index would have been too thick with re ferences to
be of much use.

Many introductions to books of this kind try to explain the central
concepts that are used. Since it would take at least a book to give a helpful
explanation, | shall waste no time in doing less than this. My central
concep ts are few. We have reasons for acting. We ought to act in certain
ways, and some ways of acting are morally wrong. Some outcomes are  good
or bad, in a sense that has moral relevance: it is bad for example if people
become paralyzed, and we ought, if we can, to prevent this. Most of us
understand my last three sentences well enough to understand my
arguments. | shall also use the concept of what is in someone's self-interest ,

or what would be  best for this person. Though most of us also understa nd
this concept, some introductory remarks may help. | make a few remarks on

page 4, and a few more in Appendix I. My last central concept is that of a

person. Most of us think we understand what persons are. Part Three claims

that we do not.

Many int roductions also try to explain how, when discussing morality, we

can hope to make progress. Since the best explanation would be provided

by making progress, this is the only explanation | shall try to give.



Strawson describes two kinds of philosophy, de scriptive, and revisionary.
Descriptive philosophy gives reasons for what we instinctively assume, and
explains and justifies the unchanging central core in our beliefs about
ourselves, and the world we inhabit. | have great respect for descriptive
philosophy. But, by temperament, | am a revisionist. Except in Chapter 1,
where | cannot avoid repeating what has been shown to be true, | try to
challenge what we assume. Philosophers should not only interpret our
beliefs; when they are false, they should change them.
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PART ONE
SELF -DEFEATING THEORIES

1
THEORIES THAT ARE INDIRECTLY
SELF -DEFEATING

MANY of us want to know what we have most reason to do. Several
theories answer this question. Some of these are moral theories; others are
theories about rationality. When applied to some of our decisions, different
theories give us different answers. We must t hen try to decide which is the
best theory.

Arguments about these theories are of many kinds. One argument is that
atheory is self-defeating. This argument, uniquely, needs no assumptions. It
claims that a theory fails even in its own terms, and thus condemns itself.
The first part of this book discusses what this argument achieves. As |
shall explain, all of the best known theories are in certain ways self
defeating. What does this show? In some cases, nothing. In other cases,
what is shown is th at a theory must be developed further, or extended. And
in other cases what is shown is that a theory must be either rejected or
revised. This is what is shown about the moral theories that most of us
accept.

| start with the best  -known case.

1. THE SELF-INTEREST THEORY
We can describe all theories by saying what they tell us to try to achieve.
According to all moral theories, we ought to try to act morally. According
to all theories about rationality, we ought to try to act rationally. Call these
our formal aims. Different moral theories, and different theories about

rationality, give us different substantive aims.
By 'aim’, | shall mean 'substantive aim’. This use of aim is broad. It can
describe moral theories that are concerned, not with mora | goals, but with

rights, or duties. Suppose that, on some theory, five kinds of act are totally
forbidden. This theory gives to each of us the aim that he never acts in these

five ways.

I shall first discuss the Self-interest Theory, or S. This is a t heory about
rationality. S gives to each person this aim: the outcomes that would be best

for himself, and that would make his life go, for him, as well as possible.
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To apply S, we must ask what would best achieve this aim. Answers to
this question | ¢  all theories about self -interest. As Appendix | explains, there
are three plausible theories.

On the Hedonistic Theory, what would be best for someone is what would

give him most happiness. Different versions of this theory make different

claims a bout what happiness involves, and how it should be measured.

On the Desire -Fulfilment Theory, what would be best for someone is what
would best fulfil his desires throughout his life. Here again, there are
different versions of this theory. Thus the Success Theory appeals only to a
person's desires about his own life.

On the Objective List Theory, certain things are good or bad for us, even

if we would not want to have the good things or avoid the bad things. Here

again, there are different versions. The good things might include the
development of one's abilities, knowledge, and the awareness of true

beauty. The bad things might include sadistic pleasure, being deceived, and

losing liberty, or dignity.

These three theories partly overlap. On all these theories, happiness and
pleasure are at least part of what makes our lives go better for us, and

misery and pain are at least part of what makes our lives go worse. These

claims would be made by any plausible Objective List Theory. And they are

implied by all versions of the Desire -Fulfilment Theory. On all theories, the
Hedonistic Theory is at least part of the truth. To save words, this will
sometimes be the only part that | discuss.

All these theories also claim that, in deciding what would be best for
someone, we should give equal weight to all the parts of this person's future.

Later events may be less predictable; and a predictable event should count

for less if it is less likely to happen. But it should not count for less merely

becau se, if it happens, it will happen later. =

It would take at least a book to decide between the different theories
about self -interest. This book discusses some of the differences between
these theories, but does not try to decide between them. Much of this book
discusses the Self -interest Theory. As | have said, this is not one of the
theories about self -interest. It is a theory about rationality. We can discuss S

without deciding between th e different theories about self -interest. We can
make claims that would be true on all of these theories.

It will help to call some aims ultimate. Other aims are instrumental, mere
means to the achievement of some ultimate aim. Thus, for all except mise rs,
being rich is not an ultimate aim. | can now re -state the central claim of S.
This is

(S1) For each person, there is one supremely rational ultimate aim: that
his life go, for him, as well as possible.

As we shall see, S makes several other claims

There are several objections to S. Some of these | discuss in Parts Two
and Three. In what follows | discuss the objection that, like certain other
theories, S is self -defeating.

2. HOW S CAN BE INDIRECTLY SELF -DEFEATING
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If we call some theory T, call the aims that it gives us our T -given aims.

Call T indirectly individually self  -defeating when it is true that, if someone
tries to achieve his T -given aims, these aims will be, on the whole, worse
achieved.

On this definition, we do not simply a sk whether a theory is self  -defeating.
We ask whether it is self -defeating when applied to certain people, during
certain periods.My S  -given aim is that my life go, for me, as well as possible.
It can be true that, if | try to do whatever will be best for me, this will be
worse for me. There are two kinds of case:

a. If I try to do what will be best for me, | may often fail. 1 may

often do what will be worse for me than something else that |
could have done.

b. Even if | never do what, of the acts that are possible for me,
will be worse for me, it may be worse for me if | am purely
self-interested. It may be better for me if | have some
disposition.

In cases of kind ( a), the bad effects come from what | do. Suppose that |
steal whenever | beli  eve that | will not be caught. | may be often caught, and
punished. Even in self -interested terms, honesty may therefore be the best
policy for me. These cases are not worth discussing. If this is the way in

which S is self -defeating, this is no objecti onto S. S is self -defeating here
only because of my incompetence in attempting to follow S. This is a fault,

not in S, but in me. We might object to some theory that it is too difficult to

follow. But this is not true of S.

The cases worth discussing are of kind ( b). In these cases it would be
worse for me if | was purely self -interested, even if | succeed in never doing
what would be worse for me. The bad effects come, not from what | do, but

from my disposition, or the fact that | am purely self -interested.

What does this fact involve? | could be purely self -interested without
being purely selfish. Suppose that | love my family and friends. On all of the
theories about self -interest, my love for these people affects what is in my
interests. Muc h of my happiness comes from knowing about, and helping to
cause, the happiness of those | love. On the Desire - Fulfilment Theory, it will
be better for me if, as | want, things go well for those | love. What will be

best for me may, in these and other w ays, largely overlap with what will be
best for those | love. But, in some cases, what will be better for me will be

worse for those | love. | am self -interested if, in all these cases, | do what
will be better for me.

It may be thought that, if | am s elf-interested, | shall  always be trying to

do whatever will be best for me. But | often act in one of two ways,
believing that neither would be better for me. In these cases | am not trying

to do what will be best for me; | am acting on a more par ticular desire. And
this may be true even when | am doing what | know will be best for me.
Suppose that | know that, if | help you, this will be best for me. | may help

you because | love you, not because | want to do what will be best for me.

In descr ibing what it would be for me to be self -interested, it is enough to
claim that, while | often act on other desires,| never do what | believe will be
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worse for me. If this is true, it will be clearer to call me, not self -interested,
but never self -denyi ng.

I shall now redescribe the interesting way in which, for any individual, S

might be indirectly self  -defeating. This would be true when, if someone was
never self -denying, this would be worse for him than if he had some other
disposition. Even if som eone succeeds in never doing what would be worse

for him, it could be worse for him that he is never self -denying. It could be
better for him if he had some other disposition. If he had this other
disposition, he may sometimes do what would be worse for him. But the

costs to him of acting in this way could be less than the benefits of having

this other disposition.

These claims can be true on all of the different theories about self -interest.
Hedonists have long known that happiness, when aimed at, i s harder to
achieve. If my strongest desire is that | be happy, | may be less happy than |

would be if | had other desires that were stronger. Thus | might be happier

if my strongest desire was that someone else be happy.

Here is another example. Kate is a writer. Her strongest desire is that her
books be as good as possible. Because she cares so much about the quality

of her books, she finds her work rewarding. If her desire to write good

books was much weaker, she would find her work boring. She kn ows this,
and she accepts the Hedonistic Theory about self -interest. She therefore
believes that it is better for her that her strongest desire is that her books be

as good as possible. But, because of the strength of this desire, she often

works so ha rd, and for so long, that she collapses with exhaustion, and is,

for a period, very depressed.

Suppose that Kate believes truly that, if she worked less hard, her books

would be slightly worse, but she would be happier. She would find her work

just as rewarding, and she would avoid these severe depressions. Kate
therefore believes that, when she works so hard, she is doing what is worse

for her. But how could it become true that she never acts in this way? It may

be a fact that she would never act in this way only if she had a much weaker
desire that her books be as good as possible. And this would be even worse

for her, since she would then find her work boring. On the Hedonistic

Theory, it would be worse for Kate if she was never self -denying. 2

Suppose that we accept not the Hedonistic but the Desire - Fulfilment
Theory about self -interest. We may then deny that, in this example, Kate is

doing what is worse for her. Her strongest desir e is that her books be as

good as possible. By working so hard, though she makes herself exhausted

and depressed, she makes her books better. She is thereby causing her
strongest desire to be better fulfilled. On our theory about self -interest, thi s
may be better for her.

If we are not Hedonists, we need a different example. Suppose that | am

driving at midnight through some desert. My car breaks down. You are a

stranger, and the only other driver in this desert. | manage to stop you, and

| off er you a great reward if you drive me to my home. | cannot pay you

now, but | promise to do so when we reach my home. Suppose next that |

am transparent, unable to deceive others. | cannot lie convincingly. Either a
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blush, or my tone of voice, always gi ves me away. Suppose, finally, that |

know myself to be never self -denying. If you drive me to my home, it would
be worse for me if pay you the promised reward. Since | know that | never
do what will be worse for me, | know that | would break my promise . Given

my inability to lie convincingly, you know this too. You do not believe my
promise. | am stranded in the desert throughout the night. This happens to

me because | am never self  -denying. It would have been better for me if |
was trustworthy, disposed to keep my promises even when doing so will be
worse for me. You would then have driven me home.

It may be objected that, even if | am never self -denying, | could decide to
keep my promise, since making this decision would be better for me. If |

decide to keep my promise, you would trust me, and would drive me home.

This objection fails. | know that, after you have driven me home, it would

be worse for me if | pay you the promised reward. If | know that | am never
self-denying, | know that | wo uld not keep my promise. And, if | know this,

| cannot decide to keep my promise. | cannot decide to do what | know that

| shall not do. If | can decide to keep my promise, this must be because |
believe that | shall not be never self -denying. We can ad d the assumption
that | would not have this belief unless it was true. It would then be true

that it would be worse for me if | was, and would remain, never

self -denying. It would be better for me if | was trustworthy.

| have described two ways in whic h it would be worse for someone if he was
never self -denying. There are many other ways in which this can be true. It

is probably true of most people, during most of their lives. When the
Self-interest Theory is applied to these people, it is what | cal | indirectly
individually self -defeating. Does this make S fail in its own terms? Does S
condemn itself? This depends on whether S tells these people to be never

self -denying.

3. DOES S TELL US TO BE NEVER SELF -DENYING?
It may seem obvious that S tell s everyone to be never self  -denying. But, as
described so far, S claims only that, for each person, there is one supremely
rational ultimate aim: that his life go, for him, as well as possible.

When applied to acts, S claims both

(S2) What each of us has most reason to do is whatever would

be best for himself, and

(S3) It is irrational for anyone to do what he believes will be

worse for himself. 22

S must also make claims about what w e should do when we cannot predict
the effects of our acts. We can ignore cases of uncertainty, where we have
no beliefs about the probabilities of different effects. In risky cases, where we
do have such beliefs, S claims

(S4) What it would be rational for anyone to do is what will bring him
the greatest expected benefit.

To calculate the expected benefit from some act, we add together the
possible benefits, and subtract the possible costs, with each benefit or cost
multiplied by the chance that the act will produce it. If some act has a
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chance of nine in ten of bringing me some benefit B, and a chance of one in
ten of causing me to lose some benefit that would be twice as great as B, the
expected benefit is B x 9/10 - 2B x1/10, or seven -tenthso fB.

What should S claim about the rationality of desires and dispositions?
Since S claims that, for each person, there is one supremely rational ultimate
aim, S should clearly claim that the supremely rational desire is the desire
that this aim be ach  ieved. S should claim

(S5) The supremely rational desire is that one's life go as well as
possible for oneself.

Similarly, S should claim

(S6) The supremely rational disposition is that of someone who
is never self -denying.

If someone is never self -denying, though he so metimes acts on other

desires, he never acts against the supremely rational desire. He never does
what he believes will be worse for him.
To save words, call both desires and dispositions motives. There are ways

in which, over time, w e can cause our motives to change. We can develop
habits. If we act in ways that we do not now enjoy, we may come to enjoy

them. If we change our work, or where we live, or read certain books, or

have children, this may cause predictable changes in our motives. And there
are many other ways in which we can cause such changes.

According to (S2), what each person has most reason to do is to cause
himself to have, or to allow himself to keep, any of the best possible sets of
motives, in self -interested terms. These are the sets of motives of which the
following is true. There is no other possible set of motives of which it is true

that, if this person had these motives, this would be better for him. By
'‘possible’ | mean ‘causally possible, given the g eneral facts about human

nature, and the particular facts about this person's nature'. It would often

be hard to know whether some set of motives would be causally possible for
someone, or would be one of the best sets for this person in self -inter ested
terms. But we can ignore these difficulties. There are many cases in which
someone knows that it would be better for him if there was some change in

his motives. And in many of these cases such a person knows that, in one of

the ways described ab ove, he could cause this change. (S3) implies that it
would be irrational for this person not to cause this change.

Similar claims apply to our emotions, beliefs, abilities, the colour of our

hair, the place in which we live, and anything that we could change. What
each of us has most reason to do is to to change anything in the way that

would be best for himself. If someone believes that he could make such a

change, it would be irrational for him not to do so.

We can now return to my earlier questio n. We are discussing the people
of whom it is true that, if they were never self -denying, this would be worse
for them than if they had some other disposition. Suppose that these people

know that this is true. Does S tell them to be never self -denying?

S claims the following. If such a person was never self -denying, he would
have the disposition that is supremely rational. But it would be irrational

for this person to cause himself to have, or to keep, this disposition. It
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would be rational for him t o cause himself to have, or to keep, the other
disposition, since this would be better for him.

These claims may seem to give conflicting answers to my question. They

may seem to tell this person both to be, and not to be, never self -denying.
This misi nterprets S. When S claims that one disposition is supremely
rational, S does not tell anyone to have this disposition. Remember the
distinction between formal and substantive aims. Like all theories about
rationality, S gives to everyone this formal ai m: to be rational, and to act
rationally. What distinguishes different theories is that they give us different
substantive aims. In its central claim, (S1), S gives to each person one
substantive aim: that his life go, for him, as well as possible. Does S give to
each person another substantive aim: to be rational, and to act rationally? It
does not. According to S, our formal aim is not a substantive aim.

It may be thought that, in making these claims, | have not described the

best version of the Se  If-interest Theory. But this is the version that would be
accepted by most of those who believe this theory. Most of these people
would accept (S2) and (S3). Suppose | know that it would be best for me if |

make myself very irrational. | shall soon desc ribe a case in which this would
almost certainly be true. If this is true, (S2) implies that what | have most

reason to do is to make myself very irrational. (S3) implies that it would be
irrational for me  not to make myself very irrational. (S2) and (S 3) do not
give me, as a substantive aim, being rational.

Does this imply that, for S, being rational is a mere means? This depends

on what is the best theory about self -interest. On the Hedonistic Theory, S
gives to each person this substantive aim: th e greatest possible happiness
for

himself. Being rational is not an essential part of this aim. It is a mere
means. So is acting rationally, and having rational desires or dispositions.
Consider next the Objective List Theory. On some versions of t his theory,
being rational is one of the things that is good for each person, whatever its

effects may be. If this is so, being rational is not a mere means, but part of

the substantive aim that S gives to each person. The same would be true, on

the De sire -Fulfilment Theory, in the case of those people who want to be
rational, whatever the effects may be.

It may be objected: 'Suppose that we accept the Hedonistic Theory. S

then tells us that being rational is a mere means. If this is so, why we shoul

try to be rational? Why should we want to know what we have most reason

to do? If we accept what S claims, and believe that being rational is a mere

means, we shall cease to be interested in the questions that S claims to
answer. This must be an obje ction to S. An acceptable theory about
rationality cannot claim that being rational is a mere means.'

We could answer: 'A theory would be unacceptable if it claimed that

being rational did not matter. But this is not what S claims. Suppose that |

cling to some rock as a mere means of escaping death. Though my act is a

mere means, it matters a great deal. The same can be true about being
rational." This may not completely answer this objection. As we shall see,
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there is a similar objection to certain moral theories. To save words, |
discuss these objections at the same time. This discussion is in Section 19.

I can now explain a remark that | made above. According to S, the
disposition that is supremely rational is that of someone who is never
self-denying. | wrote that, in making this claim, S does not tell us to have

this disposition. S gives to each person one substantive aim: that his life go,

for him, as well as possible. On some theories about self -interest, being
rational would, for some pe ople, be part of this aim. But this would only be
because, like being happy, being rational is part of what makes our lives go

better. Being rational is not, as such, a substantive aim. Nor is having the
supremely rational disposition.

In the case of s ome people, according to S, being rational would not be
part of what makes their lives go better. These are the people that | am
discussing.lt is true of these people that, if they were never self -denying, this
would be worse for them than if they had s ome other disposition. Since this

is true, being never self  -denying would not be part of the aim that S gives to
these people. S does not tell these people to have what S claims to be the
supremely rational disposition: that of someone who is never self -denying.
And, if they can change their disposition, S tells these people, if they can,

not to be never self -denying. Since it would be better for these people if they

had some other disposition, S tells them to cause themselves to have, or to

keep, th is other disposition. If they know that they could act in either of

these ways, S claims that it would be irrational for them not to do so. It

would be irrational for them to cause themselves to be, or to allow
themselves to remain, never self -denying.

4. WHY S DOES NOT FAIL IN ITS OWN TERMS
These claims answer the other question that | asked. When S is applied to
these people, it is what | call indirectly self -defeating. Does this make S fail
in its own terms? Does S condemn itself?
The answer is No. S is indirectly self -defeating because it would be worse
for these people if they were never self -denying. But S does not tell these
people to be never self -denying, and it tells them, if they can, not to be. If
these people are never self  -denyi ng, this is worse for them. This is a bad
effect, in S's terms. But this bad effect is not the result either of their doing
what S tells them to do, or of their having a disposition that S tells them to
have. Since this is so, S is not failing in its ow n terms.
It may be objected: 'This bad effect may be the result of these people's
belief in S. If they believe S, they believe that it would be irrational for them
to do what they believe will be worse for them. It may be true that, if they
believe tha t it is irrational to act in this way, they will never do so. If they
never act in this way, they are never self -denying. Suppose that, in one of
the ways that you described, having this disposition is worse for them. This
is a bad effect in S's terms. If belief in S has this effect, S does fail in its own
terms.’
In answering this objection, we need to know whether these people can
change their disposition. Suppose, first, that they cannot. Why would this
be true? If they cannot change their disposi tion, and they have this
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disposition because they believe S, the explanation must be that they cannot

cause themselves to be disposed to do what they believe to be irrational.

They could change their disposition only if they believed some other theory

about rationality. S would then tell them, if they can, to make themselves

believe this other theory. This possibility | discuss in Sections 6 to 8. As |

shall argue, even if this is true, S would not be failing in its own terms.

Suppose next that these people can change their disposition, without
changing their beliefs about rationality. If these people are never
self-denying, this would be worse for them than if they have some other
disposition. S tells these people to cause themselves to have this other
disposition. The objection given above clearly fails. It may be true that these

people are never self -denying because they believe S. But S claims that it is
irrational for these people to allow themselves to remain never self -denying.
If they do remain never self -denying, this cannot be claimed to be merely

‘the result of their belief in S'. It is the result of their failure to do what they

could do, and what S tells them to do. The result is worse for them, which is

a bad effect in S's terms. But a bad effect which results from disobeying S
cannot provide an objection to S. If my doctor tells me to move to a
healthier climate, he would be open to no criticism if, because | refuse to

move, | die.

There is a third possibility. These people m ay be unable to change either
their dispositions, or their beliefs about rationality. Their belief in S is bad

for them, which is a bad effect in S's terms. Is this an objection to S? It will
be easier to answer this question after | have discusse d other theories. My
answer is in Section 18.

5. COULD IT BE RATIONAL TO CAUSE ONESELF TO ACT
IRRATIONALLY?

| turn now to a new gquestion. A theory may be unacceptable even though it
does not fail in its own terms. It is true of many people that it wou Id be
worse for them if they were never self -denying. Does this give us
independent grounds to reject S?
According to S, it would be rational for each of these people to cause
himself to have, or to keep, one of the best possible sets of motives, in
self -interested terms. Which these sets are is, in part, a factual question. And
the details of the answer would be different for different people in different
circumstances. But we know the following, about each of these people.
Since it would be worse for him if he was never self -denying, it would be
better for him if he was sometimes self -denying. It would be better for him if
he was sometimes disposed to do what he believes will be worse for him. S
claims that acting in this way is irrational. If s uch a person believes S, it tells
him to cause himself to be disposed to act in a way that S claims to be
irrational. Is this a damaging implication? Does it give us any reason to
reject S?
Consider Schelling's Answer to Armed Robbery. A man breaks int 0o my house.
He hears me calling the police. But, since the nearest town is far away, the
police cannot arrive in less then fifteen minutes. The man orders me to
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open the safe in which | hoard my gold. He threatens that, unless he

gets the gold in the ne xt five minutes, he will start shooting my
children, one by one.

What is it rational for me to do? | need the answer fast. | realize that

it would not be rational to give this man the gold. The man knows that,

if he simply takes the gold, either | or m y children could tell the police
the make and number of the car in which he drives away. So there is a
great risk that, if he gets the gold, he will kil me and my children
before he drives away.

Since it would be irrational to give this man the gold, should | ignore
his threat? This would also be irrational. There is a great risk that he

will kill one of my children, to make me believe his threat that, unless

he gets the gold, he will kill my other children.

What should | do? It is very likely that , Whether or not | give this
man the gold, he will kil us all. | am in a desperate position.
Fortunately, 1 remember reading Schelling's The Strategy of Conflict 3

| also have a special drug , conveniently at hand. This drug causes one

to be, for a brief period, very irrational. | reach for the bottle and drink

a mouthful before the man can stop me. Within a few seconds, it
becomes apparent that | am crazy. Reeling about the room, | s ay to the
man: 'Go ahead. | love my children. So please kill them." The man tries

to get the gold by torturing me. | cry out: 'This is agony. So please go

on.'

Given the state that | am in, the man is now powerless. He can do
nothing that will induce me to open the safe. Threats and torture
cannot force concessions from someone who is so irrational. The man

can only flee, hoping to escape the police. And, since | am in this state,

the man is less likely to believe that | would record the number on h is
car. He therefore has less reason to kill me.

While | am in this state, | shall act in ways that are very irrational.

There is a risk that, before the police arrive, | may harm myself or my
children. But, since | have no gun, this risk is small. And making myself
irrational is the best way to reduce the great risk that this man will Kill

us all.

On any plausible theory about rationality, it would be rational for me, in

this case, to cause myself to become for a period very irrational. This

answe rs the question that | asked above. S tells us to cause ourselves to be
disposed to act in a way that, according to S, is irrational. This is no
objection to S. As the case just given shows, an acceptable theory about
rationality can tell us to cause ou rselves to do what, in its own terms, is
irrational.

Consider next a general claim that is sometimes made:

(G1) If there is some motive that it would be both (a) rational

for someone to cause himself to have, and (b) irrational for him

to cause himsel f to lose, then (c) it cannot be irrational for this
person to act upon this motive.
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In the case just described, while this man is still in my house, it would be
irrational for me to cause myself to cease to be very irrational. During this
period, | ha ve a set of motives of which both (a) and (b) are true. But (c) is
false. During this period, my acts are very irrational. We should therefore
reject (Gl). We should claim instead that, since it was rational for me to
cause myself to be like this, this is a case of rational irrationality.

6. HOW S IMPLIES THAT WE CANNOT AVOID ACTING
IRRATIONALLY
Remember Kate. Kate accepts the Hedonistic Theory about self -interest.
We may accept some other theory. But on these other theories there could
be cases tha t, in the relevant respects, are like Kate's. And the claims that
follow could be restated to cover these cases.

It is best for Kate that her strongest desire is that her books be as good as
possible. But, because this is true, she often works ver y hard, making
herself, for a period, exhausted and depressed. Because Kate is a Hedonist,
she believes that, when she acts in this way, she is doing what is worse for
her. Because she also accepts S, Kate believes that, in these cases, she is
acting i rrationally. Moreover, these irrational acts are quite voluntary. She
acts as she does because, though she cares about her own interests, this is
not her strongest desire. She has an even stronger desire that her books be

as good as possible. It would b e worse for her if this desire became weaker.
She is acting on a set of motives that, according to S, it would be irrational

for her to cause herself to lose.

It might be claimed that, because Kate is acting on such motives, she
cannot be acting irrati  onally. But this claim assumes (GI), the claim that
was shown to be false by the case | called Schelling's Answer to Armed

Robbery.
If we share Kate's belief that she is acting irrationally, in a quite
voluntary way, we might claim that she is irration al. But Kate can deny this.

Since she believes S, she can claim: 'When | do what | believe will be worse
for me, my act is irrational. But, because | am acting on a set of motives

that it would be irrational for me to cause myself to lose, | am not
irr ational.'

She can add: 'In acting on my desire to make my books better, | am doing

what is worse for me. This is a bad effect, in self -interested terms. But it is

part of a set of effects that is one of the best possible sets. Though |
sometimes suffer , because this is my strongest desire, | also benefit. And the
benefits are greater than the losses. That | sometimes act irrationally, doing

what | know is worse for me, is the price | have to pay if | am to get these

greater benefits. This is a price worth paying.'

It may be objected: 'You do not have to pay this price. You could work
less hard. You could do what would be better for you. You are not
compelled to do what you believe to be irrational.’

She could answer: 'This is true. | could work le ss hard. But | only  would
do this if my desire to make my books better was much weaker. And this

would be, on the whole, worse for me. It would make my work boring. How
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could | bring it about that | shall not in the future freely choose, in such
cases, to do what | believe to be irrational? | could bring this about only by
changing my desires in a way that would be worse for me. This is the sense

in which | cannot have the greater benefits without paying the lesser price. |
cannot have the desires th at are best for me without sometimes freely
choosing to act in ways that will be worse for me. This is why, when | act
irrationally in these ways, | need not regard myself as irrational.'

This reply assumes one view about voluntary acts: Psychological
Determinism.  On this view, our acts are always caused by our desires and
dispositions. Given our actual desires and dispositions, it is not causally
possible that we act differently. It may be objected: 'If it is not causally

possible that Kate ac t differently, she cannot believe that to act rationally,

she ought to act differently. We only ought to dowhatwe can do.'

A similar objection will arise later when | discuss what we ought morally

to do. It will save words if Kate answers both objecti ons. She can say: 'In
the doctrine that  ought implies can, the sense of 'can' is compatible with
Psychological Determinism. When my act is irrational or wrong, | ought to

have acted in some other way. On the doctrine, | ought to have acted in this

othe r way only if | could have done so. If | could not have acted in this
other way, it cannot be claimed that this is what | ought to have done. The

claim (1) that | could not have acted in this other way is not the claim (2)

that acting in this way would have been impossible, given my actual desires
and dispositions. The claim is rather (3) that acting in this way would have

been impossible, even if my desires and dispositions had been different.
Acting in this way would have been impossible, whatever m y desires and
dispositions might have been. If claim (1) was claim (2), Determinists would

have to conclude that it is not possible for anyone ever to act wrongly or
irrationally. They can justifiably reject this conclusion. They can insist that

claim (1) is claim (3).'

Kate could add: 'l am not claiming that Free Will is compatible with
Determinism. The sense of 'can' required for Free Will may be different

from the sense of 'can' in the doctrine that ought implies can. These senses

are held to be different by most of those Determinists who believe that Free

Will is not compatible with Determinism. This is why, though these
Determinists do not believe that anyone deserves punishment, they continue

to believe that it is possible to act wrongly or irrationally.’

Kate may be wrong to assume Psychological Determinism. | claimed
earlier that our beliefs about rationality may affect our acts, because we may

want to act rationally. It may be objected:

This misdescribes how these beliefs affect our ac ts. We do not explain
why someone has acted rationally by citing his desire to do so.
Whenever someone acts rationally, it may be trivially true that he
wanted to do so. But he acted as he did because he had a belief, not a

belief and a desire. He acte d as he did simply because he believed that
he had a reason to do so. And it is often causally possible for him to act
rationally whatever his desires and dispositions are. 4
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Note that this ob jector cannot claim that it is always possible for someone
to act rationally, whatever his desires and dispositions are. Even if he denies
Determinism, this objector cannot claim that there is no connection between
our acts and our dispositions.

This o bjector must also admit that our desires and dispositions may make

it harder for us to do what we believe to be rational. Suppose that | am
suffering from intense thirst, and am given a glass of iced water. And
suppose | believe that | have a reason to drink this water slowly, since this
would increase my enjoyment. | also have a reason not to spill this water. It

is much easier to act upon this second reason than it is, given my intense

thirst, to drink this water slowly.

If the objector's cla ims are true, Kate's reply must be revised. She might

say: 'lIt would be worse for me if my strongest desire was to avoid doing

what | believe to be irrational. It is better for me that my strongest desire is

that my books be as good as possible. Since t his is my strongest desire, |
sometimes do what | believe to be irrational. | act in this way because my

desire to make my books better is much stronger than my desire not to act
irrationally. You claim that | could often avoid acting in this way. By an act
of will, I could often avoid doing what | most want to do. If | could avoid

acting in this way, | cannot claim that | am in no sense irrational. But, given

the strength of my desire to make my books better, it would be very hard for
me to avoid ac ting in this way. And it would be irrational for me to change

my desires so that it would be easier for me to avoid acting in this way.

Given these facts, | am irrational only in a very weak sense.'

Kate might add: 'lt is not possible both that | have o ne of the best
possible sets of motives, in self -interested terms,  and that | never do what |
believe to be irrational. This is not possible in the relevant sense: it is not

possible whatever my desires and dispositions are. If | was never self -
denyin g, my ordinary acts would never be irrational. But | would have acted
irrationally in causing myself to become, or allowing myself to remain,

never self -denying. If instead | cause myself to have one of the best possible

sets of motives, | shall sometim es do what | believe to be irrational. If | do

not have the disposition of someone who is never self  -denying, it is not
possible that I  always act like someone with this disposition. Since this is not
possible, and it would be irrational for me to cause myself to be never self -
denying, | cannot be criticised for sometimes doing what | believe to be
irrational.’

It may now be said that, as described by Kate, S lacks on one of the
essential features of any theory. It may be objected: 'No theory can de mand
what is impossible. Since Kate cannot always avoid doing what S claims to

be irrational, she cannot always do what S claims that she ought to do. We

should therefore reject S. As before, ought implies can.'

Even if we deny Determinism, this object ion still applies. As | have
claimed, we must admit that, since Kate does not have the disposition of

someone who is never self -denying, she cannot always act like such a
person.
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Is it a good objection to S that Kate cannot always avoid doing what S
claims to be irrational? Remember Schelling's Answer to Armed Robbery.

In this case, on any plausible theory about rationality, it would be irrational

for me not to make myself very irrational. But, if | do make myself very
irrational, | cannot avoid act ing irrationally. On both alternatives, at least
one of my acts would be irrational. It is therefore true that, in this case, |

cannot avoid acting irrationally. Since there can be such cases, an
acceptable theory can imply that we cannot avoid acting i rrationally. It is
no objection to S that it has this implication.

We may believe that these claims do not fully answer this objection. A
similar objection will be raised later against certain moral theories. To save

words, | discuss these object ions together, in Section 15.

I shall now summarize my other conclusions. In the case of many and
perhaps most people, the Self -interest Theory is indirectly self -defeating. It
is true, of each of these people, that it would be worse for him if he was

never self -denying -- disposed never to do what he believes would be worse

for him. It would be better for him if he had some other set of motives. |

have claimed that such cases do not provide an objection to S. Since S does

not tell these people to be never self -denying, and tells them, if they can, not

to be, S is not failing in its own terms. Nor do these cases provide an
independent objection to S.

Though they do not refute S, for those who accept S these cases are of

great importance. In these cases S must cover, not just ordinary acts, but
also the acts that bring about changes in our motives. According to S, it

would be rational to cause ourselves to have, or to keep, one of the best
possible sets of motives, in self -interested terms. If we believe that we could
act in either of these ways, it would be irrational not to do so. In the case of

most people, any of the best possible sets would cause these people
sometimes to do, in a quite voluntary way, what they know will be worse for

them . If these people believe S, they will believe that these acts are
irrational. But they need not believe themselves to be irrational. This is
because, according to S, it would be irrational for them to change their
motives so that they would cease to ac t irrationally in this way. They will in
part regret the  consequences of these irrational acts. But the irrationality  of
these acts they can regard with complacency. This is rational irrationality.

It may be objected, to these claims, that they falsely assume Psychological
Determinism. It may sometimes be possible for these people to do what they

believe to be rational, whatever their desires and dispositions are. If this
objection is correct, these claims need to be revised. When these people do

what they believe to be irrational, they cannot claim that they are in no

sense irrational. But they can claim that, given their actual motives, it would

be very hard for them to avoid acting in this way. And it would be irrational

for them, on their theor y, to change their motives so that it would be easier

to avoid acting in this way. They can therefore claim that they are irrational

only in a very weak sense. Having explained once how these claims could be
revised, | shall not mention this objection w henever, in what follows, it
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would be relevant. It would be easy to make the needed revisions to any
similar claims.

7. AN ARGUMENT FOR REJECTING S WHEN IT CONFLICTS
WITH MORALITY
It has been argued that the Self -interest Theory might tell us to belie ve, not
itself, but some other theory. This is clearly possible. According to S, it

would be rational for each of us to cause himself to believe some other

theory, if this would be better for him.

| have already mentioned one argument for this co nclusion. This assumes
that it would not be possible for us to do what we believe to be irrational. If

this was true, S would tell us, in the cases | have been discussing, to try to

believe a different theory. There are other arguments for this conclusi on. |
shall consider these arguments as they apply to the keeping of our promises.

If the arguments succeed, they could be applied to many other kinds of act.

One kind of mutual agreement has great practical importance. In these
agreements, each person in some group makes a conditional promise. Each
person promises to act in a certain way, provided that all the others promise

to act in certain ways. It can be true both (1) that it would be better for each

of these people if all rather than none keep their promises, and (2) that,
whatever the others do, it would be worse for each person if he keeps his

promise. What each person loses if he keeps his promise is less than what he

gains if all the others keep their promises. This is how (1) and (2) are both
true. Such agreements are mutually advantageous, though requiring self -
denial.

If I am known to be never self -denying, | shall be excluded from such
agreements. Others will know that | cannot be trusted to keep my promise.

It has been claimed th  at, since this is true, it would be better for me if |
ceased to be never self -denying and became trustworthy. s

This claim overlooks one possibility. It may be best for me if | appear to
be t rustworthy but remain really never self -denying. Since | appear to be
trustworthy, others will admit me to these mut ually advantageous
agreements. Because | am really never self -denying,| shall get the benefits of
breaking my promises whenever this would be better for me. Since it is
better for me to appear trustworthy, it will often be better for me to keep

my promise so as to preserve this appearance. But there will be some
promises that | can break secretly. And my gain from breaking some
promises may outweigh my loss in ceasing to appear trustworthy.

Suppose, however, that | am transparent, unable to lie convincingly. This

is true of many people. And it might become more widely true if we develop

cheap and accurate lie -detector tests. Let us ass  ume that this has happened,

so that we are all transparent -- unable to deceive others. Since we are to
some degree transparent, my conclusions may apply to our actual situation.

But it will simplify the argument to assume that all direct deception has

become impossible. It is worth seeing what such an argument might show.

We should therefore help the argument, by granting this assumption.
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If we were all transparent, it would be better for each of us if he became
trustworthy: reliably disposed to kee p his promises, even when he believes
that doing so would be worse for him. It would therefore be rational,
according to S, for each of us to make himself trustworthy.

Assume next that, to become trustworthy, we would have to change our
beliefs about r ationality. We would have to make ourselves believe that it is
rational for each of us to keep his promises, even when he knows that this

would be worse for him. | shall later describe two ways in which this
assumption might be true.

It is hard t o change our beliefs when our reason for doing so is merely

that this change will be in our interests. We would have to use some form of

self -deception, perhaps by employing hypnotists. And the hypnotists would

have to make us forget this process. We co uld not keep our new beliefs if we
remembered why we had them. Suppose, for example, that | learn that | am

fatally ill. Since | want to believe that | am healthy, | pay a hypnotist to give

me this belief. | could not keep this belief if | remembered ho w | had
acquired it. If | remembered this, | would know that the belief is false. The

same would be true of our beliefs about rationality. If we pay hypnotists to

change these beliefs, because this will be better for us, the hypnotists must

make us for get why we have our new beliefs.

On the assumption made above, S would tell us to change our beliefs. S
would tell us to believe, not itself, but a revised form of S. On this revised

theory, it is irrational for each of us to do what he believes will be worse for
himself, except when he is keeping a promise.

If S told us to believe this revised theory, would this be an objection to S?

Would it show that it is rational to keep such promises? We must focus
clearly on my question. We may be right to beli eve that it is rational to keep
our promises, even when we know that this will be worse for us. | am
asking, 'Would this belief be supported if S itself told us to cause ourselves

to have this belief?'

Some people answer Yes. They argue that, if S tell s us to make ourselves
have this belief, this shows that this belief is justified. And they apply this
argument to many other kinds of act which, like keeping promises, they
believe to be morally required. If this argument succeeds, it has great
import ance. It would show that, in many kinds of case, it is rational to act
morally, even when we believe that this will be worse for us. Moral reasons

would be shown to be stronger than the reasons provided by self -interest.
Many writers have tried, unsucce ssfully, to justify this conclusion. If this
conclusion is justified by the argument | am discussing, this argument solves

what Sidgwick called 'the profoundest problem of Ethics'.

8. WHY T HIS ARGUMENT FAILS
There is a simple objection to this argument. The argument appeals to the
fact that S would tell us to make ourselves believe that it is rational to keep
our promises, even when we know that this will be worse for us. Call this
belief B. B is incompatible with S. According to S, it is irrational to keep
such promises. Either S is the true theory about rationality, or it is not. If S
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is true, B must be false, since it is incompatible with S. If S is not true, B
might be true. But B ¢ annot be supported, or shown to be true, by the fact
that S tells us to try to believe B. If S is not true, it cannot support B. A
theory that is false cannot support any conclusion. In brief: if S is true, B

must be false, and if S is false, it c annot support B. B is either false, or not
supported. If S tells us to try to believe B, this cannot support B.

We may think that a theory about rationality cannot be true, but can at

most be the best, or the best justified theory. The objection just gi ven could
be restated in these terms.There are two possibilities. If S is the best theory,

we should reject B, since it is incompatible with S. If S is not the best theory,

we should reject S. B cannot be supported by a theory that we should reject.

Neither of these possibilities gives any support to B. e

This objection seems to me strong. But | know some people whom it does

not convince. They might say: 'If S is false, it cannot directly su pport B. But
we may be right to assume that, if S tells us to try to believe B, this fact

supports B.' | shall therefore give two more objections. These objections

also support some wider conclusions.

I shall first distinguish threats from warnings. Wh en | say that | shall do X
unless you do Y, call this a warning if my doing X would be worse for you
but not for me, and a threat if my doing X would be worse for both of us.

Call me a threat -fulfiller if I would always fulfil my threats.

Suppose that, apart from being a threat -fulfiller, someone is never
self-denying. Such a person would fulfil his threats even though he knows

that this would be worse for him. But he would not make threats if he
believed that doing so would be worse for him. This is because, apart from
being a threat -fulfiller, this person is never self -denying. He never does what
he believes will be worse for him, except when he is fulfilling some threat.
This exception does not cover making threats.

Suppose that we are all both transparent and never self  -denying. If this
was true, it would be better for me if | made myself a threat -fulfiller, and
then announced to everyone else this change in my dispositions. Since | am
transparent, everyone would believe my threats. And beli eved threats have

many uses. Some of my threats could be defensive, intended to protect me

from aggression by others. | might confine myself to defensive threats. But

it would be tempting to use my known disposition in other ways. Suppose

that the bene fits of some co -operation are shared between us. And suppose
that, without my co  -operation, there would be no further benefits. | might

say that, unless | get the largest share, | shall not co -operate. If others know
me to be a threat -fulfiller, and the y are never self -denying, they will give me
the largest share. Failure to do so would be worse for them.

Other threat -fulfillers might act in worse ways. They could reduce us to
slavery. They could threaten that, unless we become their slaves, they will

bring about our mutual destruction. We would know that these people
would fulfil their threats. We would therefore know that we can avoid
destruction only by becoming their slaves.
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The answer to threat -fulfillers, if we are all transparent, is to beco me a
threat -ignorer. Such a person always ignores threats, even when he knows
that doing so will be worse for him. A threat -fulfiller would not threaten a

transparent threat -ignorer. He would know that, if he did, this would be
worse for him. Sin  ce his threat would be ignored, he would fulfil his threat,

which would be worse for him.

If we were all both transparent and never self -denying, what changes in
our dispositions would be better for each of us? | answer this question in
Appendix A, sin ce parts of the answer are not relevant to the question | am

now discussing. What is relevant is this. If we were all transparent, it would

probably be better for each of us if he became a trustworthy threat -ignorer.
These two changes would involve cert ain risks; but these would be heavily
outweighed by the probable benefits. What would be the benefits from
becoming trustworthy? That we would not be excluded from those mutually
advantageous agreements that require self -denial. What would be the
benef its from becoming threat  -ignorers? That we would avoid becoming the
slaves of threat -fulfillers.

We <can next assume that we could not become trustworthy
threat -ignorers unless we changed our beliefs about rationality. Those who

are trustworthy keep the ir promises even when they know that this will be
worse for them. We can assume that we could not become disposed to act in

this way unless we believed that it is rational to keep such promises. And we
can assume that, unless we were known to have this belief, others would not
trust us to keep such promises. On these assumptions, S tells us to make
ourselves have this belief. Similar remarks apply to becoming

threat -ignorers. We can assume that we could not become threat -ignorers
unless we believed t hat it is always rational to ignore threats. And we can
assume that, unless we have this belief, others would not be convinced that

we are threat -ignorers. On these assumptions, S tells us to make ourselves

have this belief. These conclusions can be com bined. S tells us to make
ourselves believe that it is always irrational to do what we believe will be

worse for us, except when we are keeping promises or ignoring threats.

Does fact this support these beliefs? According to S, it would be rational for

each of us to make himself believe that it is rational to ignore threats, even

when he knows that this will be worse for him. Does this show this belief to

be correct? Does it show that it is rational ignore such threats?

It will help to have an example . Consider My Slavery. You and | share a
desert is land. We are both transparent, and never self -denying. You now
bring about one change in your dispositions, becoming a threat -fulfi ller. And
you have a bomb that could blow the island up. By regular ly threa tening to
explode this bomb, you force me to toil on your behalf. The only limit on your

power is that you must leave my life worth living. If my life became

worse than that, it would cease to be better for me if | give in to your

threats.

How can | end my slavery? It would be no good killing you, since your
bomb will automatically explode unless you regularly dial some secret
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number. But suppose that | could make myself transparently a
threat -ignorer. Foolishly, you have not threatened that yo u would ignore
this change in my dispositions. So this change would end my slavery.

Would it be rational for me to make this change? There is the risk that

you might make some new threat. But since doing so would be clearly worse

for you, this risk wou Id be small. And, by taking this small risk, | would
almost certainly gain a very great benefit. | would almost certainly end my

slavery. Given the wretchedness of my slavery, it would be rational for me,
according to S, to cause myself to become a thre at-ignorer. And, given our
other assumptions, it would be rational for me to cause myself to believe

that it is always rational to ignore threats. Though | cannot be wholly
certain that this will be better for me, the great and nearly certain benefit

would outweigh the small risk. (In the same way, it would never be wholly

certain that it would be better for someone if he becomes trustworthy. Here

too, all that could be true is that the probable benefits outweigh the risks.)

Assume that | have now ma de these changes. | have become
transparently a threat -ignorer, and have made myself believe that it is
always rational to ignore threats. According to S, it was rational for me to

cause myself to have this belief. Does this show this belief to be corre ct?
Let us continue the story.

How | End My Slavery. We both have bad luck. For a moment, you
forget that | have become a threat -ignorer. To gain some trivial
end -- such as the coconut that | have just picked -- you repeat your
standard threat. You s ay, that, unless | give you the coconut, you will
blow us both to pieces. | know that, if | refuse, this will certainly be

worse for me. | know that you are reliably a threat -fulfiller, who will
carry out your threats even when you know that this will b e worse for
you. But, like you, | do not now believe in the pure Self -interest

Theory. | now believe that it is rational to ignore threats, even when |
know that this will be worse for me. | act on my belief. As | foresaw,
you blow us both up.

Is my a ct rational? It is not. As before, we might concede that, since | am

acting on a belief that it was rational for me to acquire, | am not irrational.
More precisely, | am rationally irrational. But what | am doing is not
rational. It is irrational to ign ore some threat when | know that, if | do, this

will be disastrous for me and better for no one. S told me here that it was

rational to make myself believe that it is rational to ignore threats, even

when | know that this will be worse for me. But this does not show this
belief to be correct. It does not show that, in such a case, it is rational to
ignore threats.

We can draw a wider conclusion. This case shows that we should reject

(G2) If it is rational for someone to make himself believe tha t it
is rational for him to act in some way, it is rational for him to act
in this way.

Return now to B, the belief that it is rational for someone to keep his
promises even when he knows that this will be worse for him. On the
assumptions made above, S implies that it is rational for us to make
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ourselves believe B. Some people claim that this fact supports B, showing
that it is rational to keep such promises. This claim seems to assume (G2).
But we have seen that we should reject (G2).

There is an other objection to what these people claim. Even though S tells
us to try to believe B, S implies that B is false. If B is true, S must be false.
Since these people believe B, they must believe that S is false. They claim
that B is supported by the fact that S tells us to make ourselves believe B.
Since these people must believe that S is false, their claim assumes

(G3) If some false theory about rationality tells us to make ourselves
have a particular belief, this fact supports this belief.

Itis cl ear that we should reject (G3). Suppose that some false theory told us
to make ourselves believe that the Earth is flat, and another false theory
told us to make ourselves believe that the Moon is blue. These facts would
do nothing to support these beli efs.

S told us to try to believe that it is rational to ignore threats, even when we
know that this will be worse for us. As my example shows, this does not
support this belief. And we should reject both (G2) and (G3). We should

clearly make similar cI aims about keeping promises. There may be other

grounds for believing that it is rational to keep one's promises, even when

one knows that doing so will be worse for oneself. But this would not be

shown to be rational by the fact that the Self -interest Theory itself tells us to
make ourselves believe that this is rational. It has been argued that, by
appealing to such facts, we can solve an ancient problem: we can show that,

when it conflicts with self  -interest, morality provides the stronger reasons

for acting. This argument fails. The most that it might show is something

less. In a world where we are all transparent -- unable to deceive each

other -- it might be rational to deceive ourselves about rationality. 8

9. HOW S MIGHT BE SELF -EFFACING
If S told us to believe some other theory, this would not support this other
theory. But would it be an objection to S? Once again, S would not be
failing in its own terms. S is a theory about p ractical not theoretical
rationality. S may tell us to make ourselves have false beliefs. If it would be
better for us to have false beliefs, having true beliefs, even about rationality,
would not be part of the ultimate aim given to us by S.

The arguments given above might be strengthened and extended. This

would be easier if, as | supposed, the technology of lie -detection made us all
wholly transparent. If we could never deceive each other, there might be an
argument that showed that, accordi ng to S, it would be rational for

everyone to cause himself not to believe S.

Suppose that this was true. Suppose that S told everyone to cause himself

to believe some other theory. S would then be self -effacing. If we all believed
S, but could also ch  ange our beliefs, S would remove itself from the scene. It
would become a theory that no one believed. But to be self -effacing is not to
be self -defeating. It is not the aim of a theory to be believed. If we personify
theories, and pretend that they hav e aims, the aim of a theory is not to be
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believed, but to be true, or to be the best theory. That a theory is
self - effacing does not show that it is not the best theory.

S would be self -effacing when, if we believe S, this would be worse for us.

But S does not tell us to believe itself. Since it would be better for us if we
believe some other theory, S tells us to try to believe this other theory. If we

succeed in doing what S tells us to do, this would be better for us. Though S

would remove itself ~ from the scene, causing no one to believe itself, it would

still not be failing in its own terms. It would still be true that, because each

of us has followed S  -- done what S told him to do -- each has thereby made
the outcome better for himself.

Though S would not be failing in its own terms, it might be claimed that

an acceptable theory cannot be self -effacing. | deny this claim. It may seem
plausible for what, when examined, is a bad reason. It would be natural to

want the best theory about ratio nality not to be self -effacing. If the best
theory was self -effacing, telling us to believe some other theory, the truth
about rationality would be depressingly convoluted. It is natural to hope

that the truth is simpler: that the best theory would tell us to believe itself.
But can this be more than a hope? Can we assume that the truth must be
simpler? We cannot.

10. HOW CONSEQUENTIALISM IS INDIRECTLY SELF -DEFEATING
Most of my claims could, with little change, cover one group of moral
theories. The se are the different versions of Consequentialism, or C. C's
central claim is
(C1) There is one ultimate moral aim: that outcomes be as good.

as possible.
C applies to everything. Applied to acts, C claims both
(C2) What each of us ought to do is what ever would make the

outcome best, and
(C3) If someone does what he believes will make the outcome
worse, he is acting wrongly.

| distinguished between what we have most reason to do, and what it would

be rational for us to do, given what we beli eve, or ought to believe. We must
now distinguish between what is objectively and subijectively right or wrong.
This distinction has nothing to do with whether moral theories can be
objectively true. The distinction is between what some theory implies, g iven
(i) what are or would have been the effects of what some person does or

could have done, and (ii) what this person believes, or ought to believe,

about these effects.

It may help to mention a similar distinction. The medical treatment that

is obj ectively right is the one that would in fact be best for the patient. The
treatment that is subjectively right is the one that, given the medical
evidence, it would be most rational for the doctor to prescribe. As this
example shows, what it would be be st to know is what is objectively right.

The central part of a moral theory answers this question. We need an
account of subjective rightness for two reasons. We often do not know what

the effects of our acts would be. And we ought to be blamed for doin g what
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is subjectively wrong. We ought to be blamed for such acts even if they are
objectively right. A doctor should be blamed for doing what was very likely

to kill his patient, even if his act in fact saves this patient's life.

In most of what follo ws, | shall use right, ought, good, and bad in the
objective sense. But wrong will usually mean subjectively  wrong, or
blameworthy.  Which sense | mean will often be obvious given the context.

Thus it is clear that, of the claims given above, (C2) is abo ut what we ought
objectively to do, and (C3) is about what is subjectively wrong.

To cover risky cases, C claims

(C4) What we ought subjectively to do is the act whose outcome

has the greatest expected goodness.

In calculating the expected goodness of an act's outcome, the value of each
possible good effect is multiplied by the chance that the act will produce it.

The same is done with the disvalue of each possible bad effect. The expected
goodness of the outcome is the sum of these values minus the se disvalues.
Suppose, for example, that if | go West | have a chance of 1 in 4 of saving

100 lives, and a chanc e of 3 in 4 of saving 20 lives. The expected goodness of
my going West, valued in terms of the number of lives saved, is 100 x 1/4

+ 20 x 3/4 , or 25 + 15, or 40. Suppose next that, if | go East, | shall
certainly save 30 lives. The expected goodness of my going East is 30 x 1,

or 30. According to (C4), | ought to go West, since the expected number of

lives saved would be greater.

Consequent ialism covers, not just acts and outcomes, but also desires,
dispositions, beliefs, emotions, the colour of our eyes, the climate, and
everything else. More exactly, C covers anything that could make outcomes

better or worse. According to C, the best po ssible climate is the one that
would make outcomes best. | shall again use 'motives' to cover both desires

and dispositions. C claims

(C5) The best possible motives are those of which it is true that,

if we have them, the outcome will be best.

As before, 'possible’ means 'causally possible'. And there would be many
different sets of motives that would be in this sense best: there would be no
other possible set of motives of which it would be true that, if we had this

set, the outcome would be better. | have described some of the ways in
which we can change our motives. (C2) implies that we ought to try to cause
ourselves to have, or to keep, any of the best possible sets of motives. More
generally, we ought to change both ourselves, and anyt hing else, in any way
that would make the outcome better. If we believe that we could make such

a change, (C3) implies that failing to do so would be wrong. 2

To apply C, we must ask what make s outcomes better or worse. The
simplest answer is given by Utilitarianism.  This theory combines C with the
following claim: the best outcome is the one that gives to people the greatest

net sum of benefits minus burdens, or, on the Hedonistic version o f this
claim, the greatest net sum of happiness minus misery.

There are many other versions of C. These can be pluralist  theories,
appealing to several different principles about what makes outcomes better

or worse. Thus, one version of C appeals both to the Utilitarian claim and

3C


http://www.questia.com/PM.qst?a=o&d=96936480

to the Principle of Equality. This principle claims that it is bad if, through

no fault of theirs, some people are worse off than others. On this version of

C, the goodness of an outcome depends both on how great the net sum of
benefits would be, and on how equally the benefits and burdens would be
distributed between different people. One of two outcomes might be better,

though it involved a smaller sum of benefits, because these benefits would

be shared more equally.

A Consequentialist could appeal to many other principles. According to

three such principles, it is bad if people are deceived, coerced, and betrayed.

And some of these principles may essentially refer to past events. Two such
principles appeal to past e ntitlements, and to just deserts. The Principle of
Equality may claim that people should receive equal shares, not at
particular times, but in the whole of their lives. If it makes this claim, this

principle essentially refers to past events. If our mor al theory contains such
principles, we are not concerned only with consequences in the narrow
sense: with what happens after we act. But we can still be, in a wider sense,
Consequentialists. In this wider sense our ultimate moral aim is, not that

outcom es be as good as possible, but that history go as well as possible.

What | say below could be restated in these terms.

With the word 'Consequentialism’, and the letter 'C', | shall refer to all

these different theories. As with the different theories ab out self -interest, it
would take at least a book to decide between these different versions of C.

This book does not discuss this decision. | discuss only what these different
versions have in common. My arguments and conclusions would apply to

all, or nearly all, the plausible theories of this kind. It is worth emphasizing

that, if a Consequentialist appeals to all of the principles | have mentioned,

his moral theory is very different from Utilitarianism. Since such theories
have seldom been d iscussed, this is easy to forget.

Some have thought that, if Consequentialism appeals to many different
principles, it ceases to be a distinctive theory, since it can be made to cover

all moral theories. This is a mistake. C appeals only to principles a bout
what makes outcomes better or worse. Thus C might claim that it would be

worse if there was more deception or coercion. C would then give to all of

us two common aims. We should try to cause it to be true that there is less
deception or coercion. Since C gives to all agents common moral aims, |
shall call C agent -neutral.

Many moral theories do not take this form. These theories are

agent -relative, giving to different agents different aims. It can be claimed,

for example, that each of us should have the aim that he does not coerce
other people. On this view, it would be wrong for me to coerce other people,

even if by doing so | could cause it to be true that there would be less
coercion. Similar claims might be made about deceiving or betrayin g others.
On these claims, each person's aim should be, not that there be less
deception or betrayal, but that he himself does not deceive or betray others.

These claims are not Consequentialist. And these are the kinds of claim that

most of us accept. C can appeal to principles about deception and betrayal,

but it does not appeal to these principles in their familiar form.
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I shall now describe a different way in which some theory T might be

self -defeating. Call T

indirectly collectively self  -defeat ing when it is true that, if several people

try to achieve their T -given aims, these aims would be worse achieved.

On all or most of its different versions, this may be true of C. C implies that,

whenever we can, we should try do what would make the out come as good
as possible. If we are disposed to act in this way, we are pure do -gooders. If
we were all pure do -gooders, this might make the outcome worse. This
might be true even if we always did what, of the acts that are possible for us,

would make the outcome best. The bad effects would come, not from our

acts, but from our disposition.

There are many ways in which, if we were all pure do -gooders, this might
have bad effects. One is the effect on the sum of happiness. On any plausible

version of C, happiness is a large part of what makes outcomes better. Most

of our happiness comes from acting on certain strong desires. These include

the desires that are involved in loving certain other people, the desire to

work well, and most of the strong d esires on which we act when we are not
working. If we become pure do -gooders, most of our acts would be attempts

to make outcomes better, not just in our own community, but in the world

as a whole. We would therefore seldom act on these strong desires. It is
likely that this would enormously reduce the sum of happiness. This might

make the outcome worse, even if we always did what, of the acts that are
possible for us, made the outcome best. It might not make the outcome
worse than it actually is, given what people are actually like. But it would

make the outcome worse than it would be, if we were not pure do -gooders,
but had certain other causally possible desires and dispositions.
There are several other ways in which, if we were all pure d 0-gooders, this

might make the outcome worse. One rests on the fact that, when we want to

act in certain ways, we shall be likely to deceive ourselves about the effects

of our acts. We shall be likely to believe, falsely, that these acts will produce

the best outcome. Consider, for example, killing other people. If we want

someone to be dead, it is easy to believe, falsely, that this would make the

outcome better. It would therefore make the outcome better if we were

strongly disposed not to kill, ev en when we believe that this would make the
outcome better. Our disposition not to kill should give way only when we

believe that, by killing, we would make the outcome very much better.
Similar though weaker claims apply to deception, coercion, and sev eral

other kinds of act.  1°

11. WHY C DOES NOT FAIL IN ITS OWN TERMS
I shall assume that, in these and other ways, C is indirectly collectively
self -defeating. If we were all pure do -gooders, the outcome would be worse
than it would be if we had certain other sets of motives. If we know this, C
tells us that it would be wrong to cause ourselves to be, or to remain, pure
do-gooders. Because C makes this claim, it is not failing in its own te rms. C
does not condemn itself.
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This defence of C is like my defence of S. It is worth pointing out one
difference. S is indirectly individually self -defeating when it is true of some
person that, if he was never self -denying, this would be worse for h im than if
he had some other set of desires and dispositions. This would be a bad effect

in S's terms. And this bad effect often occurs. There are many people whose

lives are going worse because they are never,or very seldom, self -denying. C
is indirec tly collectively self -defeating when it is true that, if some or all of us

were pure do -gooders, this would make the outcome worse than it would be

if we had certain other motives. This would be a bad effect in C's terms. But

this bad effect may not occur. There are few people who are pure
do-gooders. Because there are few such people, the fact that they have this
disposition may not, on the whole, make the outcome worse.

The bad effect in S's terms often occurs. The bad effect in C's terms may

not o ccur. But this difference does not affect my defence of S and C. Both
theories tell us not to have the dispositions that would have these bad

effects. This is why S is not, and C would not be, failing in their own terms.

It is irrelevant whether these b ad effects actually occur.

My defence of C assumes that we can change our dispositions. It may be
objected: 'Suppose that we were all pure do -gooders, because we believe C.

And suppose that we could not change our dispositions. Our dispositions
would have bad effects, in C's terms, and these bad effects would be the
result of belief in C. C would here be failing in its own terms.' There was a
similar objection to my defence of S. | discuss these objections in Section 18.

12. THE ETHICS OF FANT ASY
| have assumed that C is indirectly collectively self -defeating. | have
assumed that, if we were all pure do -gooders, the outcome would be worse
than it would be if we had certain other sets of motives. If this claim is true,
C tells us that we shou Id try to have one of these other sets of motives.
Whether this claim is true is in part a factual question. And | would need
to say much more if, rather than assuming this claim, | wished to show that
this claim is true. | shall not try to show this, f or three reasons. | believe that
this claim is probably true. Rather than arguing about the facts, | believe
that it is more worthwhile to discuss what this claim implies. My third
reason is that | assume that most of us would not in fact become pure do -
gooders, even if we became convinced that Consequentialism is the best
moral theory.
Because he makes a similar assumption, Mackie calls Act Utilitarianism
'the ethics of fantasy'. ' |ike several other writers, he assumes that we
should reject a moral theory if it is in this sense unrealistically demanding: if
it is true that, even if we all accepted this theory, most of us would in fact
seldom do what this theory claims that we ought to do. Mackie believes that
a moral theory is something that we invent. If this is so, it is plausible to
claim that an acceptable theory cannot be unrealistically demanding. But,
on several other views about the nature of morality, this claim is not
plausible. We may hope that the best theory is not unrealistically
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demanding. But, on these views, this can only be a hope. We cannot assume

that this must be true.

Suppose that | am wrong to assume that C is indirectly collectively self -
defeating. Even if this is false, we can plausibly assume that C is
unrealistically demanding. Even if it would not make the outcome worse if

we were all pure do -gooders, it is probably causally impossible that all or

most of us become pure do  -gooders.

Though these ar e quite different assumptions, they have the same
implication. If it is causally impossible that we become pure do -gooders, C
again implies that we ought to try to have one of the best possible sets of

motives, in Consequentialist terms. This implicatio n is therefore worth
discussing if (1) C is either indirectly self -defeating or unrealistically
demanding, or both, and (2) neither of these facts would show that C

cannot be the best theory. Though | am not yet convinced that C is the best

theory, | b elieve both (1) and (2).

13. COLLECTIVE CONSEQUENTIALISM
It is worth distinguishing C from another form of Consequentialism. As
stated so far, C is individualistic ~ and concerned with actual effects.
According to C, each of us should try to do what would make the outcome
best, given what others will actually do. And each of us should try to have
one of the possible sets of motives whose effects would be best, given the
actual sets of motives that will be had by others. Each of us should ask: 'Is
there some other set of motives that is both possible for me and is such that,
if 1 had this set, the outcome would be better? Our answers would depend
on what we know, or can predict, about the sets of motives that will be had
by others.
What can | p redict as | type these words, in January 1983? | know that
most of us will continue to have motives much like those that we have now.
Most of us will love certain other people, and will have the other strong
desires on which most happiness depends. Sinc e | know this, C may tell me
to try to be a pure do -gooder. This may make the outcome better even
though, if we were  all pure do -gooders, this would make the outcome worse.
If most people are  not pure do -gooders, it may make the outcome better if a
few people are. If most people remain as they are now, there will be much
suffering, much inequality, and much of most of the other things that make
outcomes bad. Much of this suffering | could fairly easily prevent, and |
could in other ways do much to ma ke the outcome better. It may therefore
make the outcome better if | avoid close personal ties, and cause my other
strong desires to become comparatively weaker, so that | can be a pure do -
gooder.
If I am lucky, it may not be bad for me to become like this. My life will be
stripped of most of the sources of happiness. But one source of happiness is
the belief that one is doing good. This belief may give me happiness, making
my austere life, not only morally good, but also a good life for me.
| may be less lucky. It may be true that, though | could come close to
being a pure do -gooder, this would not be a good life for me. And there
may be many other possible lives that would be much better for me. This
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could be true on most of the plausible theor ies about self -interest. The
demands made on me by C may then seem unfair. Why should | be the one
who strips his life of most of the sources of happiness? More exactly, why

should I be among the few who, according to C, ought to try to do this?

Would it not be fairer if we all did more to make outcomes better?

This suggests a form of Consequentialism that is both collective and
concerned with ideal effects. On this theory, each of us should try to have
one of the sets of desires and dispositions whi chis such that, if everyone had

one of these sets, this would make the outcome better than if everyone had
other sets. This statement can be interpreted in several ways, and there are
well -known difficulties in removing the ambiguities. Moreover, some
versions of this theory are open to strong objections. They tell us to ignore

what would in fact happen, in ways that may be disastrous. But Collective
Consequentialism, or CC, has much appeal. | shall suggest later how a more
complicated theory  might keep what is appealing in CC, while avoiding the
objections.

CC does not differ from C only in its claims about our desires and
dispositions. The two theories disagree about what we ought to do.
Consider the question of how much the rich should g ive to the poor. For
most Consequentialists, this question ignores national boundaries. Since |
know that most other rich people will give very little, it would be hard for

me to deny that it would be better if | gave away almost all my income.
Even if | gave nine -tenths, some of my remaining tenth would do more good

if spent by the very poor. Consequentialism thus tells me that | ought to

give away almost all my income.

Collective Consequentialism is much less demanding. It does not tell me

to give the amount that would in fact make the outcome best. It tells me to

give the amount which is such that if we all gave this amount, the outcome
would be best. More exactly, it tells me to give what would be demanded by

the particular International Incom e Tax that would make the outcome best.
This tax would be progressive, requiring larger proportions from those who

are richer. But the demands made on each person would be much smaller
than the demands made by C, on any plausible prediction about the
amounts that others will in fact give. It might be best if those as rich as me

all give only half their income, or only a quarter. It might be true that, if we

all gave more, this would so disrupt our own economies that in the future

we would have much | ess to give. And it might be true that, if we all gave
more, our gift would be too large to be absorbed by the economies of the
poorer countries.

The difference that | have been discussing arises only within what is called
partial compliance theory. This is the part of a moral theory that covers
cases where we know that some other people will not do what they ought to

do. C might require that a few people give away almost all their money, and

try to make themselves pure do -gooders. But this would onl y be because
most other people are not doing what C claims that they ought to do. They

are not giving to the poor the amounts that they ought to give.
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In its partial compliance theory, C has been claimed to be excessively
demanding. This is not the cla im that C is unrealistically demanding. As |
have said, | believe that this would be no objection. What is claimed is that,

in its partial compliance theory, C makes unfair or unreasonable demands.
This objection may not apply to C's full compliance the ory. C would be
much less demanding if we all had one of the possible sets of motives that,
according to C, we ought to try to cause ourselves to have. 12

14. BLAMELESS WRONGDOING
Though Cis indirectly self -defeating, it is not failing in its own terms. But it

may seem open to other objections. These are like those | raised when
discussing S. Suppose that we all believe C, and all have sets of motives that

are among the best possible sets in Consequentialist terms. | have claimed

that, at least for most of us, these sets would not include being a pure do -
gooder. If we are not pure do -gooders, we shall sometimes do what we
believe will make the outcome worse. According to C, we sha Il then be
acting wrongly.

Here is one example. Most of the best possible sets of motives would

include strong love for our children. Suppose that Clare has one of these
sets of motives. Consider Clare's Decision. Clare could either give her child
some benefit, or give  much greater benefits to some unfortuna te stranger.

Because she loves her child, she benefits him rather than the stranger.

As a Consequentialist, Clare may give moral weight, not just to how much

children are benefited, but also to whe ther they are benefited by their own
parents. She may believe that parental care and love are intrinsically, or in
themselves, part of what makes outcomes better. Even so, Clare may believe

that she is doing what makes the outcome worse. She may therefo re believe
that she is acting wrongly. And this act is quite voluntary. She could avoid

doing what she believes to be wrong, if she wanted to. She fails to do so

simply because her desire to benefit her child is stronger than her desire to

avoid doing what she believes to be wrong.

If someone freely does what she believes to be wrong, she is usually open

to serious moral criticism. Ought Clare to regard herself as open to such
criticism? As a Consequentialist, she could deny this. Her reply would be

like Kate's when Kate claimed that she was not irrational. Clare could say:

‘I act wrongly because | love my child. But it would be wrong for me to

cause myself to lose this love. This bad effect is part of a set of effects that

are, on the whole, one of the best possible sets of effects. It would be wrong

for me to change my motives so that | would not in future act wrongly in

this kind of way. Since this is so, when | do act wrongly in this way, | need

not regard myself as morally bad. We have seen that there can be rational
irrationality. In the same way, there can be moral immorality, or blameless
wrongdoing. In such a case, it is the act and not the agent that is immoral.’

It may again be objected: 'The bad effect that you produced could have

been avoided. It is not like the pain that some surgeon cannot help causing

when he gives the best possible treatment. The bad effect was the result of a
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separate and voluntary act. Since it could have been avoided, it cannot be

claimed to be part of o ne of the best possible sets of effects.’

Clare could reply: 'l could have acted differently. But this only means

that | would have done so if my motives had been different. Given my

actual motives, it is causally impossible that | act differently. And, if my
motives had been different, this would have made the outcome, on the

whole, worse. Since my actual motives are one of the best possible sets, in

Consequentialist terms, the bad effects are, in the relevant sense, part of one
of the best po ssible sets of effects.’

It may be objected: 'If it is not causally possible that you act differently,

given your actual motives, you cannot make claims about what you ought

to do. Ought implies can.'

Kate answered this objection in Section 6. It cannot be claimed that Clare
ought to have acted differently if she could not have done so. This last
clause does not mean 'if this would have been causally impossible, given her

actual motives.' It means 'if this would have been causally impossible,
whateve r her motives might have been'.

Like Kate, Clare may be wrong to assume Psychologic al Determinism. If
this is so, her claims can be revised.She should cease to claim that, if she has
one of the best possible sets of motives, this will inevitably cause he r to do

what she believes to be wrong. She could claim instead: 'If | was a pure do -
gooder, it would be easy not to do what | believe to be wrong. Since | have

another set of motives, it is very hard not to act in this way. And it would be

wrong for m e to change my motives so that it would be easier not to act in

this way. Since this is so, when | act in this way, | am morally bad only in a

very weak sense.’

Consider next The Imagined Case. It might have been true that Clare could

either sav e her ch ild's life, or save the lives of severa | strangers. Because she
loves her child, she would have saved him, and the strangers would have

died.

If this had happened, could Clare have made the same claims? The deaths of
several strangers would have been a very bad effect. Could Clare have
claimed that it was part of one of the best possible sets of effects? The
answer may be No. It might have made the outcome better if Clare had not

loved her child. This would have been worse for her, and much worse for

her child. But she would then have saved the lives of these several strangers.

This good effect might have outweighed the bad effects, making the
outcome, on the whole, better.

If this is so, Clare could have said: 'l had no reason to believe that my

love for my child would have this very bad effect. It was subjectively right

for me to allow myself to love my child. And causing myself to lose this love

would have been blameworthy, or subjectively wrong. When | save my child

rather than the strangers , | am acting on a set of motives that it would have
been wrong for me to cause myself to lose. This is enough to justify my

claim that, when | act in this way, this is a case of blameless wrongdoing.'

A Consequentialist might have claimed: 'When Clare learns that she
could save the strangers, it would not be subjectively wrong for her to cause
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herself not to love her child. This would be right, since she would then save
the strangers.' Clare could have answered: 'l could not possibly have lost
this love with the speed that would have been required. There are ways in

which we can change our motives. But, in the case of our deepest motives,

this takes a long time. It would have been wrong for my to try to lose my
love for my child. If | had tr ied, 1 would have succeeded only after the
strangers had died. After they had died, this change in my motives would

have made the outcome worse.'

As this answer shows, Clare's claims essentially appeal to certain factual
assumptions. It might have been true that, if she had the disposition of a
pure do -gooder, this would on the whole have made the outcome better. But

we are assuming that this is false. We are assuming that the outcome would

be better if Clare has some set of motives that will sometim es cause her to
choose to do what she believes will make the outcome worse. And we are
assuming that her actual set of motives is one of the best possible sets.

We could imagine other motives that would have made the outcome even
better. But such motiv  es are not causally possible, given the facts about
human nature. Since Clare loves her child, she would have saved him rather

than several strangers. We could imagine that our love for our children
would 'switch off' whenever other people's lives are a t stake. It might be
true that, if we all had this kind of love, this would make the outcome

better. If we all gave such priority to saving more lives, there would be few

cases when our love for our children would have to switch off. This love

could th erefore be much as it is now. But it is in fact impossible that our

love could be like this. We could not bring about such ‘fine -tuning'. If there
is a threat to the life of Clare's child, her love for him could not switch off

merely because several str  angers are also threatened. B

Clare claims that, when she does what she believes will make the outcome
worse, she is acting wrongly. But she also claims: 'Because | am acting on a

set of moti ves that it would be wrong for me to lose, these acts are
blameless. When | act in this way, | need not regard myself as bad. If
Psychological Determinism was not true, | would be bad only in a very
weak sense. When | act in this way, | should not feel remorse. Nor should |
intend to try not to act in this way again.'

It may now be objected that, since she makes these claims, Clare cannot

really believe that she is acting wrongly. But there are sufficient grounds for
thinking that she does have this belief. Consider the imagined case in which
Clare saves her child rather than several strangers. Though she loves her

child, Clare would not have believed that his death would be a worse
outcome than the deaths of the several strangers. His death would have
been worse for him and her. But she would have believed that the deaths of
several strangers would, on the whole, be much worse. In saving her child

rather than the strangers, she would have done what she believes will make

the outcome much worse. She would therefore have believed that she is
acting wrongly. Her moral theory directly implies this belief. She would also

have believed that she should not feel remorse. But her reason for believing

this would not have casted doubt on her belief that she is acting wrongly.
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Her reason would have been that she is acting on a motive -- love for her
child -- that it would have been wrong for her to cause herself to lose. This
supports the claim that she deserves no blame, but it does not support the
claim that her act is not wrong.

It might be said

(G4) If someone acts on a motive that he ought to cause himself

to have, and that it would be wrong for him to cause himself to

lose, he cannot be acting wrongly.

If (G4) was justified, it would s upport the claim that Clare's act would not
have been wrong. And this would support the claim that she cannot really

believe that her act would have been wrong. But in Section 16 | describe a

case where (G4) is not plausible.

Clare could add that, in m any other possible cases, if she believed that her

act was wrong, she would believe herself to be bad, and she would feel
remorse. This would often be so if she did what she believed would make

the outcome worse, and she was not acting on a set of motiv.  es that it would
be wrong for her to cause herself to lose. Consequentialism does not in
general break the link between the belief that an act is wrong, and blame

and remorse. This link is broken only in special cases. We have been
discussing one of th ese kinds of case: those in which someone acts on a
motive that it would be wrong for him to cause himself to lose.

There is another kind of case where the link is broken. C applies to
everything, including blame and remorse. According to C we ought to

blame others, and feel remorse, when this would make the outcome better.

This would be so when blame or remorse would cause our motives to
change in a way that would make the outcome better. This would not be

true when, like Clare, we have one of the b est possible sets of motives. And
it might not be true even when we do not have such motives. If we are

blamed too often, blame may be less effective. C may thus imply that, even

if we do not have one of the best sets of motives, we should be blamed onl y
for acts that we believe will make the outcome much worse.

15. COULD IT BE IMPOSSIBLE TO AVOID ACTING WRONGLY?
Clare's claims imply that she cannot avoid doing what she believes to be
wrong. She might say: 'lt is not causally possible both that | hav e one of the
best possible sets of motives, and that | never do what | believe to be wrong.
If | was a pure do -gooder, my ordinary acts would never be wrong. But |
would be acting wrongly in allowing myself to remain a pure do -gooder. If
instead | caus e myself to have one of the best possible sets of motives, as |
ought to do, | would then sometimes do what | believe to be wrong. If | do
not have the disposition of a pure do -gooder, it is not causally possible that
| always act like a pure do -gooder, never doing what | believe to be wrong.
Since this is not causally possible, and it would be wrong for me to cause

myself to be a pure do -gooder, | cannot be morally criticised for failing
always to act like a pure do -gooder.'
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It may now be said that, as described by Clare, C lacks one of the
essential features of any moral theory. It may be objected: 'No theory can

demand what is impossible. Since we cannot avoid doing what C claims to

be wrong, we cannot always do what C claims that we ought to do. We
should therefore reject C. As before, ought implies can.'

This objection applies even if we deny Psychological Determinism.
Suppose that Clare had saved her child rather than several strangers. She

would have acted in this way because she doe s not have the disposition of a
pure do -gooder. Her love for her child would have been stronger than her

desire to avoid doing what she believes to be wrong. If we deny
Determinism, we shall deny that, in this case, it would have been causally
impossib le for Clare to avoid doing what she believes to be wrong. By an

effort of will, she could have acted against her strongest desire. Even if we

claim this, we cannot claim that Clare could always act like a pure
do-gooder without having a pure do -gooder' s disposition. Even those who
deny Determinism cannot completely break the link between our acts and

our dispositions.

If we cannot always act like pure do -gooders, without having a pure
do-gooder's disposition, the objection given above still applies. Even if we
deny Determinism, we must admit the following. We are assuming that we

believe truly that the outcome would be worse if we were all pure
do-gooders. If we have this belief, it is not possible that we never do what

we believe will make the o utcome worse. If we cause ourselves to be, or

allow ourselves to remain, pure do -gooders, we are thereby doing what we
believe will make the outcome worse. If instead we have other desires and
dispositions, it is not possible that we always act like pur e do -gooders, never

doing what we believe will make the outcome worse. The objector can
therefore say: 'Even if Determinism is not true, it is not possible that we

never do what we believe will make the outcome worse. In claiming that we

ought never to  act in this way, C is demanding what is impossible. Since
ought implies can, C's claim is indefensible.'

Clare could answer: 'In most cases, when someone acts wrongly, he
deserves to be blamed, and should feel remorse. This is what is most
plausible i n the doctrine that ought implies can. It is hard to believe that

there could be cases where, whatever someone does, or might have earlier
done, he deserves to be blamed, and should feel remorse. It is hard to
believe that it could be impossible for som eone to avoid acting in a way that
deserves to be blamed. C does not imply this belief. If | saved my child
rather than several strangers, | would believe that | am doing what will

make the outcome much worse. | would therefore believe that | am acting.
wrongly. But this would be a case of blameless wrongdoing. According to C,
we can always avoid doing  what deserves to be blamed. This is enough to
satisfy the doctrine that ought implies can.’

We may believe that these claims do not sufficiently meet this objection.
There was a similar objection to S. It is impossible that we never do what S

claims to be irrational. | began to meet that objection by appealing to the

case in Section 5: Schelling's Answer to Armed Robbery. In this case, on
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any plausible theory about rationality, | could not avoid acting irrationally.
To meet the objection to C, Clare might appeal to other cases where we
cannot avoid acting wrongly. That there are such cases has been claimed by
some of the writers who are most opposed to C. | discuss this answer in

endnote 1%

16. COULD IT BE RIGHT TO CAUSE ONESELF TO ACT WRONGLY?
Since C is indirectly self -defeating, it tells us to cause ourselves to do, or to
be more likely to do, what it claims to be morally wrong. This is not a defect
in C's terms. We can ask a question like the one | asked about the
Self -interest Theory. C gives us one substantive moral aim: that history go
as well as possible. Does it also give us a second substantive aim: that we
never act wrongly? On the best known form of C, Utilitarianism, the answer
is No. For Utilitarians, avoiding wrong -doing is a mere means to the
achievement of the one substantive moral aim. It is not itself a s ubstantive
aim. And this could also be claimed on the versions of C that judge the
goodness of outcomes in terms not of one but of several moral principles. It
might be claimed, for instance, by the theory that appeals both to the
Utilitarian claim and to the Principle of Equality. All these theories give us
the formal aim of acting morally, and avoiding wrong -doing. But these
theories could all claim that this formal aim is not part of our substantive
moral aim.
Though this claim might be made by a ny Consequentialist, it would not
be made on several other moral theories. On these theories, the avoidance of
wrong -doing is itself a substantive moral aim. If we accept one of these
theories, we may object to C in at least two ways. We may say, 'An
acceptable theory cannot treat acting morally as a mere means." This
objection | discuss in Section 19. We may also say, 'An acceptable theory
cannot tell us to cause ourselves to do what this theory itself claims to be
wrong.'
We should ask whether, if we raise this objection, we ourselves believe
that the acts in question would be wrong. We are considering cases where a
Consequentialist believes that, though he is acting wrongly, he is not
morally bad, because he is acting on motives that it would b e wrong for him
to cause himself to lose. In such cases, do we ourselves believe that this
Consequentialist is acting wrongly?
This is unlikely in the imagined case where Clare saves her child rather
than several strangers. If we are not Consequentiali sts, we shall be likely to
believe that Clare's act would not have been not wrong. We may think the
same about some of the other cases of this kind. Suppose that Clare refrains

from killing me,though she has the true belief that killing me would m ake the
outcome better. Clare would think that, in refraining from killing me, she

would be acting wrongly. But she would regard this as a case of blameless
wrongdoing. She acts wrongly because she is strongly disposed not to Kill,

and, for the reason  given at the end of Section 10, she believes that this is a
disposition that it would be wrong for her to cause herself to lose. We may

again believe that, in refraining from killing me, Clare is not acting wrongly.

41


http://www.questia.com/PM.qst?a=o&d=96936481

If this is what we believe about thes e cases, it is less clear that we should
object to this part of C. We accept C's claim that, in these cases, Clare
would not show herself to be morally bad, or deserve to be blamed. Over

this there is no disagreement. We may object to C's claim that, th ough Clare
is blameless, her acts would be wrong. But perhaps we should not object to

this claim, if it does not have its usual implications.

We may still object that an acceptable moral theory cannot tell us to
cause ourselves to do what this theory ¢ laims to be wrong. But consider

My Moral Corruption. Suppose that | have some public career that
would be wrecked if | was involved in a scandal. | have an enemy, a
criminal whom | exposed. This enemy, now released, wants revenge.
Rather than simply in juring me, he decides to force me to corrupt
myself, knowing that | shall think this worse than most injuries. He
threatens that either he or some member of his gang will kill all my
children, unless | act in some obscene way, that he will film. If he | ater
sent this film to some journalist, my career would be wrecked. He will

thus be able later, by threatening to wreck my career, to cause me to
choose to act wrongly. He will cause me to choose to help him commit
various minor crimes. Though | am mor ally as good as most people, |
am not a saint. | would not act very wrongly merely to save my career;

but | would help my enemy to commit minor crimes. | would here be

acting wrongly even given the fact that, if | refuse to help my enemy,

my career wou Id be wrecked. We can next suppose that, since | know
my enemy well, | have good reason to believe both that, if | refuse to let

him make his film, my children will be killed, and to believe that, if | do

not refuse, they will not be killed.

| ought to let this man make his film. We can plausibly claim that
governments should not give in to such threats, because this would merely
expose them to later threats. But such a claim would not cover this threat

made to me by my enemy. It would be wrong for m e to refuse his demand,
with the foreseen result that my children are killed. | ought to let him make

his film, even though | know that the effect will be that | shall later often act

wrongly. After my children are freed, | shall often, to save my caree r, help
my enemy commit minor crimes. These later acts will be quite voluntary. |

cannot claim that my enemy's later threats force me to act in these ways. |

could refuse to act wrongly, even though this would wreck my career.

I have claimed that | oug ht to let this man make his film. This would be

agreed even by most of those who reject Consequentialism. These people
would agree that, since it is the only way to save my children's lives, | ought

to cause it to be true that | shall later often act wrongly. These people thus
believe that an acceptable moral theory can tell someone to cause himself to
do what this theory claim to be wrong. Since they believe this, they cannot

object to Consequentialism that it can have this implication.

If I 1 et my enemy make his film, I would become disposed to help him
commit minor crimes. Let us now add some features to this case. | could
cause myself to lose this disposition, by abandoning my career. But my
enemy has threatened that, if | abandon my care er, his gang will kill my
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children. It would therefore be wrong for me to cause myself to lose this
disposition. In contrast, if | refuse to help my enemy commit his crimes, he

will merely wreck my career, by sending to some journalist the film in which

| act obscenely. My enemy assures me that, if he wrecks my career, my
children will not be killed. He gets perverse pleasure from causing me to do
what | believe to be wrong, by threatening to wreck my career. This
pleasure would be lost if his threat was to kill my children. If | help him to
commit his crimes because this is the only way to save my children's lives, |
would not believe that | was acting wrongly. Since my enemy wants me to
believe that | am acting wrongly, he does not make this thre at.

Knowing my enemy, | have good reason to believe what he says. Since it

is the only way to save my children's lives, | ought to let him make his film.

| ought to make myself disposed to help him commit his minor crimes. And

it would be wrong for me to cause myself to lose this disposition, since, if |
do, my children will be killed. But, when | act on this disposition, | am
acting wrongly. 1 ought not to help this man to commit his crimes, merely in
order to save my career.

This case shows that w e should reject what | called (G4). This is is the
claim that, if I ought to cause myself to have some disposition, and it would

be wrong for me to cause myself to lose this disposition, | cannot be acting
wrongly when | act upon this disposition. In th e case just described, when |
act on such a disposition, | am acting wrongly.

| shall now state together four similar mistakes. Some people claim that, if it

is rational for me to cause myself to have some disposition, it cannot be
irrational to act up on this disposition. This was shown to be false by the
case | called Schelling's  Answer to Armed Robbery . A second claim is that, if
it is rational for me to cause myself to believe that some act is rational, this

act is rational. This was shown to be f alse by the case that | called My
Slavery . A third claim is that, if there is some disposition that | ought to
cause myself to have, and that it would be wrong for me to cause myself to
lose, it cannot be wrong for me to act upon this disposition. The ¢ ase just

given shows this to be false. A fourth claim is that, if | ought to cause myself
to believe that some act would not be wrong, this act cannot be wrong. In
Section 18 | show that this is false. These four claims assume that rationality

Section 18 | show that this is false. These four claims assume that rationality

and rightness can be inherited, or transferred. |If it is rational or right for me
either to cause myself to be disposed to act in some way, or to make myself
believe that this  act is rational or right, this act is rational or right. My
examples show that this is not so. Rationality and rightness cannot be
inherited in this way. In this respect the truth is simpler than these claims

imply. These claims cannot show that, if we believe some act to be irrational
or wrong, we are making a mistake.

17. HOW C MIGHT BE SELF -EFFACING
It might be claimed that, if Consequentialism sometimes breaks the link
between the belief that our act is wrong and the belief that we are bad, we
would not in fact continue to regard morality with sufficient seriousness.
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Our desire to avoid wrongdoing may be undermined if we have other desires
which are often stronger. This desire may survive only if we believe that it
should always be overriding , and feel remorse when it is not. It might be
claimed, on these or other grounds, that it would make the outcome better if

we always keep the link between our moral beliefs and our intentions and
emotions. If this is so, it would make the outcome bette r if we did not
believe C.

| doubt these claims. But it is worth considering what they would imply.
According to C, each of us should try to have one of the best possible sets of
desires and dispositions, in Consequentialist terms. It might make the
outcome better if we did not merely have these desires and dispositions, but

had corresponding moral emotions and beliefs.

Consider, for example, theft. On some versions of C, it is intrinsically bad

if property is stolen. On other versions of C, this is not so. On these
versions, theft is bad only when it makes the outcome worse. Avoiding theft

is not part of the ultimate moral aim given to us by C. It might be true that

it would make the outcome better if we are strongly disposed not to steal.

And it might make the outcome better if we believed stealing to be
intrinsically wrong, and would feel remorse when we do steal. Similar claims
might be made about many other kinds of act.

If these claims are true, C would be self -effacing. It would tell us that we
should try to believe, not itself, but some other theory. We should try to
believe the theory which is such that, if we believe it, the outcome would be

best. On the claims made above, this theory might not be C. It might be
some version of wha t Sidgwick called Common -Sense Morality.

If C told us to believe some version of this morality, this would not be
Common -Sense Morality as it is now, but an improved version.
Common -Sense Morality is not the moral theory belief in which would
make the o utcome best. Such a theory would, for example, demand much
more from the rich. It might make the outcome best if those in the richer
nations gave to the poor at least a quarter or even half of their incomes

every year. The rich now give, and seem to believe that they are justified in
giving, less than one per cent.

Suppose that C told us to believe some other theory. As | have said, it

would be hard to change our beliefs, if our reason for doing so is not a

reason which casts doubt on our old b eliefs, but is merely that it would have
good effects if we had different beliefs. But there are various ways in which

we might bring about this change. Perhaps we could all be hypnotized, and

the next generation brought up differently. We would have to be made to
forget how and why we acquired our new beliefs, and the process would

have to be hidden from future historians.

It would make a difference here if we accept, not C, but Collective
Consequentialism. If we accept C, we might conclude that C o ught to be
rejected by most people, but should still be believed by a few. Our theory

would then be partly self -effacing, and partly esoteric, telling those who
believe it not to enlighten the ignorant majority. On Collective
Consequentialism, we ought to believe the moral theory which is such that,
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if we all believe it, the outcome would be best. This theory cannot be
esoteric.

Some find it especially objectionable that a moral theory might be
esoteric. If we believe that deception is morally wrong , deception about
morality may seem especially wrong. Sidgwick wrote: 'it seems expedient

that the doctrine that esoteric morality is expedient should itself be kept
esoteric. Or, if this concealment be difficult to maintain, it may be desirable

that C ommon Sense should repudiate the doctrines which it is expedient to

confine to an enlightened few.' * This is what Williams calls ‘Government
House' Consequentialism, since it treats the major ity like the natives in a
colony. ' As Williams claims, we cannot welcome such a conclusion.

Sidgwick regretted his conclusions, but he did not think regret a ground for
doubt. **

| have claimed that it is unlikely that C is wholly self -effacing. It would at
most be partly self -effacing and partly esoteric. It might make the outcome
better if some people do not believe C; but it i s unlikely that it would make

the outcome better if C was believed by no one.

Here is another ground for doubting this. Suppose that we all come to
believe C. (This will seem less implausible when we remember that C can be

a pluralist theory, appealing to many different moral principles.) We then
decide that C is wholly self -effacing. We decide that it would make the
outcome best if we caused ourselves to believe some improved version of
Common -Sense Morality. We might succeed in bringing about this change
in our beliefs. Given changes in the world, and in our technology, it might
later come to be true that the outcome would be better if we revised our
moral beliefs. But if we no longer believe C, and now believe some version

of Common -Sense Moral ity, we would not be led to make these needed
revisions in our morality. Our reason for believing this morality would not

be that we now believe it to be the morality belief in which would make the

outcome best. This would be why we caused ourselv es to believe this
morality. But, in order to believe this morality, we must have forgotten that

this is what we did. We would now simply believe this morality. We would

therefore not be led to revise our morality even if it came to be true that our

belief in this morality would increase the chances of some disaster, such as a

nuclear war.

These claims should affect our answer to the question whether it would

make the outcome better if we all ceased to believe C. We might believe

correctly that ther e is some other moral theory belief in which would, in the

short run, make the outcome better. But once Consequentialism has effaced

itself, and the cord is cut, the long -term consequences might be much worse.

This suggests that the most that could be t rue is that C is partly self -
effacing. It might be better if most people cause themselves to believe some

other theory, by some process of self -deception that, to succeed, must also

be forgotten. But, as a precaution, a few people should continue to be lieve
C, and should keep convincing evidence about this self -deception. These
people. need not live in Government House, or have any other special status.

If things went well, the few would do nothing. But if the moral theory
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believed by most did becom e disastrous, the few could then produce their
evidence. When most people learn that their moral beliefs are the result of

self - deception, this would undermine these beliefs, and prevent the disaster.

Though | have claimed that this is unlikely, suppose that C was wholly
self -effacing. Suppose that it told all of us to make ourselves believe, not

itself, but some other theory. Williams claims that, if this is so, the theory

ceases to deserve its name, since it 'determines nothing of how thought in

the world is conducted'. 1 This claim is puzzling since, as Williams also
claims, C would be demanding that the way in which we think about
morality, and our set of desires and dispositions, 'mu st be for the best'". =
This is demanding something fairly specific, and wholly Consequentialist.

Williams makes the third claim that, if C was wholly self -effacing, it
would cease to be effec tive. 2* This need not be so. Suppose that things
happen as described above. We all come to believe in some form of C. We

then believe truly that, if we all believed some other theory, this wou Id
produce the best possible outcome. C tells us all to believe this other theory.

In some indirect way, we cause ourselves to believe this other theory. No

one now believes C. This does not justify the claim that C has ceased to be
effective. It has h  ad the effect that we all now believe some other particular

theory. Because we believe this other theory, this will affect what we do.

And our belief in this other theory will produce the best possible outcome.

Though no one believes C, C is still effec tive. There are two continuing facts
that are the effects of our earlier belief in C: our new moral beliefs, and the

fact that, because we have these beliefs, the outcome is as good as it can

possibly be.

Williams rightly claims that, if C was wholly s elf-effacing, it would not be
clear what this shows. We would have to decide whether it showed that this

theory 'is unacceptable, or merely that no one ought to accept it.' 2 1tis
clear that, on our last assumptions, no one ought morally to accept this

theory. If anyone does accept this theory, the theory would itself tell him

that he ought morally to try to reject the theory, and instead believe some

other theory. But, as Williams s uggests, there are two questions. It is one

guestion whether some theory is the one that we ought morally to try to
believe. It is another question whether this is the theory that we ought
intellectually or in truth -seeking terms to believe -- whethert his theory is the

true, or best, or best justified theory. | claimed that earlier that, if a theory

about rationality was self  -effacing, this would not show that this theory
cannot be the true or the best justified theory. Can we make a similar claim

about moral theories?

Our answer to this question will depend in part on our beliefs about the
nature of moral reasoning. If a moral theory can be quite straightforwardly

true, itis clear that, if it is self - effacing, this does not show that it cannot b e
true. But we may instead regard morality as a social product, either actually

or in some ‘ideal constructivist' way. We may then claim that, to be
acceptable, a moral theory must fulfii what Rawls calls 'the publicity
condition”: it must be a theory that everyone ought to accept, and publicly
acknowledge to each other. 2 0On these meta -ethical views, a moral theory
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cannot be self -effacing. On other views, it can be. It would take at least a
book to decide between these different views. | must therefore, in this book,

leave this question open. This does not matter if, as | believe, C would not
be self - effacing.

18. THE OBJECTION THAT ASSUMES INFLEXIBILITY
| shall now return to an object ion raised earlier. Consider those people for
whom the Self -interest Theory is indirectly self -defeating. Suppose that
these people believe S, and in consequence are never self -denying. This is
worse for them. It would be better for them if they had oth er desires and
dispositions. In the case of these people, this would not be possible unless
they believed a different theory. And it might be true that they cannot
change either their beliefs or their dispositions.
Similar claims might be true for Cons eguentialists. Suppose that, because
we all believe C, we are all pure do -gooders. This makes the outcome worse
than it would be if we all had other dispositions. But we cannot change our
dispositions unless we also change our beliefs about morality. An d we
cannot bring about these changes.
It is unlikely that all these claims would be true. If they were, would they
provide objections to S and C?
It may help to consider an imaginary case. Suppose that Satan exists
while God does not. Satan cannot af fect which is the true theory about
rationality, or which is the best or best justified theory. But he knows which
this theory is, and he perversely causes belief in this theory to have bad

effects in this theory's own terms.In imagining this case we need not assume
that the best theory is the Self -interest Theory. Whatever the best theory is,
Satan would cause belief in this theory to have bad effects, in this theory's
terms.

We can next assume the same about moral theories. Suppose that the b est
moral theory is Utilitarianism. On this theory, we should all try to produce

the outcome that is best for everyone, impartially considered. Satan ensures
that, if people believe this theory, this is worse for everyone. Suppose next
that the best mo ral theory is not Consequentialist, and that it tells each
person never to deceive others,or coerce them, or treat them unjustly. Satan
ensures that those who believe this theory are in fact, despite their contrary
intentions, more deceitful, coercive, and unjust.

Satan ensures that, if anyone believes some theory, this has bad effects in
this theory's terms. Would this do anything to show that such a theory is

not the best theory? It is clear that it would not. The most that could be
shown is this. Given Satan's interference, it would be better if we did not
believe the best theory. Since we are the mere toys of Satan, the truth about
reality is extremely depressing. It might be better if we also did not know

this truth.

In this imagined case, it would be better if we did not believe the best
theory. This shows that we should reject

(G5) If we ought to cause ourselves to believe that some act is wrong,
this act is wrong.

47



As | claimed, wrongness cannot be inherited in this way.

Suppose that al | we know is that belief in some theory would have bad
effects in this theory's terms. This would not show that this is not the best
theory. Whether this is shown must depend on why belief in the theory has
these bad effects. There are two possibilities . The bad effects may be
produced by our doing what the theory tells us to do. If this was true, the
theory would be directly self-defeating, and this might refute this theory.
The bad effects may instead be produced by some quite separate fact about
reality. If this separate fact was the interference of Satan, this would cast no
doubt on the theory.

What should we claim about the possibilities described above? Suppose
that the following is true. It would be worse for each of us if he believed S,

and was therefore never self -denying. If we all believed C, and were
therefore pure do -gooders, this would make the outcome worse. And, if we
had either of these beliefs and dispositions, we would be unable to change
them. It would then be true that belie fin these two theories would have bad
effects in these theories' terms. Would this cast doubt on these theories? Or
would it be merely like Satan's interference?

The best theory may be neither S nor C. | shall argue later that we ought

to reject S. Bu tif | am wrong, and either S or C is the best theory, | suggest
that the possibilities just described would not provide an objection to either

theory. If either S or C is the best theory, belief in this theory would have

bad effects in this theor y's terms. But these bad effects would not be the
result of our doing, or trying to do, what S or C tell us to do. The bad

effects would be the results of our dispositions. And these theories would

not tell us to have these dispositions. They would tell us, if we can, not to do
so. S would tell us, if we can, not to be never self -denying. C would tell us, if
we can, not to be pure do  -gooders. We would have one of these dispositions
because we believe in one of these theories. But these theories do not tell us
to believe themselves. S tells each person to believe the theory belief in

which would be best for him. C tells us to believe the theory belief in which

would make the outcome best. On the assumptions made above, S and C

would tellus not to b elieve S and C.

Because we believe either S or C, belief in either theory would have bad

effects in this theory's terms. But these bad effects would not be the result of
our doing what these theories tell us to do. They would be the result of our

havin g dispositions that these theories do not tell us to have, and tell us, if
we can, not to have. And they would be the result of our believing what

these theories do  not tell us to believe, and tell us, if we can, not to believe.
Since these bad effects  cannot be blamed on these theories in any of these
ways, | suggest that, if the claims made above were true, this would not cast

doubt on these theories. These claims would merely be, like Satan's
interference, depressing truths about reality.

19. CAN BEING RATIONAL OR MORAL BE A MERE MEANS?

S tells us to act rationally, and C tells us to act morally. But these are only
what | call our formal aims. | have assumed that acting morally would not,
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as such, be a substantive aim given to us by C. C might ¢ laim that acting
morally is a mere means. Similarly, acting rationally may not be part of the
substantive aim given to us by S. And S might claim that acting rationally is

a mere means. Is this an objection to these two theories?

There is a difference here between S and C. S cannot claim that our
formal aim is, as such, a substantive aim. But C could make this claim.
There may be an objection here to S. But there cannot be a similar objection

to C.

We might object, to S: 'If acting rationally is not an aim that we should
have, but a mere means, why should we be rational? Why should we want to

know what we have most reason to do?'

How should a Self -interest Theorist reply? He might accept the Objective

List Theory about self -interest. He might the n claim: 'Being rational and
acting rationally are, in themselves, part of what makes our lives go better.

If they are, on the whole, better for us, S does not imply that being rational

and acting rationally are mere means. They are, in themselves, part s of each
person's ultimate S  -given aim.'

Consider next a Self  -interest Theorist who is a Hedonist. This person

must admit that he believes acting rationally to be a mere means. But he

could say: 'According to S, what you have most reason to do i s whatever
will make your life go as well as possible. If you want to know what you

have most reason to do, and want to act rationally, S does not imply that

these are pointless desires. This is not implied by the claim that, if you

follow S, and act r ationally, your acts matter merely as a means. Mattering

as a means is a way of mattering. Your desires would be pointless only if

acting rationally did not matter. S claims that, when you are deciding what

to do, compared with acting rationally, nothin g matters more. This last
claim is justified even when what it would be rational for you to do is to

make yourself disposed to act irrationally. What matters most, even here, is
that you do what it would be rational for you to do.'

| turn now from S to C. C might claim that acting morally is a mere

means. We may object: 'If this is so, why should we care about morality?'
Consider first the simplest kind of Consequentialist, a Hedonistic
Utilitarian. Such a person might say: 'lt matters morally whethe r what
happens is good or bad. It is bad if there is more suffering, good if there is

more happiness. It also matters whether we act morally, and avoid
wrongdoing. We should try to do the best we can to reduce suffering and
increase happiness. This mat ters, not in itself, but because of its effects. In

this sense, avoiding wrongdoing is a mere means. But this does not imply

that it does not matter morally whether we avoid wrongdoing. When we are
deciding what to do, compared with avoiding wrongdoing, nothing matters
more. This last claim is justified even when what we ought to do is to make
ourselves disposed to act wrongly. What matters most, even here, is that we
do what we ought to do.'

A Hedonistic Utilitarian must admit that, on his view, if wrongdoing did
not have bad effects, it would not matter. If there was more wrongdoing,

this would not in itself make the outcome worse. As with the Hedonistic
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version of S, the achievement of our formal aim does matter, but only as a

means.

Can this Utilitarian defend this claim? He might first appeal to the
unattractiveness of what Williams calls moral self -indulgence. ?* Compare
two people who are trying to relieve the suffering of other s. The first person
acts because he sympathises with these people. He also believes that
suffering is bad,and ought to be relieved. The second person acts because he

wants to think of himself as someone who is morally good. Of these two
people, the fir st seems to be better. But the first person has no thoughts
about the goodness of acting morally, or the badness of wrongdoing. He is

moved to act simply by his sympathy, and by his belief that, since suffering

is bad, he ought to try to prevent it. Thi S person seems to regard acting
morally as a mere means. It is the second person who regards acting morally

as a separate aim that is in itself good. Since the first person seems to be

better, this supports the claim that acting morally is a mere means.

Consider next

Murder and Accidental Death. Suppose | know that X is about to die,
and that, as his last act, X intends to murder Y. | also know that, unless
Z is rescued, he will be killed by a forest fire. | might be able to
persuade X not to m urder Y. And | might be able to save Z's life.
Suppose that | believe that, if Y is killed by X, this would not be worse

than Z's being killed by a forest fire. These two outcomes would be
equally bad, because they each involve someone's being Kkilled. | n the
first outcome there would also be a very serious case of wrongdoing.

But, according to my theory, this does not make this outcome worse.

(If the wrongdoer was not about to die, this might make this outcome
worse. But X is about to die.) Since | b elieve that wrongdoing does not,
as such, make an outcome worse, | believe that, if my chance of saving

Z would be slightly higher than my chance of persuading X not to
murder Y, | ought to try to save Z. =

Many people would accept this last conclusion. They would believe that, if

my chance of saving Z is slightly higher, | should try to save him rather than

Y. If we accept this conclusion, can we also claim that it is bad in itself if

the re is more wrongdoing? Can we claim that | ought to try to prevent Z's
accidental death even though, because it involves wrongdoing, X's
murdering Y would be a worse outcome? It would be hard to defend this

claim. For many people, this is another case w hich supports the view that
the avoidance of wrongdoing is a mere means.

It may be objected: 'If X intends to murder Y, the badness is already
present. You do not prevent the badness if you merely persuade X not carry

out his murderous intention. This is why you ought to try to save Z.' We
can change the case. Suppose that | know that X may soon come to believe
falsely that he has been betrayed by Y. X is not morally bad, but he is like
Othello. He is someone who is good, but potentially bad. | know that it is
probable that, if X believes that he has been betrayed by Y, he will, like
Othello, murder Y. | have a good chance of preventing X from coming to
acquire this false belief, and thereby preventing him from murdering Y. But
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| have a slightly g reater chance of saving Z's life. As before, X is in any case
about to die. Many people would again believe that | ought to try to save

Z's life. This suggests that, if X forms his intention, and then murders Y,

this would not be a worse outcome than if Z is accidentally killed. If this
would be a worse outcome, why should | try to to save Z rather than Y?
Why should | try to prevent the lesser of two evils, when my chance of
success is only slightly higher?

Suppose that, because we believe that | ou ght to try to save Z, we agree
that Y's death would not be a worse outcome than Z's. If this is so, the
badness in Y's death is merely that Y dies. It cannot make this outcome
worse that X forms his murderous intention, and then acts very wrongly. As

I claimed, we may conclude that the avoidance of wrongdoing is a mere
means.

In such cases, many people believe that wrongdoing does not make the
outcome worse. Would it make the outcome better if there were more acts

that are morally right, and m ore duties that are fulfilled? | might often
promise to do what | intend anyway to do. | would thereby cause it to be

true that more duties are fulfilled. But no one thinks that this would make

the outcome better, or would be what | ought to do.

Suppos e next that poverty is abolished, natural disasters cease to occur,
people cease to suffer from either physical or mental illness, and in many

other ways people cease to need help from other people. These changes

would all be, in one way, good. Would th ey be in any way bad? It is morally
admirable to help others in distress, at a considerable cost to oneself. In the

world that | have described, very few people need such help. There would be

far fewer of these morally admirable acts. Would this be bad? Would it
make this outcome in one respect worse?

If we answer No, this again supports the view that acting morally is a

mere means. But some of us would answer Yes. We would believe that, in

this respect, the outcome would be worse. And there are also many people
who hold a different view about wrongdoing. These people would believe

that, compared with Z's accidental death, X's murdering Y would, as an
outcome, be much worse. Can a Consequentialist accept these claims?

This depends on what principl es he accepts. Consider first a Hedonistic
Utilitarian. If X's murdering Y would not involve more suffering than Z's
accidental death, or a greater loss of happiness, this Utilitarian cannot claim

that, as an outcome, the murder is much worse. Turning t o morally
admirable acts, all that he can claim is this. One of the chief sources of
happiness is the belief that one is helping others, in significant ways. It

would therefore be in one way bad if very few people need such help.

Consider next a Conseq uentialist who accepts the Objective List Theory
about self -interest. On this theory, being moral and acting morally may be

in themselves good for us, whatever their effects may be. They may be

among the things that are best for us, or that make our liv es go best. And
being morally bad may be, in itself, one of the things that is worst for us. If

a Consequentialist makes these claims, he can deny that acting morally and
avoiding wrongdoing are mere means. On any plausible version of C, it is
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better i f our lives go better. On the claims just made, acting morally and
avoiding wrongdoing are parts of the ultimate moral aim given to us by C.

On this view, though these are parts of this aim, they are not, as such,
ultimate aims. They are parts of this a im because, like being happy, being
moral is one of the things that make our lives go better.

A Consequentialist could make a different claim. He could claim that our
formal aim is, as such, a substantive aim. He could claim that it would be
worse if t here is more wrongdoing, even if this is worse for no one.
Similarly, it could be better if more people acted morally, even if this would

be better for no one. A Consequentialist could even claim that the
achievement of our formal aim has absolute prior ity over the achievement

of our other moral aims. He could accept Cardinal Newman's view.
Newman believed that pain and sin were both bad, but that the second was
infinitely worse. If all mankind suffered 'extremest agony', this would be less

bad than if one venial sin was committed. 2r

Few Consequentialists would go as far as this. But since Newman's view

is a version of C, we cannot claim that C gives too little weight to the
avoida nce of wrongdoing. C could give this aim absolute priority over all

our other moral aims.

It may again seem that C is not a distinctive moral theory, but could
cover all theories. This is not so. Non -Consequentialists can claim, not that
C gives too li ttle weight to the avoidance of wrongdoing, but that C gives

this weight in the wrong way. On this extreme version of C, the avoidance of
wrongdoing is one of our common moral aims. A Non -Consequentialist
would say that | ought not to act wrongly, even if 1 thereby caused there to
be much less wrongdoing by other people. On this version of C, | would

not, in this case, be acting wrongly. If | am doing what most effectively
reduces the incidence of wrongdoing, | am doing what | ought to do.

20. CONCL USIONS
| shall now summarize the second half of this chapter. | assumed that, in the
ways that | described, Consequentialism is indirectly self - defeating. It would
make the outcome worse if we were always disposed to do what would
make the outcome best. If we all had this disposition, the outcome might be
better than it actually is, given what people are actually like. But the
outcome would be worse than it would be if we had certain other causally
possible sets of motives.
| asked whether, when C is indirectly self -defeating, it is failing in its own
terms. If it would make the outcome worse if we were always disposed to do
what would make the outcome best, C tells us that we should not have this
disposition. Since C makes this claim, it is not fa iling in its own terms.
Suppose that we all accept C. Our theory tells us that we should cause
ourselves to have, or to keep, one of the best possible sets of motives, in
Consequentialist terms. Since C is indirectly self -defeating, this implies the
following. If we have one of the best possible sets of motives, we shall
sometimes knowingly act wrongly according to our own theory. But, given
the special reason why we are acting wrongly, we need not regard ourselves,
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when so acting, as morally bad. We can believe these to be cases of
blameless wrongdoing.  We can believe this because we are acting on a set of
motives that it would be wrong for us to cause ourselves to lose.

Some of these claims might be implied even if C was not indirectly self -
defeating. These claims would be implied if C was unrealistically
demanding. This is probably true. It is probable that, even if we all believed

C, it would be causally impossible that we become disposed always to do

what we believe would make the ou tcome best. If this is true, C tells us to
try to have one of the best possible sets of motives.

In making these various claims, C is coherent. Nor does it fail to take
morality seriously. There would still be many other cases in which, if we
accept C, we would regard ourselves as morally bad. This would be so

whenever someone knowingly makes the outcome much worse, and does nhot
do this because he has one of the best possible sets of motives. Though we
are not now solely concerned about the avoidance of wrongdoing, since we

are also concerned about having the best possible sets of motives, we would

still regard many acts as showing the agent to be morally bad.

It may be objected that these claims wrongly assume Psychological
Determinism. If a Cons  equentialist accepts this objection, he must qualify

his claims. He can claim that, if we have one of the best sets of motives, it

would often be very hard for us to avoid doing what we believe to be wrong.

He must admit that, in these cases, we are not wholly blameless; but we are
bad only in a very weak sense.

Another objection is that an acceptable moral theory cannot tell us to

cause ourselves to do what this theory claims to be wrong. But | gave an
example where this objection would be denied ev en by most of those who
reject C.

A third objection is that, since C is indirectly self -defeating, we cannot
always avoid doing what C claims to be wrong. Since we cannot always do

what C claims that we ought to do, C demands the impossible. It infring es
the doctrine that ought implies can. | claimed that this objection could be
answered.

A fourth objection is that it would make the outcome better if we had

moral beliefs that conflict with C. If this is true, C would be self -effacing. It
would tell us to believe, not itself, but some other theory. | doubted whether

this is true. C would at most be partly self -effacing, and partly esoteric. It
might make the outcome better if some people believe some other theory,

but it would not make the outcome better if no one believed C. And, even if

C was wholly self -effacing, | believe that this would not cast doubt on C.
Whether this is so depends on our view about the nature of morality, and

moral reasoning. Since | have not argued for any of these view s, | did not
fully defend my belief that, if C was self - effacing, this would not cast doubt
onC.

| asked finally whether we can accept C's claim that acting morally is a

mere means. If we cannot, C need not make this claim. It could even claim

that t he preventing of wrong -doing has absolute priority over our other
moral aims. Ultilitarians cannot make this claim. But Consequentialists  can.
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In the first half of this chapter | discussed the Self -interest Theory about
rationality. In the second half | discussed the group of moral theories that
are Consequentialist. It is plausible to claim that all these theories are

indirectly self -defeating. And they might perhaps be self -effacing. But, in the
case of these theories, to be indirectly self -def eating is not to be damagingly
self -defeating. Nor do these facts provide independent objections to these
theories. These facts do not show that these theories are either false, or
indefensible. This may be true, but the arguments so far have not shown

this. They at most show that what can be justifiably claimed is more
complicated than we may have hoped.

2 PRACTICAL DILEMMAS

21. WHY C CANNOT BE DIRECTLY SELF -DEFEATING
I HAVE described how theories can be indirectly self -defeating. How might
theories be directly self-defeating? Say that someone successfully follows
Theory T when he succeeds in doing the act which, of the acts that are
possible for him, best achieves his T -given aims. Use we to mean 'the
members of some group'. We might call T
directly collectively self -defeating when it is true that, if all of us
successfully follow T, we will thereby cause our T -given aims to be
worse achieved than they would have been if none of us had

successfully followed T.

This definition seems pla  usible. 'All' and 'none' give us the simplest cases. It

will be enough to discuss these.

Though it seems plausible, we must reject this definition. It ceases to be

plausible when it is applied to certain co-ordination problems. These are
cases where th e effect of each person's act depends upon what others do.

One such case is shown below.

You
do (1) do (2) do (3)
do (1) Third -best Bad Bad
do (2) Bad Second - best Equal - best
do (3) Bad Equal - best Bad

If we both do (1), we both successfully follow C. Since you have done (1), |
would have made the outcome worse if | had done either (2) or (3). And you

could claim the same. If instead we both do (2), neither has successfully
followed C. Since you have done (2), | would have made the outcome better
if | had done (3). And you could claim the same. If we both do (1) rather

than (2), both rather than neither successfully follow C. But we thereby
make the outcome worse, causing our C -given aim to be worse achieved. On
the definition given above, C is here self - defeating.

This conclusion is not justified. It is true that, if we both do (1), both
successfully follow C. But if we had produced either of the best outcomes,
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we would also have successfully followed C. If | had done (2) and you had
done (3). each would have done what, of the acts that are possible for him,
would make the outcome best. The same is true if | had done (3) and you
had done (2). The objection to C here is not that it is self -defeating. The
objection is that it is indeterminate.  We successfully follow (C) both if we
both do (1), and if one of us does (2) and the other does (3). Because this is
true, if we both successfully follow C, this does not ensure that our acts
jointly produce one of the best possible outcomes. But it does not ensure
that they do not. If we had produced one of the best outcomes, we would
have successfully followed C. C does not direct us away from the best
outcomes. The objection is less. C merely fails to direct u s towards these
outcor;wses. | shall explain in Section 26 how this objection can be partly
met. =
If C directed us away from the best outcomes, it would be certain that, if
we successfully fol low C, we shall not produce one of the best outcomes.
This suggests another definition. Call theory T
directly collectively self  -defeating when
i. it is certain that, if we all successfully follow T, we will thereby cause
our T -given aims to be worse achieved than they would have been if
none of us had successfully followed T. or
ii. our acts will cause our T -given aims to be best achieved only if we
do not successfully follow T.
(ii) expresses the idea that, to cause our T -given aims to be best  achieved,
we must disobey T. By 'when' | do not mean 'only when'. We do not need to
cover all cases. As | explained, 'we' does not mean 'everyone living', but 'all
the members of some group'.
Could (i) and (ii) be true in the case of C? Could it be tru e that we will
make the outcome best only if we do not successfully follow C? Could it
therefore be certain that, if all rather than none of us successfully follow C,
we will thereby make the outcome worse? Neither of these is possible. We
successfully follow C when each does the act which, of the acts that are
possible for him, makes the outcome best. If our acts do jointly produce the
best outcome, we must all be successfully following C. It cannot here be true
of anyone that, if he had acted diffe rently, he would have made the outcome
better. On this definition, C cannot be directly self -defeating.
C may be a pluralist theory, assessing the badness of outcomes by an
appeal to several different principles. One of these might be some version of
the Utilitarian claim; the others might be principles about just distribution,
or deception, or coercion, or entitlements. If these and other principles tell
us to agree on which outcomes would be better, the reasoning just given will
apply. Such a plura list theory cannot be directly self -defeating, since it is

agent -neutral: giving to all agents common moral aims. If we cause these
common aims to be best achieved, we must be successfully following this
theory. Since this is so, it cannot be true that we will cause these aims to be
best achieved only if we do not follow this theory.

55


http://www.questia.com/PM.qst?a=o&d=96936484

22. HOW THEORIES CAN BE DIRECTLY SELF -DEFEATING
What if our theory is agent -relative, giving to different agents different aims?
We may now be unable to apply cla use (ii) of my definition. If T gives to
different people different aims, there may be no way in which we can best
achieve the T -given aims of each. But we can apply clause (i), with a slight
revision. And | shall give another definition. Call T
direct ly individually self -defeating when it is certain that, if someone
successfully follows T, he will thereby cause his own T -given aims to be
worse achieved than they would have been if he had not successfully
followed T,
and directly collectively self -defeating when it is certain that, if we all
successfully follow T, we will thereby cause the T -given aims of each to
be worse achieved than they would have been if none of us had
successfully followed T.
The Self -interest Theory gives to different agen ts different aims. Could this
theory be directly individually self -defeating? The aim that S gives to me is
that my life goes, for me, as well as possible. | successfully follow S when |
do what, of the acts that are possible for me, will be best for me . Could it be
certain that, if | successfully follow S, | will thereby make the outcome
worse for me? This is not possible. It is not possible either in the case of a
single act, or in the case of a series of acts at different times. The argument
for t his second claim is like the argument | gave above. S gives to me at

different times one and the same common aim: that my life goes, for me, as
well as possible. If my acts at different times cause my life to go as well as
possible, | must in doing each act be successfully following S. | must be

doing what, of the acts that are possible for me, will be best for me. So it
cannot be certain that, if | always successfully follow S, | will thereby make

the outcome worse for me.

What can be worse for me i s to be disposed always to follow S. But in this
case it is not my acts that are bad for me, but my disposition. S cannot be
directly individually self  -defeating. It can only be indirectly individually self -
defeating.

Can theories be directly collecti vely self-defeating? Suppose that Theory T
gives to you and me different aims. And suppose that each could either (1)
promote his own T -given aim or (2) more effectively promote the other's.
The outcomes are shown below.

You
do (1) do (2)
q 1 The T-given aim of each Mine is best achieved,
| do (1) is third -best achieved yours worst
Mine is worst achieved, The T-given aim of each
do (2) : .
yours best is second -best achieved
Suppose finally that neither's choice will affect the other 's. It will then be

true of each that, if he does (1) rather than (2), he will thereby cause his
own
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T-given aim to be better achieved. This is so whatever the other does. We

both successfully follow T only if we both do (1) rather than (2). Only then

is each doing what, of the acts that are possible for him, best achieves his T -
given aim. But it is certain that if both rather than neither successfully

follow T -- if both do (1) rather than (2) -- we will thereby cause the T -given
aim of each to be  worse achieved. Theory T is here directly collectively self -
defeating.Such cases have great practical importance . The simplest cases

may occur when

a. Theory T is agent -relative, giving to different agents different
aims,

b. the achievement of each person's T -given aims partly depends on
what others do, and

c. what each does will not affect what these others do.

23. PRISONER'S DILEMMAS AND PUBLIC GOODS
These three conditions often hold if T is the Self -interest Theory. S is often
directly co llectively self -defeating. These cases have a misleading name
taken from one example. This is the Prisoner's Dilemma. You and | are
guestioned separately about some joint crime. The outcomes are shown on
the next page.
Whatever the other does, it will be better for each if he confesses. By
confessing each will be certain to save himself two years in prison. But if
both confess that will be worse for each than if both remain silent.

You
confess remain silent
[ go free, you!
| confess Each gets 10 years get 12 years
remain silent : get 12 Years.  each gets 2 years
you go free

Let us simplify. It will be worse for each if each rather than neither does
what will be better for himself. One case occurs when

(The Positive Condition ) each could either (1) give himself the less
two benefits or (2) give the other the greater benefit,

and
(The Negative Condition) neither's choice would be in other ways better
or worse for either.
When the Positive Condition holds, the outcomes are as shown below.
You
do (1) do (2)
q 1 Each gets the | get both benefits,
| o lesser benefit you get neither
I get neither benefit, Each gets the
do (2) ,
you get both greater benefit
If we add the Negative Condition, the diagram becomes as shown on the
next page.
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You

do (1) do (2)
Third -best Best for
| do (1) for each worst for you
do (2) Worst for me, Second -best
best for you for both

Part of the Negative Condition cannot be shown in this next diagram.
There must be no reciprocity: it must be true that neither's choice would
cause the other to make the same choice. It will then be better for each if he

does (1) rather than (2). This is so whatever the other does. But if both do

(1) this will be worse fo  r each than if both do (2).

When could neither's choice affect the other's? Only when each must
make a final choice before learning what the other chose. Outside prisons,

or the offices of game -theorists, this is seldom true. Nor would it ensure the
Negative Condition. There might, for instance, be delayed reciprocity.
Either's choice might affect whether he is later harmed or benefited by the

other. We can therefore seldom know that we face a Two -Person Prisoner's
Dilemma.

This last claim is suppor ted by the extensive literature on Prisoner's
Dilemmas. This describes few convincing Two -Person Cases. My Negative
Condition seldom holds.

One of the cases much discussed is the arms race between the United
States and the Soviet Union. This is often ¢ laimed to be a Prisoner's
Dilemma. Should each of these nations secretly develop new weapons? If

only one does so, it may be able later to dictate to the other. This would be

its best outcome and the other's worst. If both do so, they will remain equal,

but at great expense, and with the insecurity of continued competition. This

would be third -best for both. Second -best for both would be if neither
secretly develops new weapons. Each should develop new weapons since it

will get its third -best outcome rather than its worst if the other does the
same, and its best rather than its second -best if the other does not do the
same. But if both develop new weapons this will be worse for both than if
neither did. 2%

Part of my Negative Condition may here hold. If the new weapons can be
developed secretly, each nation must make its choice before learning what

the other chose. On the question of research, the reasoning just given may

be corr ect. But it is doubtful whether it applies to the production or
deployment of new weapons, where each can know what the other is doing.

Nor is it clear that mere progress in research might enable each to dictate to

the other. Moreover, this is a repeate d or continuing situation. Similar
decisions have to be made again and again. Because of this, it ceases to be

clear that acting in one of two ways will be certain to be better for each. The

choice made by each may affect the later choices made by the o ther.
Much of the literature discusses this kind of repeated case: what are
misleadingly called Repeated Prisoner's Dilemmas. Many experiments have
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been done to see how pairs of people act in such cases. %0 Apart from such
experimental work, there has been much theoretical discussion of 'Repeated
Prisoner's Dilemmas'. Though of interest, this discussion is irrelevant here.

We should distinguish two kinds of case. In the first, each person kn ows
that he will face some particular number of 'Repeated Prisoner's Dilemmas'.

This would not be true in the actual cases which have practical importance.

| shall therefore discuss these cases in endnote i

In the cases that have practical importance, we do not know how many

times we shall face 'Repeated Prisoner's Dilemmas'. On my definition, those

who face such a series of cases do not face even a single true Prisoner's
Dilemma. Itis n ot true, of such people, that it will be worse for both if each

rather than neither does what will be better for himself. This is not true

because, in these 'Repeated Prisoner's Dilemmas', it is no longer clear which

of the two choices will be better fo r oneself. This is because one's choice
may affect the later choices made by the other. If one makes the co -
operative choice, this may lead the other later to do the same. As the game -
theorists say, if we consider all of their possible consequences, n either choice
is dominant, certain to be better for oneself. The question raised by such

cases is therefore an  internal question for a Self -interest Theorist. If one's
aim is to do the best one can for oneself, how should one act in a series of

'Repeat ed Prisoner's Dilemmas'? In a true Prisoner's Dilemma, the
guestions raised are quite different. In a true Dilemma, if one acts in one of

two ways, it is certain that this will be better for oneself, not just
immediately, but in the long -term and on the  whole. The problem raised is
not the internal problem of how one can best pursue one's own interests.

The problem is, that if each rather than neither does what is certain to be

better for himself, this will be worse for both of them.

Though we can se Idom know that we face a Two -Person Prisoner's
Dilemma, we can very often know that we face Many -Person Versions. And
these have great practical importance. The rare Two -Person Case is
important only as a model for the Many -Person Versions. We face

a Many-Person Dilemma when it is certain that, if each rather than

none does what will be better for himself, this will be worse for
everyone.

This definition covers only the simplest cases. As before 'everyone' means

‘all the people in some group'.

One Many -Person Case is the  Samaritan's Dilemma. Each of us could
sometimes help a stranger at some lesser cost to himself. Each could about

as often be similarly helped. In small communities, the cost of helping might

be indirectly met. If | help, th is may cause me to be later helped in return.
But in large communities this is unlikely. It may here be better for each if he

never helps. But it would be worse for each if no one ever helps. Each might

gain from never helping, but he would lose, and lo se more, from never being
helped.

Many cases occur when

(The Positive Conditions) (i) each of us could, at some cost to himself,
give to others a greater total sum of benefits, or expected benefits; (ii) if
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each rather than none gives this greater ben efit to others, each would
receive a greater benefit, or expected benefit; and

(The Negative Condition) there would be no indirect effects cancelling
out these direct effects.

The Positive Conditions cover many kinds of case. At one extreme, each
could give to one of the others a greater benefit. One example is the

Samaritan's Dilemma. At the other extreme, each could give to all of the
others a greater total sum of benefits. In the cases between these two
extremes, each could give to some of the ot hers a greater total sum of

benefits. At the second extreme, where each could benefit all of the others,

(ii) is redundant, since it is implied by (i). In the other cases, (ii) is often

true.

It would be true, for instance, if the benefits were randomly spread.

Another range of cases involves the different chances that what each does
would benefit the others. At one extreme, each could certainly give to the

others a greater total sum of benefits. At the other extreme, each would

have a very small cha nce of giving to the others a very much greater benefit.

In this range of cases each could give to the others a greater sum of

expected benefits. This is the value of the possible ben efits multiplied by the
chance that the act will produce them. When the effe cts of our acts are
uncertain, my definition of the Dilemma needs to be rev ised. In these cases
it is not certain that, if each rather than none does wh at will be better for
himself, this will be worse for everyone. We face a Risky Dilemma when it is
certain that, if each rather than none gives himself an expected benefit, this
will eith er reduce the expected benefit to everyone, or will impose on

everyone an expected harm or cost.

In some Many -Person Cases, only the Positive Conditions hold. In these
cases, because the numbers involved are sufficiently small, what each does
might affect what most others do. These cases are practically important.

There are many cases involving nations, or business corporations, or trade

unions. Such cases have  some of the features of a true Prisoner's Dilemma.

But they lack the central feature. Because the act of each may affect the acts

of enough of the others, it is not clear which act would be in the interests of

each. The question raised by such cases is another internal question for a
Self -interest Theorist. In a true Prisoner's Dilemma, there is no uncertainty

about which act will, on the whole, give the agent a greater benefit or
expected benefit. The questions raised by true Dilemmas are quite diff erent.
Many -Person Dilemmas are, | have said, extremely common. One reason

is this. In a Two -Person Case, it is unlikely that the Negative Condition
holds. This may need to be specially ensured, by prison - officers, or
game -theorists. But in cases that involve very many people, the Negative
Condition naturally holds. It need not be true that each must act before
learning what the others do. Even when this is not true, if we are very
numerous, what each does would be most unlikely to affect what most

others do. It may affect what a few others do; but this would seldom make

enough difference.
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The commonest true Dilemmas are Contributor's  Dilemmas. These
involve public goods: outcomes that benefit even those who do not help to
produce them. It can be true of each person that, if he helps, he will add to
the sum of benefits, or expected benefits. But only a very small portion of

the benefit he adds will come back to him. Since his share of what he adds
will be very small, it may not repay his contri bution. It may thus be better
for each if he does not contribute. This can be so whatever others do. But it

would be worse for each if fewer others contribute. And if none contribute

this would be worse for each than if all do.

Many Contributor's Dilem mas involve two thresholds. In these cases,
there are two numbers v and w such that, if fewer than v contribute, no
benefit will be produced, and if more than w contribute, this will not
increase the benefit produced. In many of these cases we do not kn ow what
others are likely to do. It will then not be certain that, if anyone contributes,

he will benefit others. It will be true only that he will give to others an
expected benefit. One extreme case is that of voting, where the gap between

the two th resholds may be the gap of a single vote. The number w is here v

+ 1. Though an election is seldom a true Prisoner's Dilemma, it will be
worth discussing later.

Some public goods need financial contributions. This is true of roads, the
police, or natio nal defence. Others need co -operative efforts. When in large
industries wages depend on profits, and work is unpleasant or a burden, it

can be better for each if others work harder, worse for each if he himself

does. The same can be true for peasants on collective farms. A third kind of
public good is the avoidance of an evil. The contribution needed here is
often self -restraint. Such cases may involve

Commuters:  Each goes faster if he drives, but if all drive each goes!
slower than if all take buses :

Soldiers: Each will be safer if he turns and runs, but if all do more will

be killed than if none do;

Fishermen: When the sea is overfished, it can be better for each if he
tries to catch more, worse for each if all do;

Peasants: When the land is overcrowded, it can be better for each if he
or she has more children, worse for each if all do. 32

There are countless other cases. It can be better for each if he adds to
pollution, uses more energy, jumps queues, and breaks agreements; but, if

all do these things, that can be worse for each than if none do. It is very

often true that, if each rather than none does what will be better for himself,

this will be worse for everyone.

These Dilemmas are usually described in self -interested terms. Since few
people are purely self -interested, this may seem to reduce the importance of
these cases. But in most of these cases the following is true. If each rather

than none does what will be b etter for himself, or his family, or those he
loves, this will be worse for everyone.
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24. THE PRACTICAL PROBLEM AND ITS SOLUTIONS
Suppose that each is disposed to do what will be better for himself, or his

family, or those he loves. There is then a practical problem. Unless
something changes, the actual outcome will be worse for everyone. This
problem is one of the chief reasons why we need more than laissez -faire

economics -- why we need both politics and morality.
Let us use labels. And let us t ake as understood the words 'or his family,

or those he loves'. Each has two alternatives: E (more egoistic), A (more
altruistic). If all do E that will be worse for each than if all do A. But,
whatever others do, it will be better for each if he does E . The problem is

that, for this reason, each is now disposed to do E.

This problem will be partly solved if most do A, wholly solved if all do. A
solution may be reached in one or more of the ways shown on the next

page.

The change in (3) differs from the change in (4). In (4) someone is
disposed to do A whether or not  this would be better for him. It is a mere
side -effect that, because of this change in him, A would not be worse for

him. In (3) someone is disposed to do A only because, given some other
change in him, doing A would be better for him.

(1) to (4) abolish the Dilemma. The altruistic choice ceases to be worse for

each. These are often good solutions. But they are sometimes inefficient, or
unattainable. We then need (5). (5) solves th e practical problem; but it does
not abolish the Dilemma. A theoretical problem remains. In this and the
next chapter | discuss how we can solve the practical problem. | discuss the
theoretical problem in chapter 4.

In solution (1), the self -benefiting choice is made impossible. This is
sometimes best. In many Contributor's Dilemmas, there should be
inescapabl e taxation. But (1) would often be a poor solution. Fishing nets
could be destroyed, soldiers chained to their posts. Both have
disadvantages.

(2) is a less direct solution. E remains possible, but A is made better for
each. There might be a system of rewards. But, if this works, all must be
rewarded. It may be better if the sole reward is to avoid some penalty. If this
works, no one pays. If all deserters would be shot, there may be no
deserters.

The choice between (1) and (2) is often difficult. C onsider the Peasant's
Dilemma, where it will be better for each if he or she has more children,
worse for each if all do. Some countries reward two -child families. China

now rewards one -child families. But where the problem is most serious the
country is too poor to give everyone rewards. And, if such a system is to be
effective, non -rewards must be like penalties. Since the system would not be
wholly effective, some would have to bear such penalties. And such penalties
fall not on the parents only b ut also on the children.

An alternative is (1), where it is made impossible for people to have more
than two children. This would involve compulsory sterilization after the
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birth of one's second child. It would be better if this sterilization could be
reversed if either or both of one's children died. Such a solution may seem
horrendous. But it might receive unanimous support in a referendum. It
would be better for all the people in some group if none rather than all have

more than two children . If all prefer that this be what happens, all may
prefer and vote for such a system of compulsory sterilization. If it was
unanimously supported in a referendum, this might remove what is
horrendous in the compulsion. And this solution has advantages o ver
system of rewards or penalties. As | have said, when such a system is not
wholly effective, those with more children must pay penalties, as must their
children. It may be better if what would be penalized is, instead, made
impossible.

(1) and (2 ) are political solutions. What is changed is our situation. (3) to
(5) are psychological. It is we who change. This change may be specific,
solving only one Dilemma. The fishermen might grow lazy, the soldiers
might come to prefer death to dishonour, o r be drilled into automatic
obedience. Here are four changes of a more general kind:

We might become trustworthy. Each might then promise to do A on
condition that the others make the same promise.

a

We might become reluctant to be free -riders'. If each believes that

many others will do A, he may then prefer to do his share.

We might become Kantians. Each would then do only what he could
rationally will everyone to do. None could rationally will that all do E.
Each would therefore do A.

We might beco me more altruistic. Given sufficient altruism, each would
do A.

These are moral solutions. Because they might solve any Dilemma, they are
the most important psychological solutions.

They are often better than the political solutions. This is in part be cause

they do not need to be enforced. Take the Samaritan's Dilemma. It cannot

be made impossible not to help strangers. Bad Samaritans cannot be easily
caught and fined. Good Samaritans could be rewarded. But for this to be
ensured the law might have to intervene. Given the administrative costs, this
solution may not be worthwhile. It would be much better if we became
directly disposed to help strangers.

It is not enough to know which solution would be best. Any solution
must be achieved, or brough t about. This is often easier with the political
solutions. Situations can be changed more easily than people. But we often

face another, second -order, Contributor's Dilemma. Few political solutions
can be achieved by a single person. Most require co -operation by many
people. But a solution is a public good, benefiting each whether or not he

does his share in bringing it about. In most large groups, it will be worse for

each if he does his share. The difference that he makes will be too small to

repay his contribution.

This problem may be small in well -organized democracies. It may be
sufficient here to get the original Dilemma widely understood. This may be
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difficult. But we may then vote for a political solution. If our government
responds to opinion polls, there may be no need to hold a vote.

The problem is greater when there is no government. This is what
worried Hobbes. It should now worry nations. One example is the spread

of nuclear weapons. Without world -government, it may be hard to achieve
a solution. 3*

The problem is greatest when its solution is opposed by some ruling

group. This isthe  Dilemma of the Oppressed.

Such Contributor's Dilemmas often need moral solution s. We often need
some people who are directly disposed to do their share. If these can change

the situation, so as to achieve a political solution, this solution may be self -
supporting. But without such people it may never be achieved.

The moral solut ions are, then, often best; and they are often the only
attainable solutions. We therefore need the moral motives. How could these

be introduced? Fortunately, that is not our problem. They exist. This is how

we solve many Prisoner's Dilemmas. Our need i s to make these motives
stronger, and more widely spread.

With this task, theory helps. Prisoner's Dilemmas need to be explained.

So do their moral solutions. Both have been too little understood.

One solution is, we saw, a conditional agreement. For t his to be possible,
it must first be true that we can all communicate. If we are purely self -
interested, or never self  -denying, the ability to communicate would seldom
make a difference. In most large groups, it would be pointless to promise

that we s hall make the altruistic choice, since it would be worse for each if

he keeps his promise. But suppose that we are trustworthy. Each could now

promise to do A, on condition that everyone else makes the same promise. If
we know that we are all trustworth y, each will have a motive to join this
conditional agreement. Each will know that, unless he joins, the agreement

will not take effect. Once we have all made this promise, we shall all do A.

If we are numerous, unanimity will in practice be hard to obt ain. If our
only moral motive is trustworthiness, we shall then be unlikely to achieve

the joint conditional agreement. It would be likely to be worse for each if he

joins. Since this problem has little practical importance, | discuss it in
endnote >,

There are few people whose only moral motive is trustworthiness.
Suppose that we are also reluctant to be free -riders. If each of us has this
motive, he will not wish to remain outside the jo int conditional agreement.
He will prefer to join, even if doing so will be worse for him. This solves the

problem just mentioned for the joint agreement. And, if enough people are

reluctant to be free  -riders, there will be no need for an actual agreeme nt. All
that is needed is an assurance that there will be many who do A. Each
would then prefer to do his share. But a reluctance to free -ride cannot by

itself create this assurance. So there are many cases where it provides no

solution. 3¢

The Kantian Test could always provide a solution. This Test has its own

problems. Could | rationally will either that none practise medicine, or that
all do? If we refine the Test, we may be able t 0 solve such problems. But in
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Prisoner's Dilemmas they do not arise. These are the cases where we

naturally say, 'What if everyone did that?'

The fourth moral solution is sufficient
pure altruism. Pure altruists, who give

37

altruis m. | am not referring here to
no weight to their own interests, may

face analogues of the Prisoner's Dilemma. It can be true that, if all rather

than none do what is certain to be better for others, this will be w

everyone. iBy 'sufficient altruism’
where the limiting case is impartial
everyone, including oneself.

| mean sufficient concern for others,
benevolence: an equal concern for

The fo urth solution has been the least understood. It is often claimed
that, in those Contributor's Dilemmas that involve very many people, what

each person does would make no

difference. If this claim was true, a

rational altruist would not contribute. But, as | argue in the next chapter,

this claim is false.

3 FIVE MISTAKES IN

MORAL MATHEMATICS

IT is often claimed that, in cases that involve very many people, any single
altruistic choice would make no difference. Some of those who make this
claim believe that it undermines only the fourth moral solution, that
provided by sufficient altruism. These people argue that, in such cases,

because we cannot appeal to the

consequences of our acts, we must appeal

instead either to the Kantian Test, 'What i f everyone did that?', or to the
reluctance to free -ride. *° But if my contribution involves a real cost to me,

and would certainly make no difference

-- would give no benefit to others

may not be moved by my reluctance to free -ride. This reluctance may apply
only when | believe that | am profiting at the expense of others. If my
contribution would make no difference, my failure to contribute will not be

worse for others, so | will not be profiting at their expense. | may believe

that the case is like those where some

threshold has been clearly passed, so

that any further altruistic act is a sheer waste of effort. This belief may also

undermine the Kantian solution. If my contribution

difference, | can rationally will that everyone else does what | do. | can
rationally will that no one contributes when he knows that his contribution

would make no difference. Since others may think like me, it is of great
importance wh ether any single act would make a difference. The claim that

it would not may not undermine only the fourth moral solution, that
provided by sufficient altruism. This claim may also undermine the second

and third solutions. Since we can seldom achieve t he first solution, the joint
conditional agreement, it is of great importance whether this claim is true.

25. THE SHARE

-OF-THE -TOTAL VIEW

It is false. Before explaining why, | must explain two other mistakes.

Consider The First Rescue Mission: |
miners are trapped in a shaft with

know a Il of the following. A hundred
flood -waters rising. These men can

be brought to the surface in a lift raised by weights on long levers. If |
and three other people go to stand on some platform, this would
provide just enough weight to raise the lift, and would save the lives of

orse for

would make no
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these hundred men. If | do not join this rescue mission, | could go
elsewhere and save, single  -handedly,, the lives of ten other people.

There is a fifth potential rescuer. If 1 go else where, this person will join
the other three and these four will save the hundred miners.

When | could act in several ways, how should | decide which act would
benefit people most? Suppose first that all five of us go to save the miners.

On the Share -of-the -Total View, each produces his share of the total benefit.
Since we five save a hundred lives, each saves twenty lives.Less literally, the

good that each does is equivalent to the saving of this many lives. On this

view, | ought to join the other f our, and save the equivalent of twenty lives.

I should not go elsewhere to save the other ten people, since | would then be

saving fewer people. This is clearly the wrong answer. If | go with the other

four, ten people needlessly die. Since the other fo ur would, without my help,
save the hundred miners, | should go and save these ten people.

The Share -of-the -Total View might be revised. It might be claimed that,
when | join others who are doing good, the good that | do is not just my

share of the tot al benefit produced. | should subtract from my share any
reduction that my joining causes in the shares of the benefits produced by
others. If | join this rescue mission, | shall be one of five people who
together save a hundred lives. My share will be twenty lives. If | had not
joined, the other four would have saved the hundred, and the share saved by

each would have been twenty five lives, or five more than when | join. By
joining | reduce the shares of the other four by a total of four times five, or
twenty lives. On the revised view, my share of the benefit is therefore twenty

minus twenty, or nothing. | should therefore go and save the other ten
people. The revised view gives the right answer.

Consider next The Second Rescue Mission. As befor e, the lives of a hundred
people are in danger. These people can be saved if | and three other people

join in a rescue mission. We four are the only people who could join

this mission. If any of us fails to join, all of the hundred people will die.

If 1 fail to join, | could go elsewhere and save, single -handedly, fifty
other lives.

On the Revised Share -of-the -Total View, | ought to go elsewhere and save
these fifty lives. If instead | join this rescue mission, my share of the benefit

produced is onl vy the equivalent of saving of twenty -five lives. | can therefore
do more good if I go elsewhere and save fifty lives. This is clearly false, since
if 1 act in this way fifty more lives will be lost. | ought to join this rescue

mission. We must make a fu rther revision. | must add to my share of the
benefit produced any increase that | cause to the shares produced by others.

If 1 join, | enable each of three people to save, with me, a hundred lives. If |

do not join, these three would save no lives. My share is twenty -five lives,
and | increase by seventy -five the shares produced by the others. On this
doubly revised view, my total share is a hundred lives. This is also the total

share produced by each of the others. Since each counts as produci ng the

whole of this total benefit, this is not a version of the Share -of-the - Total
View. It is a quite different view. This doubly revised view gives the right
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answer in this case. It is no objection to this view that it claims that each
saves a hundr ed lives. This is what each does, not by himself, but with the
help of the others.  **

This view can be put more simply. | should act in the way whose
consequence is that most lives are saved. More generally,

(C6) An act benefits someone if its consequence is that someone is
benefited more. An act harms someone if its consequence is that
someone is harmed more. The act that benefits people most is the
act whose consequence is that people are benefited most.

These claims imply, correctly, that | should not join the First Rescue
Mission, but should join the Second.

Consequentialists should appeal to (C6). So should others, if they give

any weight to what Ross called the Principle of Benefic ence. On any
plausible moral theory, we should sometimes try to do what would benefit

people most.

(C6) may need to be further explained. Suppose that | can do either (1) or

(2). In deciding which would benefit people more, | should compare all of
the benefits and losses that people would later receive if | do (1), and all of

the benefits and losses that people would later receive if | do (2). The act

which benefits people more is the one that, in this comparison, would be
followed by the greater net sum of benefits -- the greater sum of benefits
minus losses. It is irrelevant if, as is often true, the acts of many other
people are also parts of the cause of the receiving of these benefits and
losses.

(C6) revises the ordinary use of the words 'ben efit' and 'harm'. When |
claim to have benefited someone, | am usually taken to mean that some act

of mine was the chief or immediate cause of some benefit received by this
person. According to (C6), | benefit someone even when my act is a remote
part of the cause of the receiving of this benefit. All that needs to be true is
that, if 1 had acted otherwise, this person would not have received this
benefit. Similar claims apply to 'harm'.

There is a second way in which (C6) revises our use of 'benefit

'harm'. On the ordinary use, | sometimes benefit someone even though what

| am doing is not better for this person. This can be true when my act,
though sufficient to produce some benefit, is not necessary. Suppose that |
could easily save either Js life or K's arm. | know that, if | do not save J's
life, someone else certainly will; but no one else can save K's arm. On our
ordinary use, if | save J's life, | benefit him, and | give him a greater benefit

than the benefit that | would give to K if | save his arm. But, for moral
purposes, this is not the way to measure benefits. In making my decision, |
should ignore this benefit to J, as (C6) tells me to do. According to (C6), |

do not benefit J when | save his life. It is not true that the c onsequence of

and

my act is that J is benefited more. If | had acted differently, someone else
would have saved J's life. (C6) implies correctly that | ought to save K's
arm. This is the act whose consequence is that people are benefited more.
On the revised use of 'benefit', this is the act that benefits people more.
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26. IGNORING THE EFFECTS OF SETS OF ACTS

The First Mistake in moral mathematics is the Share -of-the -Total View. We
should reject this view, and appeal instead to (C6). It is natural t 0 assume
(The Second Mistake) If some act is right or wrong because of its

effects, the only relevant effects are the effects of this particular act.

This assumption is mistaken in at least two kinds of case.

In some cases, effects are overdetermined. Consider

Case One. X and Y shoot and kil me. Either shot, by itself, would have
killed me.

Neither X nor Y acts in a way whose consequence is that an extra person is
killed. Given what the other does, it is true of each that, if he had not shot

me, t his would have made no difference. According to (C6), neither X nor Y
harms me. Suppose that we make the Second Mistake. We assume that, if

an act is wrong because of its effects, the only relevant effects are the effects

of this particular act. Since n either X nor Y harms me, we are forced to the
absurd conclusion that X and Y do not act wrongly.

Some would take this case to show that we should reject (C6). There is a
better alternative. We should claim

(C7) Even if an act harms no one, this act may be wrong because it is
one of a set of acts that together harm other people. Similarly, even if
some act benefits no one, it can be what someone ought to do, because

it is one of a set of acts that together benefit other people.

X and Y act wrongly be cause they together harm me. They together kill me.
(C7) should be accepted even by those who reject C. On any plausible moral
theory, it is a mistake in this kind of case to consider only the effects of

single acts. On any plausible theory, even if eac h of us harms no one, we can
be acting wrongly if we together harm other people.

In Case One, the overdetermining acts are simultaneous. What should we
claim in cases where this is not true? Consider

Case Two. X tricks me into drinking poison, of a kin d that causes a
painful death within a few minutes. Before this poison has any effect, Y

Lkills me painlessly.

Though Y kills me, Y's act is not worse for me. (C6) therefore implies that,

in killing me, Y does not harm me. (Y's act is in one way slightly worse for
me, since it shortens my life by a few minutes. This is outweighed by the fact

that Y saves me from a painful death.) (C6) also implies that X does not

harm me. As in Case One, neither X nor Y harms me. (C7) implies correctly

that X and Y act wrongly because they together harm me. They together

harm me because, if  both had acted differently, | would not have died.

Though (C7) gives the right answer, this case may seem to provide an

oh ection to (C6). It may seem absurd to claim tha t, in killing me, Y is not
harming me. But consider

Case Three. As before, X tricks me into drinking poison of a kind that
causes a painful death within a few minutes. Y knows that he can save

your life if he acts in a way whose inevitable side -effect is my immediate
and painless death. Because Y also knows that | am about to die
painfully, Y acts in this way.
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(C6) implies that Y ought to act in this way, since he will not harm me, and

he will greatly benefit you. This is the right conclusion. Since Y's act is not
worse for me, it is morally irrelevant that Y kills me. It is also morally
irrelevant that X does not kill me. (C6) implies correctly that X acts
wrongly. Though X does not kill me on the ordinary use of 'kill', X is the

real murderer i n this case. X harms me, and acts wrongly, because it is true

that, if X had not poisoned me, Y would not have killed me. If X had acted
differently, | would not have died. Y does not harm me because, if Y had
acted differently, this would have made no difference to whether | died.

Since Y does not harm me, and he greatly benefits you, Y is doing what he
ought to do.

These claims show that Case Two provides no objection to (C6). In Case
Three, (C6) correctly implies that Y ought to act as he does, be cause he does
not harm me. In Case Two, Y's act affects me in just the same way. | was
therefore right to claim that, in Case Two, Y does not harm me. Y acts
wrongly in Case Two because he is a member of a group who together harm

me.

It may be thought that, if this is why, in Case Two, Y acts wrongly, Y
must be acting wrongly in Case Three. It may be thought that, here too, Y is

a member of a group who together harm me.

These thoughts show the need for another claim. In Case Three it is true

that, if both X and Y had acted differently, | would not have been harmed.

But this does not show that X and Y together harm me. It is also true that,

if X, Y, and Fred Astaire had all acted differently, | would not have been
harmed. But this does not make Fr ed Astaire a member of a group who
together harm me. We should claim

(C8) When some group together harm or benefit other people,
this group is the smallest group of whom it is true that, if they had
all acted differently, the other people would not hav e bee

harmed, or benefited.

In Case Three, this 'group' consists of X. It is true of X that, if he had acted
differently, | would not have been harmed. Y is not a member of this

‘group’. In Case Two it is not true of either X or Y that, if he had acted
differently, | would not have been harmed. | would not have been harmed

only if both had acted differently. | would also not have been harmed if X,

Y, and Fred Astaire had acted differently. But (C8) rightly implies that Fred

Astaire is not a me mber of the group who together harm me. This group
consists of X and Y.

Consider next The Third Rescue Mission. As before, if four people stand on a
platform, this will save the lives of a hundred miners. Five people stand

on this platform.

Given what the others do, it is true of each of these five people that his act

makes no difference. If he had not stood on this platform, the other four

would have saved the hundred miners. Though none, by himself, makes any
difference, these five together save t he hundred miners. This case shows the
need to add some further claim to (C8). In this case there is not one smallest
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group who together save the hundred lives. | shall return to such cases in
Section 30.

There is a second kind of case in which we shou Id consider the effects of sets
of acts. These are  co-ordination problems.  One example is shown below.
You
do (1) do (2)
| do (1) Second -best Bad
do (2) Bad Best
Suppose that we apply Consequentialism only to single acts. We shall the n

claim that each has successfully followed C if he has done the act, of those

that are possible for him, whose consequence is the best outcome. As we

saw earlier, in co -ordination problems C will then be indeterminate. In this
case we successfully fol low C both if we both do (2) and if we both do (1).
Suppose that we both do (1). Given what you have done, | have done the

act whose consequence is best. The outcome would have been worse if | had
done (2). The same claims apply to you. If we both do (1) both successfully
follow C, but we have not produced the best possible outcome.

Consequentialists should claim

(C9) Suppose that someone has done the act, of those that are
possible for him, whose consequence is best. It does not follow

that t his person has done what he ought to have done. He ought

to have asked whether he is a member of some group who could

have acted in a way whose consequence would have been even
better. If this is true, and he could have persuaded this group to

actint his way, this is what he ought to have done.

If C includes (C9), C ceases to be indeterminate in this case. (C9) tells us

both to do (2). There are co -ordination problems where (C9) does not by
itself give us the right answer. In these cases, C must mak e more
complicated claims. | shall ignore these complications here. | mention
co-ordination problems merely to give the second reason why it is a mistake
to consider only the effects of single acts. Even if we reject C, we must again
agree that this is  a mistake. On any plausible moral theory, we ought, in
some co -ordination problems, to do what would make the outcome best.

27. IGNORING SMALL CHANCES
Return now to those Prisoner's Dilemm as that involve very many people. It
is often claimed that, in these cases, what each person does makes no
difference. This involves three more mistakes.
One concerns those cases where each altruistic act has an extremely small
chance of producing some extremely great benefit. It is sometimes claimed
that, below some threshold, extremely small chances have no moral

significance.

This mistake is often made in discussions of elections where there are very

many voters. Though an election is not a pure Prisoner's Dilemma, it can
illustrate this mistake. It has been claimed that, in a nation -wide election,
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one cannot justify voting merely by appealing to the consequences of one's

act. *> This claim is often false. Suppose that, if | vote, this will involve
some costs, and no other benefits apart from the possible effect on who
wins the election. On these assumptions, my voting cannot be justified in

self -interested terms. But it can often b e justified in Consequentialist terms.
When | cannot predict the effects of my act, C tells me to do what would
produce the greatest  expected benefit. The expected benefit of my act is the
possible benefit multiplied by the chance that my act will produ ce it. | may
be able to justify my voting by appealing to the expected benefit.

Consider a Presidential Election in the United States. If | vote, there may

be a very small chance that my vote will make a difference. On one estimate,

if lam votingin o  ne of the large and marginal states, which might go either

way, the chance that | shall make a difference would be about one in a
hundred million. (The estimate is difficult. It should not be assumed that

any pattern of votes is as likely as any o ther. But several writers agree that

this chance is about one in a hundred million. )

Call the two candidates Superior and Inferior. And suppose that, if the
next President is Superior, thi s will on average benefit Americans. There will

be some Americans who will lose. It would have been better for these
Americans if Inferior had won. But the losses to these Americans -- the rich
minority -will be outweighed by the benefits to all the othe r Americans.
This is why Superior is the better candidate. If he is the one who is elected,

this will produce a greater total net sum of benefits minus burdens. The

average net benefit to Americans is this total sum divided by the number of
Americans. For simplicity, | ignore effects on non -Americans. If my vote
has a chance of one in a hundred million of affecting the result, the expected
benefit of my voting is as shown below.

The average net benefit

to Americans from the nu mber
Superior's election X of Americans
the costs to

me and

o -- others

One hundred million of my

voting.

Since there are two hundred million Americans, this sum is likely to be
positive. This will be so if Superior' s election would on average bring to

Americans a net benefit more than half as great as the costs of my voting. |

must be pretty cynical to doubt this. Similar remarks apply to many other

public goods, and to altruists as well as Consequentialists. If a n altruist does
not ignore very tiny chances, he will often have a moral reason to make a
contribution. The expected benefit that he would give to others would be

greater than the costs of his contribution.

It may be objected that it is irrational to c onsider very tiny chances. When
our acts cannot affect more than a few people, this may be so. But this is
because the stakes are here comparatively low. Consider the risks of causing
accidental death. It may be irrational to give any thought to a
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one-in-a-million chance of killing one person. But, if | was a nuclear
engineer, would | be irrational to give any thought to the same chance of
killing a million people? This is not what most of us believe. We believe,

rightly, that such chances ough t to be considered. Suppose that nuclear
engineers did ignore all chances at or below the threshold of
one-in-a-million. It might then be the case that, for each of the many
components in a nuclear reactor, there is a one -in-a-million chance that, in
any day, this component would fail in a way that would cause a
catastrophe. It would be clearly wrong for those who design reactors to
ignore such tiny chances. If there are many reactors, each with many such
components, it would not take many days befor e the one -in-a-million risk
had been run a million times. There would fairly soon be a catastrophe.

When the stakes are very high, no chance, however small, should be
ignored. The same is true when each chance will be taken very many times.

In both the se kinds of case, each tiny chance should be taken to be just what

it is, and included in the calculation of the expected benefit. We can usually

ignore a very small chance. But we should not do so when we may affect a

very large number of people, or wh en the chance will be taken a very large
number of times. These large numbers roughly cancel out the smallness of

the chance.

A similar point applies if an act is likely or certain to give to others very

small benefits. We should not ignore such benefi ts when they would go to a
very large number of people. This large number roughly cancels out the
smallness of the benefits. The total sum of benefits may thus be large.

These two points are not equally plausible. Very small benefits may be
imperceptib le. And it is plausible to claim that an 'imperceptible benefit' is

not a benefit. But it is not plausible to claim that a very small chance is not a
chance.

28. IGNORING SMALL OR IMPERCEPTIBLE EFFECTS

The Third Mistake in moral mathematics is to ignor e very small chances
when they would either affect very many people, or would be taken very
many times. The Fourth and Fifth Mistakes are to ignore very small and

imperceptible  effects on very large numbers of people. These are similar
mistakes, and ca n be criticised with the same arguments. But imperceptible
effects raise one extra question.

I need not state both mistakes. The Fourth is the same as the Fifth except

that 'very small' replaces 'imperceptible’. Some people believe

(The Fifth Mistake) If some act has effects on other people that are
imperceptible, this act cannot be morally wrong because it has these
effects. An act cannot be wrong because of its effects on other people, if

none of these people could ever notice any difference. Simil arly, if some
act would have imperceptible effects on other people, these effects
cannot make this act what someone ought to do.

| shall deny these claims. One kind of imperceptible effect is not
controversial. | may cause you serious harm inaway thatis imperceptible.
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The dose of radiation that | give you may be the unknown cause of the
cancer that kills you many years later. Though the cause may be unknown,
the harm here is perceptible. In denying the claims just stated, | am
referringto a cts whose effects on people are imperceptible.

Consider first a variant of a case described by Glover. 4

The Drops of Water. A large number of wounded men lie out in the
desert, suffering fro m intense thirst. We are an equally large number of
altruists, each of whom has a pint of water. We could pour these pints
into a water -cart. This would be driven into the desert, and our water
would be shared equally between all these many wounded men. By
adding his pint, each of us would enable each wounded man to drink
slightly more water -- perhaps only an extra drop. Even to a very thirsty
man, each of these extra drops would be a very small benefit. The effect
on each man might even be impercep tible.

Assume that the benefit given to each man would be merely the relieving of
his intensely painful thirst. There would be no effect on these men's health.
Since the benefits would be merely the relief of suffering, these are the kind

of benefit of which it can most plausibly be claimed that, to be benefits at
all, they must be perceptible.

Suppose first that, because the numbers are not very large, the benefit
that each of us would give to each man would, though very small, be
perceptible. If w e make the Fourth Mistake, we believe that such tiny
benefits have no moral significance. We believe that, if some act would give

to others such tiny benefits, this cannot make this act what someone ought

to do. We are forced to conclude that none of us ought to add his pint. This
is clearly the wrong conclusion.

Assume, next, that there are a thousand wounded men, and a thousand

altruists. If we pour our pints into the water -cart, each of us would cause
each wounded man to drink an extra thousandth of a pint. These men
could notice the difference between drinking no water and one thousandth

of a pint. Let us therefore ask, 'lIf these men will drink at least one tenth

of a pint, could they notice the effect of drinking any extra thousandth of

a pin t?' | shall assume that the answer is No. (If the answer is Yes, we
merely need to suppose that there are more altruists and wounded men.

There must be some fraction of a pint whose effect would be too small to

be perceptible.)

Suppose that a hundred a  ltruists have already poured their water into the
cart. Each of the wounded men will drink at least one tenth of a pint. We

are the other nine hundred altruists, each of whom could add his pint.
Suppose next that we make the Fifth Mistake. We believe th at, if some act
would have imperceptible effects on other people, these effects cannot make

this act what someone ought to do. If we believe this, we cannot explain

why each of us ought to add his pint.

It may be said: 'We can avoid this problem if we redescribe the effect of
adding each pint. We need not claim that this gives to each of the men one

thousandth of a pint. We could claim that it gives to one man one pint.'
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This claim is false. The water will be shared equally between all these
men. When | add my pint, is the effect that an extra man receives a full pint?

If I had not added my pint, is there some man who would have received
nothing rather than a full pint? Neither of these is true. There is only one
correct description of the e  ffect of my act. It gives to each of the thousand
men an extra thousandth of a pint.

It may next be said that we should appeal to the Share -of-the - Total - View.
On this view, the share that each contributes is equivalent to the benefit that
one man recei ves from one pint. But we cannot appeal to this view, since we
saw in Section 25 that it can imply absurd conclusions. We can ignore these
complications.

What we can appeal to is a claim about what we together do. We can
claim
(C10) When (1) the best outcome would be the one in which

people are benefited most, and (2) each of the members of some

group could act in a certain way, and (3) they would benefit

these other people if enough of them act in this way, and (4) they
would benefit these people most if they all act in this way, and
(5) each of them both knows these facts and believes that
enough of them will act in this way, then (6) each of them ought

to act in this way.

Each of us could give to each of the thousand wounded men an extra

tho usandth of a pint of water. If enough of us act in this way this will

benefit each of these men. And we will benefit these men most if we all act in

this way. We know these facts, and we know that enough of us -- one
hundred -- have already acted in thi s way. (C10) implies correctly that each

of us ought to act in this way.

Remember now the Fifth Mistake. On this view, an act cannot be right

or wrong, because of its effects on other people, if these effects are
imperceptible. The case just described refutes this view. It is clear that, in

this case, each of us should pour his pint into the water -cart. Each of us
should cause each wounded man to drink an extra thousandth of a pint.

Each of us ought to affect each wounded man in this way, even though

these effects are imperceptible. We may believe that, because these effects

are imperceptible, each of us is benefiting no one. But, even if each benefits
no one, we together greatly benefit these wounded men. The effects of all
our acts are perceptib  le. We greatly relieve the intense thirst of these men.
Consequentialists may appeal to several principles. They may thus believe

that, in some cases, the best outcome is not the one in which people are
benefited most. To cover such cases, they can clai m

(C11) When (1) the members of some group would make the
outcome better if enough of them act in some way, and (2) they
would make the outcome best if all of them act in this way, and

(3) each of them both knows these facts and believes that

enough of them will act in this way, then (4) each of them ought
to act in this way.
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Non - Consequentialists believe that, in some cases, we should try to produce
the best outcome. In some of these cases, they can appeal to (C11). As
before, in some cases, (C11) does not by itself give the right answer. We
would have to add a more complicated claim. | shall ignore these

complications.  *

As | showed in Section 26, there are two kinds of case wh ere we need to

appeal to the effects, not just of single acts, but of sets of acts. We need to
make this appeal when (1) the effects of our acts are overdetermined, or (2)

we face co -ordination problems. We are now considering cases where (3)
each pers on's act will have imperceptible effects on other people. This may
be a third kind of case in which we need to appeal to the effects of sets of
acts. Whether we  need to make this appeal depends in part on the answer to
another question.

29. CAN THERE BE IMPERCEPTIBLE HARMS AND BENEFITS?
It may be objected: 'You claim that each of the thousand altruists should
pour in his pint, since this is how the wounded men would be benefited

most. This claim is false. Suppose that one of the altruists does not po urin

his pint. Are the wounded men benefited less? They are not. They drink
slightly less water. But this effect is imperceptible. Since the effect is
imperceptible, the benefit to these men cannot be less.’

This objection assumes that there cannot be imperceptible benefits. If we
make this assumption, we face part of a wider problem, variously called the
Sorites Problem, Wang's Paradox, or the Paradox of the Heap. 4

In our case, the bene fit is the relieving of intensely painful thirst. If each
man receives a pint of water, his thirst will become less painful. His pain will

be less bad. Our problem is the following. We assume

(A) Someone's pain cannot become imperceptibly better or wors
Someone's pain cannot become either less bad, or worse, if this
person could not possibly notice any difference.

And it is plausible to assume

(B) At least as bad as, applied to pains, is a transitive  relation:
someone's pain in Outcome (2) is a t least as bad as it was in
Outcome (1), and his pain in Outcome (3) is at least as bad as it
was in Outcome (2), his pain in Outcome (3) must be at least as

bad as it was in Outcome (1).

A hundred altruists have already poured in their pints. Each of the wounded

men will drink at least a tenth of a pint. They would not notice the effect of

any extra thousandth of a pint. (If this is false, we can assume that this

fraction would be smaller.)

In different possible outcomes different numbers of altruists pour their
pints into the cart. Let us refer to these outcomes by citing the number who
contribute. Thus, if no one else contributes, this will produce Outcome 100.

Suppose that one more altruist contributes. Each wounded man will

drink more  water, but the amount will be so small that he cannot notice

this. According to (A), each man's thirst cannot become less painful. Each

man's pain in Outcome 101 must be at least as bad as it would have been in

e.

if
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Outcome 100. Suppose next that a second al truist adds his pint. As before,
none of the men can notice this difference. According to (A) each man's

thirst cannot become less painful. Each man's pain in Outcome 102 must be

at least as bad it would have been in Outcome 101. According to (B) each
man's pain in Outcome 102 must be at least as bad as it would have been in
Outcome 100. The same claims apply if a third altruist contributes. In
Outcome 103 each man's pain must be at least as bad as it would have been

in Outcome 100. These claims appl y to every extra altruist who contributes.
Suppose that all of us contribute. The result is Outcome 1000, in which each

man drinks a whole pint. (A) and (B) together imply that each man's pain

must be at least bad as it would have been in Outcome 100. D rinking a
whole pint, rather than only one tenth, cannot do anything to relieve the

pain of each man's thirst. Since this conclusion is absurd, we must reject

either (A) or (B).

Which should go? | reject (A). | believe that someone's pain can become

less painful, or less bad, by an amount too small to be noticed. Someone's

pain is worse, in the sense that has moral relevance, if this person minds the

pain more, or has a stronger desire that the pain cease. 8 | believe that
someone can mind his pain slightly less, or have a slightly weaker desire that

his pain cease, even though he cannot notice any difference. More generally,

there can be imperceptible harms, and imperceptible benefits. In many other
kinds of case, people have been shown to make very small mistakes when

they report the nature of their experiences. Why should we assume that they

cannot make such mistakes about the badness of their pain, and the
strength of their desire that some pain cease?

Suppose that you reject these claims, and continue to accept (A). You

must then reject (B). To avoid the absurd conclusion reached above, you

must admit that, when applied to pains, at least as bad as is not transitive.
And rejec ting (B) has implications like those of rejecting (A). You must now

admit that your acts may be wrong, because of their effects on someone

else's pain, even though none of your acts makes this person's pain worse.
You must admit this because, though non e of your acts makes this peison's
pain worse, they may together have this effect. Each act may be wrong,
though its effects are imperceptible, because it is one of a set of acts that
together make this person's pain very much worse.

Consider The Bad Old Days. A thousand torturers have a thousand victims.
At the start of each day, each of the victims is already feeling mild pain.
Each of the torturers turns a switch a thousand times on some
instrument. Each turning of a switch affects some victi m's pain in a way
that is imperceptible. But, after each torturer has turned his switch a
thousand times, he has inflicted severe pain on his victim.

Suppose that you make the Fifth Mistake. You believe that an act cannot

be wrong, because of its effec ts on other people, if these effects are
imperceptible. You must then conclude that, in this case, no turning of a
switch is wrong. None of these torturers ever act wrongly. This conclusion is
absurd.
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Why are the torturers acting wrongly? One explanati on appeals to the
total effect of what each torturer does. Each turns a switch a thousand
times. These acts, taken together, inflict severe pain on his victim.

Consider next The Harmless Torturers. In the Bad Old Days, each torturer
inflicted severe pai n on one victim. Things have now changed. Each of the
thousand torturers presses a button, thereby turning the switch once on

each of the thousand instruments. The victims suffer the same severe

pain. But none of the torturers makes any victim's pain pe rceptibly
worse.

Can we appeal here to the total effect of what each torturer does? This
depends in part on whether we reject (A), believing that someone's pain can
become imperceptibly worse. If we believe this, we can claim: 'By pressing

the button, each torturer causes each victim to suffer slightly more. The
effect on each is slight. But, since each torturer adds to the suffering of a
thousand victims, each torturer imposes a great total sum of suffering. Since

the victims suffer just as much as they did in the Bad Old Days, each
torturer is acting just as wrongly as he used to do. In the Bad Old Days,

each torturer imposed on one victim a great sum of suffering. Each of the
Harmless Torturers imposes on these thousand victims an equally great

total sum of suffering.'

Suppose instead that we accept (A), believing that pains cannot become
imperceptibly worse. We must then admit that each of the Harmless
Torturers causes no one to suffer more. We cannot appeal to the total effect

of what eac h torturer does. Each presses a button, thereby turning a
thousand switches once. If we accept (A), we must claim that the acts of

each torturer impose no pain on anyone. None of the torturers harms
anyone.

Even if none of them harms anyone, each Harml ess Torturer is acting just
as wrongly as he did in the Bad Old Days. If we cannot appeal to the effects

of what each torturer does, we must appeal to what the torturers together

do. Even if each harms no one, they together impose great suffering on a
thousand victims. We can claim

(C12) When (1) the outcome would be worse if people suffer more, and

(2) each of the members of some group could act in a certain

way, and (3) they would cause other people to suffer if enough of
them act in this wa vy, and (4) they would cause these people to
suffer most if they all act in this way, and (5) each of them both
knows these facts and believes that enough of them will act in

this way, then (6) each would be acting wrongly if he acts in this

way.

This explains why the Harmless Torturers are acting wrongly.

Someone may object: 'In the case of the Harmless Torturers, (4) is not

true. These torturers do not cause their victims to suffer most if they all turn
each switch once. Suppose that one of them tu rned no switches. None of the
victims would notice any difference. Since a pain cannot become
imperceptibly less bad, if one of them does not act, the pain of the victims
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would be as bad as it would be if they all acted. Since (4) is not true, (C12)

does not imply that each of the torturers is acting wrongly.'

To answer this objection, we must qualify our claim, in a complicated

way. We can ignore these complications.

If we accept (A), our objection to the Harmless Torturers must be
complicated. If  we reject (A), our objection could be simple. We could claim

that each of the torturers inflicts on the victims a great total sum of
suffering.

Of these two explanations, which is better? Even if we reject (A), we may

be wrong to give the simpler expla nation. Whether this is so depends on the
answer to another question. Consider The Single Torturer. One morning, only

one of the torturers turns up -for work. It happens to be true that, t hrough
natural causes, each of the victims is already suffering fair ly seve re pain.
This pain is about as  bad as it would be after the switche s had been turned
five hundred times. Knowing this fact, the Single To rturer presses the button
that turns the switch once on all of the machines. The effect is the same as in

the d ays when all the torturers act. More precisely, the effect is just like

that when each switch is turned for the five hundred and first time. The

Single Torturer knows that this is the effect. He knows that he is not
making any victim's pain perceptibly worse. And he knows that he is
not a member of a group who together do this.

Is the Single Torturer acting wrongly? Suppose we believe that he is not. We

cannot then appeal to the simpler objection in the case where all the
torturers act. We cannot cla im that each is acting wrongly because he is
imposing on others a great total sum of suffering. If this is why each is

acting wrongly, the Single Torturer must be acting wrongly. He acts in the

same way, and with the same effects.If we believe tha t the Single Torturer is
not acting wrongly, we must give the other objection in the case where all

the torturers act. We must claim that each is acting wrongly because he is a
member of a group who together inflict great suffering on their victims.

I am inclined to believe that the Single Torturer is acting wrongly. But |
know of many people who believe that he is not. These people believe that it

cannot be wrong for someone to affect others in a certain way, if this person

knows both (1) that these effects will be imperceptible, and (2) that they will

not be part of a set of effects that, together, are perceptible. Since this belief

is widely held, and not implausible, it is better not to appeal to the effects of

what each torturer does. Even if we believe that there can be imperceptible
harms and benefits, as | do, it is better to appeal to what groups together

do. This appeal is less controversial.

If the Single Torturer is not acting wrongly, it may be unfair to claim that
some people make five mistakes in moral mathematics. If this torturer is not
acting wrongly, the Fifth Mistake is merely a special case of the Second
Mistake.

In this section | have asked whether there can be imperceptible harms and
benefits. | am inclined to answer Ye s. If we answer No, we must abandon
the claim that, when applied to harms and benefits, atleastas bad as and at
least as good as are transitive relations. | have also shown that it makes little
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difference which answer we accept. On either answer, we m ust abandon
what | call the Fifth Mistake. We must abandon the view that an act cannot

be either right or wrong, because of its effects on other people, if these
effects are imperceptible.

30. OVERDETERMINATION
Return now to the pints of water and the wounded men. Let us add some
features to this case. Suppose that, before the water -cart is driven to these
men, you arrive, with another pint. The wounded men need more than a
single pint. After drinking this pint their intensely painful thirst would n ot
be fully relieved. But the water -cart can hold only one thousand pints. It is
now full. If you add your pint, this will merely cause one pint to overflow
down some drain.
You have no moral reason to add your pint, since this would merely
cause a pi nt to be wasted. According to (C10), you ought to add your pint if
this would make you a member of a group who together benefit other
people. We may think that, if you add your pint, you are not a member of
the group who together benefit the wounded men . Some of your pint may
be drunk by these wounded men. And you are acting in the same way as the
other altruists did. But we might claim, 'Unlike the other altruists, you do
not give to each of the wounded men an extra thousandth of a pint of water.
Your act has no effect on the amount of water that these men receive.’

Things are not so simple. If you add your pint, this will be a case
involving overdetermination. It is true of you that, if you had not
contributed, this would have made no diffe rence to the amount of water
that the men drink. But, since you have contributed, the same is true of each

of the other altruists. It is true that, if any one of these altruists had not

contributed, this would have made no difference to the amount of wa ter
that the men drink. The water -cart would not have been full when you
arrive, and your pint would have made it full. What is true of you is true of

each of the other altruists. It is therefore true that you are a member of the

group who together ben  efit the wounded men.

In a case like this, we must appeal to what the agents know, or have
reason to believe. Suppose that the other altruists had no reason to believe
that you would arrive, with your extra pint. Each ought to have poured in
his pint. This is because each had good reason to believe that he would be a
member of a group of whom it is true both (1) that they together benefit the

wounded men, and (2) that they benefit these men most if they all pour in
their pints. When you arrive, you k now that the water -cart is full. You have
no reason to contribute, since you know that you would not be a member of

such a group. If you contribute, you would instead be a member of a group
which is too large.  We should claim

(C13) Suppose that there i s some group who, by acting in a
certain way, will together benefit other people. If someone
believes that this group either is, or would be if he joined, too
large, he has no moral reason to join this group. A group is too
large if it is true that, if one or more of its members had not
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acted, this would not have reduced the benefit that this group,

gives to other people.

If you add your pint, this would make this group of altruists too large. If

you do not add your pint, this group would not be too large. This is a special
borderline case. (C13) also covers the more common cases where some
group is already too large.

3 1. RATIONAL ALTRUISM
The Fifth Mistake in moral mathematics is the belief that imperceptible
effects cannot be morally signific ant. This is a very serious mistake. When

all the Harmless Torturers act, each is acting very wrongly. This is true even
though each makes no one perceptibly worse off. The same could be true of
us. We should cease to think that an act cannot be wrong, because of its

effects on other people, if this act makes no one perceptibly worse off. Each

of our acts may be  very wrong, because of its effects on other people, even if
none of these people could ever notice any of these effects. Our acts may
togeth er make these people very much worse off.

The Fourth Mistake is equally serious. If we believe that trivial effects can

be morally ignored, we may often make people very much worse off.
Remember the Fisherman's Dilemma. Where there is overfishing, or
declining stocks, it can be better for each if he tries to catch more, worse for

each if all do. Consider

How the Fishermen Cause a Disaster. There are many fishermen, who
earn their living by fishing separately on some large lake. If each
fisherm an does not restrict his catch, he will catch within the next few
seasons more fish. But he will thereby lower the total catch by a much

larger number. Since there are many fishermen, if each does not restrict

his catch, he will only trivially affect th e number caught by each of the
others. The fishermen believe that such trivial effects can be morally
ignored. Because they believe this, even though they never do what they
believe to be wrong, they do not restrict their catches. Each thereby
increase s his own catch, but causes a much greater lowering in the total
catch. Because they all act in this way, the result is a disaster. After a few
seasons, all catch very many fewer fish. They cannot feed themselves or

their children.

If these fisherman k  new the facts, had sufficient altruism, and avoided the
Fourth Mistake, they would escape this disaster. Each knows that, if he

does not restrict his catch, this would be somewhat better for himself,
whatever others do. And each knows that, if he acts i n this way, the effects
on each of the others will be trivial. The fishermen should not believe that

these trivial effects can be morally ignored. They should believe that acting

in this way is wrong.

As before, there are two ways in which we could exp lain why these acts
are wrong. We could appeal to the total effect of each person's act. Each
fisherman knows that, if he does not restrict his catch, he will catch more

fish, but he will reduce the total catch by a much larger number. For the

sake of a small gain to himself, he imposes on others a much greater total
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loss. We could claim that such acts are wrong. This claim does not assume

that there can be imperceptible harms and benefits. It is therefore less
controversial than the corresponding cl aim about what each of the Harmless
Torturers does.

Our alternative is to appeal to what these fishermen together do. Each
fisherman knows that, if he and all the others do not restrict their catches,

they will together impose upon themselves a great t otal loss. Rational
altruists would believe these acts to be wrong. They would avoid this
disaster.

It may be said: 'So would rational egoists. Each knows that, if he does

not restrict his catch, he is a member of a group who impose upon
themselves a great loss. It is irrational to act in this way, even in

self -interested terms." As | shall argue in the next chapter, this claim is not
justified. Each knows that, if he does not restrict his catch, this will be better
for himself. When someone does wh at he knows will be better for himself, it

cannot be claimed that his act is irrational in self -interested terms.
Remember next

The Commuter's Dilemma. Suppose that we live in the suburbs of a

large city. We can get to and return from work either by car or by bus.
Since there are no bus -lanes, extra traffic slows buses just as much as it
slows cars. We could therefore know the following to be true. When

most of us are going by car, if any one of us goes by car rather than by

bus, he will there by save himself some time, but he will impose on
others a much greater total loss of time. This effect would be dispersed.

Each might cause a hundred others to be delayed for twenty seconds,

or cause a thousand others to be delayed for two seconds. Most of us
would regard such effects as so trivial that they can be morally ignored.

We would then believe that, in this Commuter's Dilemma, even a
rational altruist can justifiably choose to go by car rather than by bus.

But if most of us make this choice we shall all be delayed for a long
time every day.

Rational altruists would avoid this result. As before, they could appeal

either to the effects of what each person does, or to the effects of what all
together do. Each saves himself some time, at the cost of imposing on others
a much greater total loss of time. We could claim that it is wrong to act in

this way, even though the effects on each of the others would be trivial. We

could instead claim that this act is wrong, because those who act in th is way
together impose on everyone a great loss of time. If we accept either of

these claims, and have sufficient altruism, we would solve the Commuter's
Dilemma, saving ourselves much time every day.

Similar reasoning clearly applies to countless other cases. In some of these
it may be unclear whether the effects on others are trivial or imperceptible.
Consider the devices that purify the exhaust that our cars emit. We would

think it wrong to save ourselves the cost of repairing this device, if in

consequence we imposed great air -pollution on some other single person.
But many people would not think this wrong if it merely trivially or
imperceptibly increased the air -pollution suffered by each of very many
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people. This would be the actual effect i n many large cities. It might be
much better for all of us if none of us caused such pollution. But, to believe

that we are acting wrongly, many of us need to change our views. We must

cease to believe that an act cannot be wrong, because of its effects on other
people, if these effects are either trivial or imperceptible.

As conditions change, we may need to make some changes in the way we

think about morality. | have been arguing for one such change.
Common -Sense Morality works best in small commun ities. When there are
few of us, if we give to or impose on others great total benefits or harms, we

must be affecting other people in significant ways, that would be grounds

either for gratitude, or resentment. In small communities, it is a plausible

claim that we cannot have harmed others if there is no one with a
complaint, or a ground for resenting what we have done.

Until this century, most of mankind lived in small communities. What

each did could affect only a few others. But conditions have now changed.
Each of us can now, in countless ways, affect countless other people. We

can have real though small effects on thousands or millions of people. When

these effects are widely dispersed, they may be either trivial, or
imperceptible. It now makes a great difference whether we continue to
believe that we cannot have greatly harmed or benefited others unless there

are people with grounds for a serious complaint, or for gratitude. If we
continue to believe this, even if we care about effe cts on others, we may fail
to solve many serious Prisoner's Dilemmas. For the sake of small benefits to
ourselves, or our families, we may deny others much greater total benefits,

or impose on others much greater total harms. We may think this
permissi ble because the effects on each of the others will be either trivial or
imperceptible. If this is what we think, what we do will often be much worse

for all of us.

If we care sufficiently about effects on others, and change our moral view,

we would sol ve such problems. It is not enough to ask, 'Will my act harm

other people?' Even if the answer is No, my act may still be wrong, because
of its effects on other people. | should ask, 'Will my act be one of a set of

acts that will  together harm other peo ple? The answer may be Yes. And the
harm to others may be great. If this is so, | may be acting very wrongly, like
the Harmless Torturers. We must accept this view if our concern for others

is to yield solutions to most of the many Prisoner's Dilemmas t hat we face:
most of the many cases where, if each of us rather than none of us does

what will be better for himself -- or better for his family or for those he
loves -- this will be worse, and often much worse, for everyone.

4 THEORIES THAT ARE  DIRECTLY
SELF -DEFEATING

WE often face Many -Person Prisoner's Dilemmas. It is often true that, if

each rather than none of us does what will be better for himself, or his
family, or those he loves, this will be worse for all of us. If each of us is
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disposed to act in this way, these cases raise a practical problem. Unless
something changes, the outcome will be worse for all of us.

This problem has two kinds of solution: political and psychological. Of

the psychological solutions, the most important a re the moral solutions. As
| argued, there are many cases where we need a moral solution.

| described four of these solutions. These are provided by four motives:
trustworthiness, reluctance to be a free -rider, wanting to satisfy the
Kantian Test, and  sufficient altruism. There are two forms of each moral
solution. When one of these motives leads someone to make the altruistic
choice, what this person does may either be, or not be, worse for him.

This distinction raises deep questions. | shall simply state what my
arguments assume. On all plausible theories about self -interest, what is in
our interests partly depends on what our motives or desires are. If we have

moral motives, it may therefore not be true that the altruistic choice will

be worse for us. But this might be true. Even if it is, we might still make

this choice.

| am here dismissing four claims. Some say that no one does what he
believes will be worse for him. This has been often refuted. Others say that

what each does is, by defin ition, best for him. In the economist's phrase, it

will 'maximize his utility'. Since this is merely a definition, it cannot be false.

But it is here irrelevant. It is simply not about what is in a person's own

long -term self -interest. Others say that v irtue is always rewarded. Unless
there is an after -life, this has also been refuted. Others say that virtue is its

own reward. On the Objective List Theory, being moral and acting morally

may be one of the things that make our lives go better. But, on t he plausible
versions of this theory, there could be cases where acting morally would be,

on the whole, worse for someone. Acting morally might deprive this person

of too many of the other things that make our lives go better.

To return to my own claim s. Many Prisoner's Dilemmas need moral
solutions. We must be directly disposed to make the altruistic choice. There

are two forms of each moral solution. One form abolishes the Dilemma. In

these cases, because we have some moral motive, it is not true that it will be
worse for each if he makes the altruistic choice. But in other cases this is still

true. Even in such cases, we might make this choice. Each might do, for

moral reasons, what he knows will be worse for him.

We often need moral solu tions of this second form. Call them
self-denying . They solve the practical problem. The outcome is better for
everyone. But they do not abolish the Dilemma. A theoretical problem
remains.

The problem is this. We may have moral reasons to make the altr uistic
choice. But it will be better for each if he makes the self -benefiting choice.
Morality conflicts with self  -interest. When these conflict, what is it rational

to do?

On the Self -interest Theory, it is the self -benefiting choice which is
rationa I. If we believe S, we shall be ambivalent about self -denying moral
solutions. We shall believe that, to achieve such solutions, we must all act
irrationally.
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Many writers resist this conclusion. Some claim that moral reasons are
not weaker than self -interested reasons. Others claim, more boldly, that

they are stronger. On their view, it is the self -benefiting choice which is
irrational.

This debate may seem unresolvable. How can these two kinds of reason

be weighed against each other? Moral reasons are, of course, morally
supreme. But self -interested reasons are, in self -interested terms, supreme.

Where can we find a neutral scale?

32. IN PRISONER'S DILEMMAS, DOES S FAIL IN ITS OWN TERMS?
It has been claimed that we do not need a neutral scale. There is a sense in
which, in Prisoner's Dilemmas, the Self -interest Theory is self -defeating. It
has been claimed that, since this is true, moral reasons are superior to
self -interested reasons, even in self -interested terms.
As we have seen, S might be individually indirectly self -defeating. It might
be worse for someone if he was never self -denying. But this is not true in
Prisoner's Dilemmas. The bad effects are here produced by acts, not
dispositions. And it is clear which choice will be better for each person. It is
true of each that, if he makes the altruistic choice, this will certainly be
worse for him. S tells each to make the self -benefiting choice. And, whatever
others do, it will be better for each if he himself makes this choice. S is not
here individually self -defeating. But, in the sense defined in Section 22, S is
directly collectively self-defeating. If all successfully follow S, this will be
worse for each than if none do.
Does this show that, if we all follow S, we are irrati onal? We can start
with a smaller question. If we believe S, would our theory be failing even in
its own terms?
We could answer: 'No. The pursuit by each of self -interest is better for

him. It succeeds. Why is S collectively self -defeating? Only b ecause the
pursuit of self -interest is worse for others. This does not make it
unsuccessful. It is not benevolence.'

If we are self -interested, we shall of course deplore Prisoner's Dilemmas.

These are not the cases loved by classical economists, where each gains if
everyone pursues self -interest. We might say: 'In those cases, S both works

and approves the situation. In Prisoner's Dilemmas, S still works. Each still

gains from his own pursuit of self -interest. But since each loses even more
from th e self -interested acts of others, S here condemns the situation.'

This may seem an evasion. When it would be worse for each if we all

pursue self -interest, it may seem that the Self -interest Theory should
condemn itself. Suppose that, in some other grou p, facing the same
Dilemmas, all make the altruistic choice. They might say to us: 'You think

us irrational. But we are better off than you. We do better even in self -
interested terms.’

We could answer: 'That is just a play on words. You 'do better' o nly in
the sense that you are better off. Each of you is doing worse in self -
interested terms. Each is failing to act in a way that he knows would be

better for him." We might add: 'What is worse for each of us is that, in our
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group, there are no fools. E ach of you has better luck . Though your
irrationality is  bad for you, you gain even more from the irrationality of
others.'

They might answer: 'You are partly right. Each of us is doing worse in

self -interested terms. But, though each is doing worse, we are doing better.
This is not a play on words. Each of us is better off because of what we do.'
This suggestion is more promising. Return to the simpler Two -Person

Case. Each could either benefit himself (E) or give to the other some greater
benefit (A ). The outcomes would be as shown below.

You
do (E) do (A)
do (E) Tfhird -best Best for me,
| Woretfor e ‘Socond besi
do (A) best for you’ for both
To ensure that neither's choice can affect the other's, so that there can be no

reciprocity, suppose that we cannot communicate. If | do A rather than E,

that will then be worse for me. This is so whatever you do. And the same

holds for you. If we both do A rather than E, each is therefore doing worse

in self -interest ed terms. The suggestion is that we are doing better.

What makes this promising is that it contrasts each with we. As we have
seen, what is false of each may be true of us.It can be true for example that,

though each harms no one, we together harm other people. If we both do A

rather than E, is it true that, though each is doing worse in self -interested
terms, we together are doing better?

We can use this test. The Self  -interest Theory gives to each a certain aim.

Each does better in S's terms if, of the acts that are possible for him, he does

what causes his S -given aim to be better achieved. We do better in S's terms

if, of the acts that are possible for us, we do what causes the S -given aims  of
each to be better achieved. This test seems fair. | t might show that, if each
does the best he can in S's terms, we together could not do better.

When we are measuring success, only ultimate aims count. Suppose that

we are trying to scratch our own backs. The ultimate aim of each might be

that he cease to itch. We would then do better if we scratched each other's
backs. But we might be contortionists: the ultimate aim of each might be

that his back be scratched by himself If we scratched each other's backs, we
would then do worse.

What is the ultima te aim that the Self -interest Theory gives to each? Is it
that his interests be advanced, or that his interests be advanced by himself .
On the Self -interest Theory, if someone's interests are advanced by himself,

this person is acting rationally. | can therefore restate my question. What is
the ultimate aim given to each by S? Is it that his interests be advanced, or

that he act rationally?

In Section 3 | defended the following answer. Like all theories about
rationality, S gives to each the formal a im that he act rationally. But,
according to S, this formal aim is not, as such, a substantive aim. S gives to
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each person one ultimate substantive aim: that his life goes, for him, as well

as possible. On the Hedonistic Theory about self -interest, bein g rational and
acting rationally are not part of this aim. They are both mere means. On

some other theories about self -interest, being rational and acting rationally

are not mere means. They are both, whatever their effects may be, parts of

the ultimat e substantive aim that S gives to each person. But this would not

be true when they would be, on the whole, worse for someone.

We can imagine a theory that gives to each person this substantive aim:

that his interests be advanced by himself Someone who believes this theory
might crudely misinterpret Nietzsche, and value 'the fiercest self -reliance’.
If we both do A rather than E, we would be doing worse in these sub -
Nietzschean terms. Th e interests of each would be better advanced. But
neither's interests would be advanced by himself, so the sub -Nietzschean
aim would be worse achieved.

If we both do A rather than E, are we doing better in S's terms? We cause

the interests of eachto b e better advanced. In this respect, we are doing

better in S's terms,causing the S -given aim of each to be better achieved. On
the Hedonistic Theory about self -interest, this completely answers my
guestion. On this theory, S claims any act to be a mere means. The aim is
always the effect on one's conscious life. (Nietzsche's 'blond beasts' were, it

is said, lions. But, for them too, acting is a means. They prefer to eat what

others kill.)

On some other theories about self -interest, more must be said. According
to S, if we both do A rather than E, we are both acting irrationally. Each is

doing what he knows will be worse for himself. On some theories about

self -interest, being rational and acting rationally are parts of the aim that S

gives t o0 each. On these theories, there can be true Prisoner's Dilemmas. But

some apparent Dilemmas are not true Dilemmas. | discuss these cases in

endnote >,

33. ANOTHER BAD DEFENCE OF MORALITY
In true Dilemmas, if we both do A rather than E, we are doing better in S's
terms. We are causingthe S -given aim of each to be better achieved. This is
so on all theories about self  -interest. We do  better in S's terms if we do what
S tells us not to do.
Does this show that S is failing in its own terms? It may seem so. And it is
tempting to contrast S with morality. We might say, The Self -interest
Theory breeds conflict, telling each to work against others. This is how, if
everyone pursues self -inter est, this can be bad for everyone. Where the

Self -interest Theory divides, morality unites. It tells us to work together - to
do the best we can. Even on the scale provided by self -interest, morality
therefore wins. This is what we learn from Prisoner’ s Dilemmas. If we cease

to be self -interested and become moral, we do better even in self -interested
terms.' >

This argument fails. We do better, but each does worse. If we both do A
rather than E, we make the outcome better for each, but each makes the

outcome worse for himself. Whatever the other does, it would be better for
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each if he did E. In Prisoner's Dilemmas, the problem is this. Should each
do the best he can for himself? Or shou Id we do the best we can for each? If
each does what is best for himself, we do worse than we could for each. But

we do better for each only if each does worse than he could for himself.

This is just a special case of a wider problem. Consider any theor y about
what we have reason to do. There might be cases where, if each does better

in this theory's terms, we do worse, and vice versa. Call such cases Each-We
Dilemmas . A theory can produce such Dilemmas even if it is not concerned

with what is in our interests.

Consequentialist theories cannot produce such Dilemmas. As we saw in

Section 21, this is because these theories are agent -neutral , giving to all
agents common aims.

If a theory does produce Each ~ -We Dilemmas, it may not be obvious what

this shows. Reconsider the Self  -interest Theory. This tells each to do the
best he can for himself. We are discussing cases where, if we all pursue
self -interest, we are doing what is worse for each. The Self -interest Theory is
here directly collectiv  ely self -defeating. But we cannot assume that this is a
fault. Why should S be collectively successful? Why is it not enough that, at

the individual level, S succeeds?

We might say: 'A theory cannot apply only to a single individual. If it is
rational for me to do whatever will be best for me, it must be rational for
everyone to do whatever will be best for himself. Any acceptable theory
must therefore be successful at the collective level.'

This involves a confusion. Call a theory universal if it ap plies to everyone,
collective if it claims success at the collective level. Some theories have both
features. One example is a Kantian morality. This tells each to do only what

he could rationally will everyone to do. The plans or policies of each must

be tested at the collective level. For a Kantian, the essence of morality is the

move from each to we.

At the collective level -- as an answer to the question, 'How should we all
act -- the Self -interest Theory would condemn itself. Suppose that we are
choosing what code of conduct will be publicly encouraged, and taught in
schools. S would here tell us to vote against itself. If we are choosing a
collective code, the self  -interested choice would be some version of morality.

S is universal, applying to everyone. But S is not a collective code. It is a
theory about individual rationality. This answers the smaller question that |

asked above. In Prisoner's Dilemmas, S is individually successful. Since it is

only collectively self -defeating, S does no t fail in its own terms. S does not
condemn itself.

34. INTERTEMPORAL DILEMMAS
Many bad theories do not condemn themselves. So the larger question
remains open. In such cases, what is it rational to do?

It may help to introduce another common theory. This tells each to do
what will best achieve his present aims. Call this the Present -aim Theory , or
P. Suppose that, in some Prisoner's Dilemma, my aim is the outcome that is

best for me. According to P, it is then the self -benefiting choice which is
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rational. If my aim is to benefit others, or to pass the Kantian Test, it is the

altruistic choice which is rational. If my aim is to do what others

do -- perhaps because | do not want to be a free -rider -- it is uncertain which
choice is rational. This  depends on my beliefs about what others do.

As these remarks show, P may conflict with S. What will best achieve my
present aims may be against my own long -term self -interest. Since the two
theories may conflict, defenders of S must reject P.

They migh t point out that, even at the individual level, P can be directly

self -defeating. It can produce Intertemporal Dilemmas . These will be most
common for those who care less about their further future. Suppose that |

am such a person, and that, at di fferent times, | have different aims. At each

time | could either (1) do what will best achieve my present aims or (2) do

what will best achieve, or enable me to achieve, all of my aims over time.

According to P, | should always do (1) rather than (2). Only so shall | at
each time do the best | can in P's terms. But over time | may then do worse,

in P's terms. Over time, | may be less successful in achieving my aims at

each time.

Here is a ftrivial but, in my case, true example. At each time | will be st
achieve my present aims if | waste no energy on being tidy. But if | am never

tidy this may cause me at each later time to achieve less. And my untidiness

may frustrate what | tried to achieve at the first time. It will then be true, as

it sadly is, that being never tidy causes me at each time to achieve less.

35. ABAD DEFENCE OF S
Those who believe in the Self -interest Theory may appeal to such cases.
They might say: 'The Present -aim Theory is here directly self - defeating.
Even in P's terms, S  is superior. The self -interested choice is (2). If you
always do (2) rather than (1), you will more effectively achieve your aims at
each time. If you follow S, you do better even in P's terms.’
Like the defence of morality, this argument fails. If | fo llow S, | do better
over time. But ateachtime |do worse. If | always do (2), 1 am at each time
doing what will  less effectively achieve the aims that | then have. (1) is what
will best achieve these.

This distinction may be hard to grasp. Suppose th at | always do (1) rather
than (2). It will then be true that, over time , I will less effectively achieve the
aims that | have  at each time . If this is true, how can it also be true that, at

each time, | will  more effectively achieve my aims at that tim e? To see how

this is possible, we can remember the Interpersonal Dilemma. For the word

'we' substitute 'l over time', and for the word 'each’ substitute 'l at each

time'. In the Interpersonal Dilemma, we do better for each only if each does
worse for himself than he could. In the Intertemporal Dilemma, | do better

over time at each time only if at each time | do worse than | then could.

As these claims suggest, Each -We Dilemmas are a special case of an
even wider problem. Call these Reason -Relativit y Dilemmas . S produces
Each-We Dilemmas because its reasons are agent -relative . According to S,
I can have a reason to do what you can have a reason to undo. P
produces Intertemporal Dilemmas because its reasons are time -relative.
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According to P, | can have a reason now to do what | shall later have a
reason to undo.

P can be intertemporally self -defeating. But P does not claim to be
successful at the intertemporal level. It is a theory about what we have
reasons to do at each time. Even in the Inte rtemporal Dilemmas, P is
successful at each time. If | always follow P, doing (1) rather than (2), | am

doing at each time what will best achieve my aims at that time. Since P is a

theory about what we have reasons to do at each time, it is not fa iling here
in its own terms. P does not condemn itself.

A Self -interest Theorist must claim that, nonetheless, P should be
rejected. He might say: 'Any acceptable theory must be intertemporally
successful. It is no defence that P does not claim such su ccess. This merely
shows P to be structurally flawed. If a theory is intertemporally self -
defeating, this is enough to show that it should be rejected.’

These claims may do nothing to support S. If P is refuted by the fact that

it is intertemporally s elf-defeating, why is S not refuted by the fact that it is

interpersonally  -- or collectively -- self-defeating? And if it is a good reply
that S does not claim to be collectively successful, why can the Present -aim
Theorist not make a similar reply?

As these remarks show, the Self -interest Theory can be challenged from

two directions. This makes it harder to defend. Answers to either challenge

may undermine answers to the other.

One challenge comes from moral theories. The other challenge comes
from the Present -aim Theory. There are several versions of this theory. The
simplest version is the Instrumental Theory . According to this theory, what
each person has most reason to do is whatever will best achieve his present
aims. This theory takes the agent's aims as given, and discusses only means.
No aim is claimed to be irrational. Any aim can provide good reasons for

acting.
Another version of P is the Deliberative Theory . This appeals, not to the
agent's actual present aims, but to the aims tha t he would now have, if he

knew the relevant facts and was thinking clearly. According to this theory, if

an aim would not survive such a process of deliberation, it does not provide

a good reason for acting.

A third version of P criticizes aims in a s econd way. On this theory,
even if they would survive such a process of deliberation, some kinds of

aim are intrinsically irrational, and cannot provide good reasons for
acting. What each person has most reason to do is whatever will best
achieve those of his present aims that are not irrational. This is the
Critical Present -aim Theory .

Of these versions of P, the least plausible is the Instrumental Theory. All

three versions often conflict with the Self -interest Theory. Someone may
know the facts a nd be thinking clearly, yet have aims which he knows to be
against his own long -term self -interest. And we may believe that some of
these aims are not irrational. Some examples might be: benefiting others,
discovering truths, and creating beauty. We may conclude that the pursuit
of these aims is not less rational than the pursuit of self -interest. On this
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view, pursuing such aims is not irrational even when the agent knows that

he is acting against his own long -term self -interest.

A Self -interest The orist must reject these claims. He must insist that
reasons for acting cannot be time -relative. He might say: 'The force of a
reason extends over time. Since | shall have a reason to promote my future

aims, | have a reason to do so now.' This clai m is at the heart of the Self -

interest Theory.
Many moral theorists make a second claim. They believe that certain
reasons are not agent -relative. They might say: "The force of a reason may

extend, not only over time, but over different lives. Thus, i f | have a reason
to relieve my pain, this is a reason for you too. You have a reason to relieve
my pain.' >®

The Self -interest Theorist makes the first claim, but rejects the second. He

may find it hard to defend both halves of this position. In reply to the
moralist, he may ask, 'Why should | give weight to aims which are not
mine ? But a Present -aim Theorist can ask, 'Why should | give weight now to
aims which are not mine now ? The Self -interest Theorist may reply with an
appeal to the Intertemporal Dilemmas, where the Present -aim Theory is
intertemporally self -defeating. But he can then be challenged with the
Interpersonal Dilemmas, where his own theory is collectively self - defeating.
A moralist might say: 'The argument for the Self -interest Theory carries us
beyond this theory. Properly understood, it is an argument for morality.'

In Part Two | shall pursue this line of thought. But something else should be
discussed first. At the interpersonal level, the contrast is not between the
Self -interest Theory and morality.

36. HOW COMMON  -SENSE MORALITY IS DIRECTLY SELF -DEFEATING
As | implied in Section 22, the Self -interest Theory is not the only theory
that can produce Each -We Dilemm as. Such cases may occur when (a) some
theory T is agent -relative, giving to different agents different aims, (b) the

achievement of each person's T  -given aims partly depends on what others
do, and (c) what each does will not affect what these others do . These
conditions often hold for Common - Sense Morality.

Most of us believe that there are certain people to whom we have special
obligations. These are the people to whom we stand in certain relations --
such as our children, parents, friends, benefac tors, pupils, patients, clients,
colleagues, members of our own trade union, those whom we represent, or

our fellow -citizens. We believe that we ought to try to save these people

from certain kinds of harm, and ought to try to give them certain kinds of
benefit. Common - Sense Morality largely consists in such obligations.
Carrying out these obligations has priority over helping strangers. This
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priority is not absolute. | ought not to save my child from a cut or bruise
rather than saving a stranger's life. But | ought to save my child from some
harm rather than saving a stranger from a somewhat greater harm. My duty

to my child is not overridden whenever | could do somewhat greater good
elsewhere.
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When | try to protect my child, what should my aim be? Should it simply
be that he is not harmed? Or should it rather be that he is saved from harm
by me ? If you would have a better chance of saving him from harm, | would
be wrong to i nsist that the attempt be made by me. This shows that my aim
should take the simpler form.

We can face Parent's Dilemmas . Consider

Case One. We cannot communicate. But each could either (1) save his

own child from some harm or (2) save the other's chil d from another
somewhat greater harm. The outcomes are shown below.
You
do (1) do (2)
do (1) Both our children Mine suffers neither
suffer the greater harm harm, yours suffers both

| Mine suffers both
harms, yours suffers
2 1I
do (2) neither

Since we cannot communicate, neither's choice will affect the other's. If the

aim of each should be that his child not be harmed, each should here do (1)

rather than (2). Each would thus ensure that his child is harmed less. This is
so whatever the other does. But if both do (1) rather than (2) both our
children will be harmed more.

Consider next those benefits that | ought to try to give my child. What

should my aim here be? Should | insist that it be I who benefits my child,
even if this would be worse for him? Some would always answer No. But

this answer may be too sweeping. It treats parental care as a mere means.

We may think it more than that. We may agree that, with some kinds of
benefit, my aim should take the simpl er form. It should simply be that the
outcome be better for my child. But there may be other kinds of benefit that

my child should receive  from me .

With both kinds of benefit, we can face Parent's Dilemmas. Consider

Case Two. We cannot communicate. But each could either (1) benefit
his own child or (2) benefit the other's child somewhat more. The
outcomes are shown below.

Both s uffer the
lesser harm

You
do (1) do (2)
do (1) Third - best for Best for mine,
| both our children worst for yours
Worst for mine,
do (2) best for yours Second -best for both

If my aim should here be that the outcome be better for my child, I should
again do (1) rather than (2). And the same holds for you. But if both do (1)
rather than (2) this will be worse for both our children. Compa re

Case Three. We cannot communicate. But | could either (1) enable
myself to give my child some benefit or (2) enable you to benefit yours
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somewhat more. You have the same alternatives with respect to me.
The outcomes are shown below.

You
do (1) do (2)

Each can give his I can benefit mine

do (1) child some benefit most, you can benefit
| yours least
I can benefit mine .
do (2) least, you can benefit Each can benefit
his child more
yours most
If my aim should here be that | benefit my child, | should again do (1) rather

than (2). And the same holds for you. But if both do (1) rather than (2) each

can benefit his child less. Note the difference between these two examples.

In Case Two we are concerned with what happens . The aim of each is tha t
the outcome be better for his child. This is an aim that the other can directly

cause to be achieved. In Case Three we are concerned with what we do.
Since my aim is that | benefit my child, you cannot, on my behalf, do so.

But you can help me to do s 0. You can thus indirectly help my aim to be
achieved.

Two-Person Parent's Dilemmas are unlikely to occur. But we often face

Many -Person Versions. It is often true that, if all rather than none give

priority to our own children, this will either be worse for all our children, or
will enable each to benefit his own children less. Thus there are many public

goods: outcomes that would benefit our children whether or not we help to

produce them. It can be true of each parent that, if he does not he Ip, this
will be better for his own children. What he saves -- whether in money, time,

or energy -he can spend to benefit only his own children. But, if no parent

helps to produce this public good, this will be worse for all our children

than if all do. In another common case, such as the Fisherman's Dilemma,

each could either (1) add to his own earnings or (2) (by self -restraint) add
more to the earnings of others. It will here be true of each that, if he does
(1) rather than (2), he can benefit his c hildren mo re. This is so whatever
others do. But if all do (1) rather than (2) each can be nefit his children less.
These are only two of the ways in which such ¢ ases can occur. There are
many others.

Similar remarks apply to all similar obligations -- such as those to pupils,

patients, clients, or constituents. With all such obligations, there are
countless many -person versions like my three Parent's Dilemmas. They are

as common, and as varied, as Many -Person Prisoner's Dilemmas. As we
have just seen, they will often have the same cause.

Here is another way in which this might be true. Suppose that, in the

original Prisoner's Dilemma, it is our lawyers who must choose. This yields

the Prisoner's Lawyer's Dilemma . If both lawyers give priority to thei r own
clients this will be worse for both clients than if neither does. Any

self -interested Dilemma may thus yield a moral Dilemma. If one group face

the former, another may in consequence face the latter. This may be so if
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each member of the second gr oup ought to give priority to some members
of the first. A similar claim applies when different groups, such as nations,
face a self -interested Dilemma. Most governments believe that they ought to

give priority to the interests of their citizens. There are several ways in
which, if all governments rather than none give priority to their own
citizens, this will be worse for all their citizens. The problem comes from the

giving of priority . It makes no difference whether this is given to oneself or
oth ers.

My examples all involve harms or benefits. But the problem can arise for
other parts of Common  -Sense Morality. It can arise whenever this morality
gives to different people different duties. Suppose that each could either (1)
carry out some of his own duties or (2) enable others to carry out more of
theirs. If all rather than none give priority to their own duties, each may be
able to carry out fewer. Deontologists can face Each -We Dilemmas.

37. THE FIVE PARTS OF A MORAL THEORY
What do such cas es show? Most of us accept some version of the theory

that | call Common -Sense Morality. According to this theory, there are
certain things that each of us ought to try to achieve. These are what | call

our moral aims . We successfully follow this moral theory when each does
what, of the acts that are possible for him, best achieves his moral aims. In

my cases it is certain that, if all rather than none successfully follow this

theory, we will thereby cause the moral aims of each to be worse achi eved.
Our moral theory is here directly collectively self -defeating. Is this an
objection?Let us start with a smaller question. Could we revise our theory, so

that it would not be self -defeating? If there is no such revision, ours may be
the best possibl e theory. We should first identify t he part of our theory which

is self-defeating.One part of a moral theory may cover successful acts , on
the assumption  of full compliance . Call this part Ideal Act Theory . This says
what we should all try to do, simply on the assumptions that we all try, and

all succeed. Call this what we should all ideally do. 'All' here do es not mean
‘everyone living'. It means 'the members of some group'.As | argued in
Chapter 1, it is not enoug h to decide what we should all ideally do. We must

take into account these four facts:

a. We are often uncertain what the effects of our acts will be;

b. some of us will act wrongly;

C. our acts are not the only effects of our motives;

d. when we feel remorse, or blame each other, this may affect
what we later do, and have other effects.

Our moral theory can therefore have the five parts shown below.

When we are deciding what we believe, we should first consider our Ideal
Act Theory. In asking what we should all ideally do, we are asking what our
ultimate moral aims should be. These are the foundation of our moral
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theory. The other parts of our theory are what we need to claim, given our
ultimate moral aims, when we consider the four facts stated above.

38. How WE CAN REVISE COMMON -SENSE MORALITY SO THAT IT
WOULD NOT BE SELF -DEFEATING

Suppose that we accept some version of Common -Sense M orality. In my
examples, what is true is this. If all of us successfully follow our moral
theory, it will be directly self -defeating. What is self -defeating is our Ideal
Act Theory. If we should revise our theory, this is the first part that we
should revise.
Call our theory M, and its revised version R. One of R's claims is
(R1) When M is self -defeating, we should all ideally do what will cause
the M -given aims of each to be better achieved.
Thus in all my Parent's Dilemmas we should all ideally do (2) rather than
(1). This would make the outcome better for all our children, and would
enable each to benefit his own children more.
(R1) revises our Ideal Act Theory. If we revise this part of our theory, we
shall naturally be led to revise the rest
Consider first our Practical Act Theory. This describes what each of us
ought to do, given the facts (a) that we often do not know what the effects
of our acts will be, and (b) that some of us will act wrongly.
Return to the case of a public good whi ch would benefit our children.
One such good is the conservation of scarce resources. Suppose that we are
the poor fishermen in the Fisherman's Dilemma, trying to catch enough to
feed our children. Because there is overfishing, there are declining stock s. It
is true of each that, if he does not restrict his catch, this will be slightly
better for his own children. They will be slightly better fed. This is so
whatever others do. But if none of us restricts his catch this will be much
worse for all our  children than if we all restrict our catches. All our children
will be much worse fed. According to (R1), we should all ideally restrict our
catches. If some fail to do so, (R1) ceases to apply. But it would be natural
to make this further claim: each should restrict his catch provided that
enough others do so too.
What counts as enough? There is a natural answer to this question.
Consider any public good that would benefit our children, and that will be
provided only if there are voluntary contribu tions. Assume, for simplicity,
that there is no upper threshold above which contributions would be
wasted. Our children would benefit most if we all contribute. Suppose that
each of us knows that there will be some parents who will not contribute.

There must be some smallest number k which is such that, if k or more
parents contribute, this would be better for each contributor's children than

if none contribute. If only one contributes, this would be worse for his
children than if he did not ¢ ontribute. If  all contribute, this would be better
for all our children than if none contribute. Somewhere between one and all
there must be the number k where the change from worse to better comes.
The number k has two special features: (1) If k or mor e contribute, each
contributor is joining a scheme whose net effect is to benefit his own
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children. The children of each contributor will be benefited more than they
would have been if no one had contributed. (2) If less than k contribute, any
contribu tor's children will be benefited less than they would have been if no

one had contributed. (1) and (2) make k a plausible moral threshold above

which each parent ought to contribute. We can claim

(R2) In such cases, each ought to contribute if he believ es that there
will be at least k contributors.

If our Practical Act Theory claims (R2), this change in our moral view may

often change what we do.

It may be said: 'Since (1) is true, we need not claim that each ought to
contribute if each believes tha t there will be at least k contributors. Since
each is joining a scheme whose net effect is to benefit his children, his love

for his children will make him want to join this scheme. Doing so will be

better for his children.’

These claims are false. Su ppose that at least k parents contribute. The
children of these contributors will be benefited more than they would have

been if no one had contributed. But each contributor is doing what is worse

for his own children. It would be better for each contri butor's children if he
did not contribute, and spent all that he saved -- in time, money, or energy -
to benefit only his own children. This is true however many others
contribute. Since each contributor is doing what is worse for his own
children, we need to claim that each ought to contribute, if he believes that
there will be at least k contributors. Each ought to contribute since, though

each is doing what is worse for his own children, the k contributors are

together doing what is better for all their children.
To support (R2) we can also point out that, if any parent does not
contribute when others do, his children will be 'free -riders'. They will benefit

from this public good at the expense of the children of contributors. They

will benefit at the expense of these other children because (a) they will be
benefited more than the children of contributors, and (b) this is true because

each contributor did what was worse for his own children.

Similar claims apply to our other special obligatio ns. According to
Common -Sense Morality, we ought to give some kinds of priority to the
interests of those people to whom we are related in certain ways. Besides our
children, some examples are: our parents, pupils, patients, clients, those

whom we repr esent, and our fellow  -citizens. Let us say that we are

M-related to these people. There are several other kinds of M -relation.
What these relations have in common is that, according to Common -Sense
Morality, or M, we have special obligations to a Il of those to whom we are
M-related.

There are countless cases where, if each gives priority to his M -related
people, this would be worse for all these people than if no one gave priority

to his M -related people. According to (R1), what we should all ideally do, in
such cases, is to give no priority to our M -related people. If we follow (R1),
this would be better for all these people.

Suppose we know that some people will give priority to their M -related
people. (R1) ceases to apply. But there will again be some smallest number k
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such that, if k or more do not give priority to their M -related people, this
would be better even for these people than it would be if all gave priority to
their M -related people. Since this is true, we can plausibly cla im

(R3) When M is self -defeating, each of us ought to give no priority to
those whom he is M -related, if he believes that at least k others

will act in the same way.

If we accept (R3), this may again often change what we do. As before, if

each of k pe ople gives no priority to his M -related people, each is doing
what is worse for his M -related people. This is why, according to Common -
Sense Morality, each is acting wrongly. But, though each is doing what is
worse for his M -related people, these k peo  ple are together doing what is
better for all these people. Though these k people act in a way that M claims

to be wrong, they together cause to be better achieved the M -given aims of
each. Since they follow (R3) rather than M, they together do better even in
M's terms. %

Consider next the parts of our theory that claim what our motives ought to
be. Suppose that each could either (1) save his own child from some lesser
harm or (2) save ano ther's child from some greater harm. According to

(R1), we should all ideally do (2). But should we be disposed to do (2)? If the
lesser harms would themselves be great, such a disposition might be
incompatible with love for our children. This may lead us to decide that we

should remain disposed to do (1). If we remain so disposed, we may
therefore, in such cases, do (1) rather than (2). Our children would then
suffer greater harms. But, if we are to love them, this is the price they must

pay.

It is worth describing the extreme case. Suppose that you and | each have
four children, all of whom are in mortal danger. We are strangers, and we
cannot communicate. Each could either (1) save one of his own children or

(2) save three of the other's childr en. If | love my children, | may find it
impossible to save the lives of three of your children at the cost of letting
one of my children die. And the same may be true of you. We will then both

do (1) rather than (2). Because we love our children, we sa ve only two of our
children when we could have saved six.

It would on the whole be better if we continue to have such love for our
children. This may sometimes make it causally impossible that we do what

(R1) and (R2) claim that we ought to do. But there would be many other
cases where this would not be true. Thus it would be possible both to love

our children and to contribute to most public goods.

If we turn to our other special obligations, it is less plausible to claim that

we should be d isposed not to do what (R3) claims that we should do. Thus
the governments of different countries ought to be able not to give priority

to their own citizens, when this would be better for all their citizens. When

we consider the effects of having diffe rent dispositions, the plausible view, in
most cases, is that we should be disposed to act upon (R3).
I have claimed that, if we ought to revise Common -Sense Morality, we

ought to accept claims (R1) to (R3). Since we ought to love our children,
there a re certain extreme cases where we ought not to be disposed to act
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upon these claims. And there may be certain other similar exceptions. But in
most cases we ought to be disposed to act upon these claims. These changes
in our moral view may therefore oft en change what we do.

39. WHY WE OUGHT TO REVISE COMMON -SENSE MORALITY
If we revise Common -Sense Morality, or M, we ought to accept three of R's
claims: (R1) to (R3). | return now to the main question. If we accept M,
ought we to revise our view? Ought we to move from M to R? Is it an
objection to Common -Sense Morality that, in many cases, it is self -
defeating? If it is, R is the obvious remedy. R revises M where M is self -
defeating. And the only difference is that R is not.
Remember first that, i n these cases, M is directly self-defeating. The
problem is not that, in our attempts to follow M, we are somehow failing.
That would merely make M indirectly self -defeating. As | have argued, this
might be no objection to our theory. The problem here i S more serious. In
the cases | described, we all successfully follow M. Each succeeds in doing
what, of the acts that are possible for him, best achieves his M -given aims.
But, because we all successfully follow M, we cause the M -given aims of
each to be worse achieved. This is what makes M self -defeating. Can it be
claimed that this is no objection? This seems very doubtful. If there is any
assumption on which it is clearest that a moral theory should not be self -
defeating, it is the assumption tha t it is universally successfully followed.
Remember next that by 'aims' | mean substantive aims. | have ignored
our formal aim: the avoidance of wrongdoing. This may seem to remove the
objection. Take those cases where, if we follow M, either the outcom e will
be worse for all our children, or each can benefit his children less. We might
say: 'These results are, of course, unfortunate. But how could we avoid
them? Only by failing to give priority to our own children. This would be
wrong. So these case s cast no doubt on our moral theory. Even to achieve
our other moral aims, we should never act wrongly.'

These remarks miss the point. It is true that, in these cases, M is not

formally self -defeating. If we follow M, we are not doing what we bel ieve to
be wrong. On the contrary, since we believe M, we believe it to be wrong not

to follow M. But M is substantively self -defeating. Unless we all do what we
now think wrong, we will cause the M -given aims of each to be worse
achieved. The question is: Might this show that we are mistaken? Ought we
perhaps to do what we now think wrong? We cannot answer, 'No - we
should never act wrongly'. If we are mistaken, we would not be acting
wrongly. Nor can we simply say, 'But, even in these cases, we ought to give
priority to our own children." This just assumes that we are not mistaken.

To defend our theory, we must claim more than this. We must claim that it

is no objection to our theory that, in such cases, it is directly substantively

self -defeat ing.

This would be no objection if it simply did not matter whether our M -
given aims will be achieved. But this does matter. The sense in which it

matters may need to be explained. If we have not acted wrongly, it may not

matter morally. But it matter s in a sense that has moral implications. Why
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should we try to achieve our M -given aims? Part of the reason is that, in this
other sense, their achievement matters. If the achievement of our moral

aims did not matter, they would be like a set of pointle ss rules, intended
merely to test our obedience.

It may now be said: 'You call M self-defeating. So your objection must
appeal to M. You should not appeal to some rival theory. This is what you

have just done. When you claim that it matters whether our M-given aims
will be achieved, you are merely claiming that, if they are not, the outcome

would be worse. This assumes Consequentialism. So you beg the question.'

This is not so. In explaining why, | shall again combine two distinctions.

When our aims are held in common, they are agent -neutral. Other aims are
agent -relative. Any aim may be concerned either with what happens or with

what we do. This gives us four kinds of aim. Four examples are shown
below.

Concerned with

what happens what we do
aqent -neutral that children do that children are cared
9 u not starve for by their own parents
agent - relative that my children that | care for
do not starve my children
When | claim that it matters whether our M -given aims will be achieved, |
am not assuming that only outcomes matter. Some of our M -given aims are
concerned with what we do. Thus parental care may not be for us a mere
means. Nor am | assuming agent -neutralism. Since Common  -Sense
Morality is, for the most part, agent -relative, thi s would beg the question.

But this is not what | am doing.

There are here two points. First, | am not assuming that what matters is

the achievement of  M-given aims. Suppose that | could either (1) promote

my own M -given aims or (2) more effectively pro mote yours. According to
M, | should here do (1) rather than (2). | would thereby cause M -given aims
to be, on the whole, worse achieved. But this does not make M self -
defeating. If | follow M, | would cause my M-given aims to be better
achieved. In m y examples the point is not that, if we all do (1) rather than

(2), we cause M -given aims to be worse achieved. The point is that we cause

each of our own M-given aims to be worse achieved. We do worse not just in

agent -neutral but in agent  -relative ter ms.

The second point is that this can matter in an agent -relative way. It will
help to remember the Self -interest Theory. In Prisoner's Dilemmas, this
theory is directly self  -defeating. If all rather than none successfully follow S,

we will thereby cau se the S -given aims of each to be worse achieved. We will
make the outcome worse for everyone. If we believe S, will we think that

this matters? Or does it only matter whether each achieves his formal aim:

the avoidance of irrationality? The answer is ¢ lear. S gives to each the
substantive aim that the outcome be, for him, as good as possible. The
achievement of this aim matters. And it matters in an agent -relative way. If

we believe S, we shall believe that it matters that, in Prisoner's Dilemmas, if
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we all follow S, this would be worse for each of us. Though they do not

refute S, these cases are, in self -interested terms, regrettable. In claiming

this, we need not appeal to S's agent -neutral form: Utilitarianism. The Self -
interest Theory is abou t rationality rather than morality. But the
comparison shows that, in discussing Common -Sense Morality, we need not
beg the question. If it matters whether our M -given aims are achieved, this
can matter in an agent  -relative way.

Does this matter? Note that 1 am not asking whether this is all that
matters. | am not suggesting that the achievement of our formal aim -- the
avoidance of wrongdoing -- is a mere means. Though assumed by some
Consequentialists, this is not what most of us believe. We may ev en think
that the avoidance of wrong -doing always matters most. But this is here
irrelevant. We are asking whether it casts doubt on M that it is substantively

self -defeating. Might this show that, in such cases, M is incorrect? It may be

true that wha t matters most is that we avoid wrongdoing. But this truth

cannot show M to be correct. It cannot help us to decide what iS wrong.

Can we claim that the avoidance of wrong -doing is all that matters? If
that were so, my examples would show nothing. We co uld say, 'To be
substantively self -defeating is, in the case of Common - Sense Morality, not

to be damagingly self-defeating.! Can we defend our moral theory in this

way? In the case of some M  -given aims, perhaps we can. Consider trivial
promises. We might believe both that we should try to keep such promises,

and that it would not matter if, through no fault of ours, we fail. But we do

not have such beliefs about all of our M -given aims. If our children, suffer
harm, or we can benefit them less , this matters. Our morality is not a set of
pointless rules, intended merely to test our obedience.

Remember finally that, in my examples, M is collectively but not individually
self -defeating. Could this provide a defence? This is the central question [
have raised. It is because M is individually successful that, at the collective

level, it can be directly self-defeating. Why is it true that, if we all do (1)
rather than (2), we successfully follow M? Because each is doing what, of the
acts that a re possible for him, best achieves his M -given aims. Is it perhaps

no objection that we thereby cause the M -given aims of each to be worse
achieved?

It will again help to remember the Self -interest Theory. In Prisoner's
Dilemmas, S is collectively self -defeating. If we were choosing a collective

code, something that we shall all follow, S would tell us to reject itself. The
self -interested choice would be some version of morality. But those who

believe S may claim that this is irrelevant. They can sa y: 'The Self -interest
Theory does not claim to be a collective code. It is a theory of individual
rationality. To be collectively self -defeating is, in the case of S, not to be

damagingly self -defeating.'

Can we defend Common -Sense Morality in this way ? This depends upon
our view about the nature of morality, and moral reasoning. On most views,

the answer would be No. On these views, morality is essentially a collective

code -- an answer to the question 'How should we all act? An acceptable
answer t o this question must be successful at the collective level. The answer
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cannot be directly collectively self -defeating. If we believe in Common -Sense
Morality, we should therefore revise this theory so that it would not be in

this way self -defeating. We ought to adopt R.

Consider first Kant's view about the nature of moral reasoning. Assume

that | am facing one of my Parent's Dilemmas. Could | rationally will that

all give priority to their own children, when this would be worse for
everyone's childre n, including my own? The answer is No. For Kantians,

the essence of morality is the move from each to we. Each should do only
what he can rationally will that we all do. A Kantian morality cannot be

directly collectively self  -defeating.

There are sever al writers who accept a Kantian view about the nature of

moral reasoning, but who also accept some form of Common -Sense
Morality. If they keep their Kantian view, these writers ought to move to

the revised version R, and accept claims (R1) to (R3).

Other writers hold Constructivist ~ views about the nature of morality. A
morality is, for them, something that a society creates, or what it would be

rational for a society's members to agree to be what governs their

behaviour. This is another kind of view on which an acceptable moral
theory cannot be directly collectively self -defeating. Those who hold such a
view cannot continue to accept some version of Common -Sense Morality.

They must move to the corresponding versions of (R1) to (R3).

Those wh o hold a Constructivist view may question my division of a

moral theory. (R1) revises what | call our Ideal Act Theory. Constructivists

may see no need for this part of a moral theory. But they cannot object to

my proposal that we should answer the ques tion of what we should all do,
simply on the assumptions that we shall all try, and all succeed. Answering

this question is at worst unnecessary. If a Constructivist asks what we

should all ideally do, his answer cannot be some version of Common -Sense
Morality. If he accepts some version of this morality, he must move to the
corresponding version of (R1), the revised version of his morality that

would not be directly collectively self -defeating. And, since he should accept
(R1), he should also accept (R2) and (R3). He should revise his Practical

Act Theory, the part that used to be his whole theory.

On most of the other views about the nature of moral reasoning, morality

is essentially a collective code. % On these views, if we accept Common -
Sense Morality, we must move to R. But some believers in Common -Sense
Morality may have no view about the nature of moral reasoning. Could

these people plausibly claim that, even though there are many cases where
their morality is directly self -defeating, this is no objection to their morality,

and no ground for a move to R?

Such a claim seems to me implausible. And it is worth suggesting how
Common -Sense Morality comes close to telling us to m ove to R. Suppose
that, in my Parent's Dilemmas, we could all communicate. We would then

be told by Common -Sense Morality to make a joint conditional promise

that we will all follow, not this morality, but my revised version R. If | join

with others in  this conditional promise, this will be better for my children.

My special obligation to my children will therefore be best fulfilled if I
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conditionally promise, with everyone else, that none of us will give priority
to their own children. Making this ¢ onditional promise will be the best that
| can do for my own children. If | promise to follow R, on condition that
everyone else promises the same, others will then follow R only because |

made this promise. If they follow R this will be better for my c hildren. So
my promise makes the outcome better for my children.

Similar remarks apply to all of the other cases where Common -Sense
Morality is self -defeating. These are cases where we believe that we ought to

give priority to those to whom we are M -related. These include such people

as our parents, pupils, patients, clients, or those whom we represent. In all

these cases, if we can communicate, we shall be told by Common -Sense

Morality to make this joint conditional promise that we shall follow (R1)
Following (R1) will then be what each ought to do, because of what he
promised. We would not be abandoning Common -Sense Morality. We

would be using part of this morality to alter the content of what we ought to

do.

Suppose, next, that in a Pa rent's Dilemma, we cannot communicate. We
shall then be unable to achieve this 'moral solution' to this Dilemma.
Common -Sense Morality now tells each to give priority to his own children.

This will be worse for all of our children, or will enable us to benefit our
children less. Similar remarks apply to the other cases. Because we cannot
communicate, and therefore cannot make the joint promise, our morality

cannot tell us to follow (R1). If we could communicate, and review the
guestion, 'What should we all do?', our morality would tell us to promise  not
to give priority to our own children, parents, pupils, patients, etc. Our

morality would tell us to promise not to do what, if we cannot
communicate, it tells us to do. It is clear that, on our mora lity, it would be
better if we could communicate, and could then promise to follow (R1).

This provides a sense in which our morality itself tells us to accept (R1).

There is a further ground for thinking that we ought to revise Common -
Sense Morality. This moral theory makes what | called the Second Mistake

in moral mathematics. It ignores the effects of sets of acts, by different

agents. It ignores the effects of what we together do. In Chapter 3 | showed

this to be a mistake. And, in showing this, | was not assuming
Consequentialism. Those who reject C would agree that, in some of my
examples, we should not ignore the effects of what we together do.

Common -Sense Morality makes this mistake whenever it is directly
collectively self -defeating. It tells each to do what will best achieve his M -
given aims. This claim assumes that it is enough to consider the effects of

what each person does. In these cases, if each does what best achieves his

M-given aims, we together cause the M -given aims of each to be worse
achieved. This is like a case where, if each does what harms no one, we
together harm many people. In such cases it is clearly a mistake to think

that what matters morally are only the effects of what each person does. We

must agree that  this is a mistake even if we reject C and accept Common -
Sense Morality.
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Suppose that we deny that a moral theory must be successful at the
collective level. Even if we deny this, we must admit that, in the cases | have
discussed, Common -Sense Morality makes what is clearly a mistake. Since
this is so, we must revise this morality by accepting (R1) to (R3).

40. A SIMPLER REVISION
There is a simpler revision of Common -Sense Morality, for which | have not
argued. This is the wholly agent -neutral form  of this morality, or, for short,
N. On this theory, each of us should always try to do what will best achieve
everyone's M -given aims. Our agent -relative moral aims become common
aims.

Because it is restricted to certain cases, my proposed revis ion R is
complicated. N is simple, and theoretically more appealing. | shall ask in the

next chapter whether, if we have moved to R, we should make the further

move to N.

It may seem that | could extend the argument above, so that its
conclusion would be that we should accept N. Consider any case in which
someone could either (1) promote his own M -given aims or (2) more
effectively promote the M  -given aims of others. All such cases, taken
together, constitute what we can call the All-Inclusive Case. This includes
every case in which Common  -Sense Morality differs from N. If we ought to
revise this morality in this All -Inclusive Case, we ought to accept N.

Suppose that, in this All  -Inclusive Case, everyone does (1) rather than (2).

We shall thereby cause our M -given aims to be, on the whole, worse
achieved. If we all did (2), they would be, on the whole, better achieved. But

this would be true only on the whole, or for most of us. There would be
exceptions. It would not be true that the M -given a ims of each would be
better achieved.

Remember the Samaritan's Dilemma. This is the Fourth Example in

Kant's Grundlegung . Could | rationally will that it be a universal law that no

one helps strangers in distress? For most of us, the answer is No. But there
are some exceptions. These are the rich and powerful, who have

body -guards and personal attendants. These people could rationally will
that no one helps strangers in distress. It would be worse for nearly
everyone if no one helped such strangers. But it would not be worse for
everyone.

A similar claim applies to my All -Inclusive Case. If we all successfully
followed the agent -neutral form of M, it would be true of most people that

their own M-given aims would be better achieved. But this would not be true
of everyone. On the definition that | gave, it is not true for everyone that M
is here directly collectively self -defeating. In that definition, 'everyone'
means 'all the members of some group'. In the All -Inclusive Case, most
people would be in this group. But there would be some outsiders.

In considering Kant's Fourth Example, we can insist that the rich and
powerful draw down a veil of ignorance. This can be claimed to be one of

the requirements of moral reasoning. But | cannot make t he comparable
claim about the All -Inclusive Case. My argument is aimed, not at the
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pre-moral to introduce them to morality, but at those who believe
Common -Sense Morality. Since these people already hold a moral view, |
cannot similarly claim that they must draw down a veil of ignorance. This is
why | have not used this argument for the wholly agent -neutral form of
Common -Sense Morality. | have argued only for the more restricted version

R. R applies only to those cases where, if we all follow M rath er than R, we
shall thereby cause the M -given aims of each to be worse achieved. We shall
all do worse not just in agent -neutral but also in agent  -relative terms. This is
a crucial difference. In the All -Inclusive Case, | can claim only that, if we all

follow M, we shall thereby cause our M -given aims to be, on the whole,
worse achieved. To claim that this matters is to assume Agent -Neutralism.
This claim cannot be part of an argument for Agent -Neutralism. This would
beg the question.

5 TWO POSSIBILITIES

In Part One of this book | have asked what is shown when a theory is self -
defeating. My answers suggest two possibilities.

41. REDUCING THE DISTANCE BETWEEN M AND C
In Prisoner's Dilemmas, the Self -interest Theory is directly colle ctively self -
defeating. In these cases, if we all pursue self -interest, this will be worse for
all of us. It would be better for all of us if, instead, we all acted morally.
Some writers argue that, because this is true, mo rality is superior to the
Self-interest Theory, even in self  -interested terms.
As | showed in Chapter 4, this argument fails. In these cases S succeeds at
the individual level. S need not be collectively successful, since it is a theory
about individual rationality.
When this argu ment is advanced by believers in Common -Sense
Morality, it back -fires. It does not refute S, but it does refute part of their
own theory. Like S, Common -Sense Morality is often directly collectively
self-defeating. Unlike S, a moral theory must be colle ctively successful.
These M -believers must therefore revise their beliefs, moving from M to R.
Their Ideal Act Theory should include (R1), and their Practical Act Theory
should include (R2) and (R3).
Unlike M, R is Consequentialist, giving to all of us common moral aims.
Since Chapter 4 shows that M -believers must move to R, this reduces the
disagreement between Common - Sense Morality and Consequentialism.
Chapter 1 also reduces this disagreement. We are pure do -gooders if we
always try directly to f ollow C, doing whatever would make the outcome
best. C is indirectly self -defeating. If we were all pure do -gooders, the
outcome would be worse than it would be if we had certain other desires
and dispositions. This fact does not refute C; but it shows that C must
include Ideal and Practical Motive Theories. C's Ideal Motive Theory must
claim that we should not all be pure do -gooders. C's Practical Motive
Theory must claim that each of us should try to have one of the best
possible sets of desires an  d dispositions, in C's terms. Each person has one
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of these sets if there is no other possible set of which it is true that, if this
person had this other set, the outcome would be better.

For most of us, the best dispositions would in the followin g sense roughly
correspond to Common -Sense Morality. We should often be strongly
disposed to act in the ways that this morality requires.

Here are two of the ways in which this is true. It would make the outcome

best if most of us have the strong desir es on which most happiness depends.

It would be best if we love our parents. If we are couples, it would be best if

we love each other, and our children. We shall then be strongly disposed to

give certain kinds of priority to the interests of these peop le, as M claims
that we ought to do. It would also make the outcome best if most of us have

strong desires to do our work well. We shall then be strongly disposed to

give some kinds of priority to the interests of such people as our pupils,
patients, ¢ lients, customers, those with whom we have made contracts, or

those whom we represent. In acting in these ways we would again be doing

what M claims that we ought to do.

For different reasons, we should be strongly disposed not to act in certain
ways. If we want someone to be dead, we shall be likely to believe, falsely,

that this person's death would make the outcome better. We should
therefore be strongly disposed not to kill other people. Similar claims apply

to deceiving or coercing others, givin g in to threats, and to several other of

the kinds of act that Common - Sense Morality claims to be wrong.

42. THE FIRST POSSIBILITY
Because C is an agent -neutral theory, it is indirectly self -defeating, and it
therefore needs to include Ideal and Practi cal Motive Theories that, in the
sense defined above, roughly correspond to M. Because M is an
agent -relative theory,it is often directly self -defeating, and it therefore needs
to be revised so that its Ideal and Practical Act Theories are in part
Consequentialist. C and M face objections that can be met only by
enlarging and revising these theories, in ways that bring them closer

together.

These facts naturally suggest an attractive possibility. The arguments in
Chapters 1 and 4 support conclusions that may dovetail , or join together to
make a larger whole. We might be able to develop a theory that includes

and combines revised versions of both C and M. Call this the Unified
Theory.

These claims are like those made by Sidgwick, Hare, and others. % But
there are at least two differences:

(1) Most of these writers try to combine Common -Sense Morality and

Utilitarianism, or U. Sidgwick argues for the Hedonistic version of U; Hare
argue s for the Desire -Fulfilment version. | have been discussing the wider
theory, Consequentialism. C may appeal to several principles about what
makes outcomes bad. C may claim, for example, that it would be worse if
there was more inequality, deception, a nd coercion, and people's rights were
not respected or fulfilled. If C makes these claims, C is already, compared
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with U, closer to Common - Sense Morality.

(2) In my claim that C is indirectly self -defeating, | merely follow
Sidgwick and Hare. Bu t | follow neither in my argument against Common -
Sense Morality. This argument does not, like Hare's, appeal to a particular

theory about the nature of morality, or the logic of moral language. And my

argument does not, like Sidgwick's, appeal to our i ntuitions. | claim that
Common -Sense Morality is in many cases directly collectively self - defeating.
This claim requires no assumptions apart from those that are made by
Common -Sense Morality. When | conclude that, in these cases, this
morality must be revised, | do assume that a moral theory must be
successful at the collective level. But this assumption is not made by only

one theory about the nature of morality. It is either made or implied by

most of the many different theories about this subject . And it would be
accepted by most of those who believe some version of Common -Sense
Morality.

The arguments in Chapters 1 and 4 both give some support to what | call
the Unified Theory. But developing this theory, in a convincing way, would
take at | east a book. That book is not this book. | shall merely briefly sketch
two parts of this theory.

43. WORK TO BE DONE
According to C, we should often be strongly disposed to act in the ways that
M requires. If we are C  -believers, and we both have and ac t upon on these
dispositions, M -believers cannot object to what we do. But they can object
to our beliefs . Since our dispositions are not to do whatever would make the
outcome best, C would often claim that, in acting on these dispositions, we
are acti ng wrongly. In developing a Unified Theory, our greatest task would
be to reconcile these conflicting beliefs.
Besides claiming that we should have these dispositions, C may also claim
that it should be our policy to act upon them. C may claim that this should
be our policy, even though these are not dispositions to do whatever would
make the outcome best. It may be true, in the ways described in Chapter 1,
that it would make the outcome best if we followed this policy. Remember
next C's Reaction The ory. This claims that we ought to feel remorse, and to
blame others, when this would make the outcome best. If we follow the
policy just described, we would often fail to do what would make the
outcome best. C would therefore claim that, in one sense, w e would be
acting wrongly. But C may also claim that, because we are following this
policy, we should not be blamed, or feel remorse. C might claim that we
should be blamed, and should feel remorse, only if we do not follow this
policy. This might be t  he pattern of blame and remorse that would make the
outcome best. If C makes these claims, this would reduce the conflict
between C and M. Though these theories would still disagree about which

acts are right or wrong, they would disagree much le ss about which acts are

blameworthy, and should arouse in us remorse. We would be closer to the
Unified Theory.
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These last claims are greatly over -simplified. In developing the Unified
Theory, we would need both to consider many different kinds of acts and
policies, and to consider how these would be related to such things as our
emotions, needs, and abilities. Many questions would need to be answered.

To be convincing, the Unified Theory must draw many distinctions, and
make many different claims. There would be much work to be done, none
of which | shall attempt here.

Since the Unified Theory would include a version of C, it may be objected

that it would be too demanding. As | have said, this objection may also be

met by C's Reaction Theory.

Return to the question of how much those in richer nations should give to

the poor. Since others will in fact give little, C claims that each of the rich

ought to give almost all his income. If the rich give less, they are acting
wrongly. But if each of the rich was blamed for failing to give nearly all his
income, blame would cease to be effective. The best pattern of blame and
remorse is the pattern that would cause the rich to give most. C might claim

that the rich should be blamed, and should feel remorse, only when they fail
to give a much smaller part of their incomes, such as one tenth.

Compared with Common -Sense Morality, C is in other ways much more
demanding. Thus C would often claim that one of us should sacrifice his

life, if he could th ereby save two strangers. But failure to save these
strangers would not be, even in C's terms, blameworthy. Since it would
include C, the Unified Theory would be more demanding than
Common -Sense Morality, as it now is. But, if it makes these claims abou t
blame and remorse, its demands may not be either unreasonable or
unrealistic.

44, THE SECOND POSSIBILITY
Many people are  moral sceptics : believing that no moral theory can be true,
or be the best theory. It may be hard to resist scepticism if we con tinue to
have deep disagreements. One of our deepest disagreements is between
Consequentialists and those who believe in Common -Sense Morality.
The arguments in Chapters 1 and 4 reduce this disagreement. If we can
develop the Unified Theory, this disag reement might be removed. We might
find that, in Mill's words, our opponents were 'climbing the hill on the other
side'.
Because our moral beliefs no longer disagree, we might also change our
view about the status of these beliefs. Moral scepticism mig ht be
undermined.

PART TWO RATIONALITY AND TIME

6 THE BEST OBJECTION TO THE
SELF-INTEREST THEORY

45.THE PRESENT -AIM THEORY

THE arguments in Part One did not refute the Self -interest Theory. | shall
now advance other arguments against thi s theory. Some of these appeal to
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morality. But the main challenge comes from a different theory about

rationality. This is the Present -aim Theory, or P.
| described three versions of P. One is the Instrumental Theory . This
claims

IP: What each of us has most reason to do is whatever would best
his present desires.

| stretch the word 'desire' to cover intentions, projects, and other aims.

To apply the Instrumental Theory, we must be able both to distinguish
different desires, and to decide which de sires someone really has. Both can
be difficult. But | shall ignore these difficulties here. All that | need to
assume is that we can sometimes decide what would, on the whole, best

fulfil someone's present desires.

In deciding this, we should ignore derived desires. These are desires for
what are mere means to the fulfilment of other desires. Suppose that | want

to go to some library merely so that | can meet some beautiful librarian. If

you introduce me to this librarian, | have no desire that is u nfulfilled. It is
irrelevant that you have not fulfiled my desire to join this library. By
‘desires’ | shall mean 'un  -derived desires'.

In deciding what would best fulfil these desires, we should give greater

weight to those that are stronger. Someone 's strongest desire may be
outweighed by several other desires. Suppose that, if | do X, this would not
fulfil my strongest present desire, but it would fulfil all of my other present
desires. Though X would not fulfil my strongest desire, | may decide that, of

the acts that are possible for me, X is what would best fulfil my desires. If |
decide this, X may become what, all things considered, | most want to do.

In its treatment of conflict between desires, and of decisions in the face of

risk and un certainty, the Instrumental Theory may take subtle forms. But,

as its name implies, it is entirely concerned with the choice of means. It does

not criticise the agent's ends -- what, he desires. As Hume notoriously wrote:
"Tis not contrary to reason to prefer the destruction of the whole world to
the scratching of my finger. 'Tis not contrary to reason to choose my total

ruin to prevent the least uneasiness of an Indian, or person wholly unknown

to me. Tis as little contrary to reason to prefe r even my own acknowledged
lesser good to my greater .

This refusal to criticize deswes is not an essential part of the Present -aim
Theory. Even Hume suggested that 'a passion . . . ca n be called
"unreasonable” . . . when it is founded on a false supposition." This
suggestion is developed in the Deliberative Theory . This claims

DP: What each of us has most reason to do is what would best achieve,

not what he actually wants, but what he would want, at the time of
acting, if he had undergone a process of ‘ideal deliberation’ -if he knew
the relevant facts, was thinking clearly, and was free from distorting
influences.

The relevant facts are those of which it is true that, if this pe rson knew this
fact, his desires would change. This last claim needs to be refined, in ways

that we can here ignore. 2
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A third version of P is the Critical Present -aim Theory , or CP. This clai ms
that some desires are intrinsically irrational, and do not provide good

reasons for acting. CP may also claim that some desires are rationally
required. On this second claim, someone would be irrational if he did not

have these desires.

We must dis tinguish here between two kinds of reason: explanatory, and
good. If someone acts in a certain way, we may know what his reason was.

By describing this reason, we explain why this person acted as he did. But

we may believe that this reason was a very ba d reason. By 'reason’ | shall
mean 'good reason'. On this use, we would claim that this person had no
reason for acting as he did.

On the Deliberative Theory, any desire provides a reason for acting, if it
survives the process of ideal deliberation. Su ppose that, knowing the facts

and thinking clearly, | prefer the world's destruction to the scratching of my

finger. On the Deliberative Theory, if | had a Doomsday Machine, and

could act upon this preference, it would be rational to do so. We may rejec t
this claim. We may believe that this preference does not provide a reason for
acting. And we may believe the same about many other possible desires. On

the Deliberative Theory, no desire is intrinsically irrational. If we believe

that there are such  desires, we should reject this theory.

A Deliberative Theorist might reply that such irrational desires would not

survive the process of ideal deliberation. This could be made trivially true,

with a definition. The theorist might claim that anyone with these desires
cannot be 'thinking clearly’. But this in effect grants the objection. In

defining what counts as 'thinking clearly’, the theorist would have to refer to

the desires in question. He would have to decide which desires are
intrinsically irr ~ ational.

The Deliberative Theorist might instead make his reply as a factual claim.

He might agree that what he means by 'thinking clearly' does not logically

exclude having the desires that we believe to be intrinsically irrational. But

he migh t insist that his theory is adequate, since those who were thinking
clearly and knew the facts would not have such desires.

Whether this is true is hard to predict. And, even if it were true, our
objection would not be fully met. If certain kinds of des ire are intrinsically
irrational, any complete theory about rationality ought to claim this. We

should not ignore the question of whether there are such desires simply
because we hope that,if we are thinking clearly, we shall never have them. If

we bel ieve that there can be such desires, we should move from the

Deliberative to the Critical version of the Present -aim Theory.
This theory has been strangely neglected. The Instrumental and
Deliberative versions, which are widely believed, make two claims (1) What

each person has most reason to do is what would best fulfil the desires that,
at the time of acting, he either has or would have if he knew the facts and
was thinking clearly. (2) Desires cannot be intrinsically irrational, or
rationally req uired. These are quite different claims. We could reject (2) and
accept a qualified version of (1). We would then be accepting the Critical
version of P. This claims
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CP: Some desires are intrinsically irrational. And a set of desires may!

be irrational even if the desires in this set are not irrational. For
example, it is irrational to prefer X to Y, Y to Z, and Z to X. A set of
desires may also be irrational because it fails to contain desires that are
rationally required. Suppose that | know the fa cts and am thinking
clearly. If my set of desires is not irrational, what | have most reason to

do is what would best fulfii those of my present desires that are not
irrational. This claim applies to anyone at any time.

The charge ‘irrational' is at on e end of a range of criticisms. It is like the
charge 'wicked'. We may claim that some act, though not so bad as to be
wicked, is still open to moral criticism. We may similarly claim that some

desire, though not deserving the extreme charge ‘irrational ', IS open to
rational criticism. To save words, | shall extend the ordinary use of
'irrational’. 1 shall use this word to mean 'open to rational criticism'. This

will allow 'not irrational' to mean 'not open to such criticism'.

In its claim about desi res that are not irrational, CP need not appeal only

to the strength of these desires. It may, for example, give no weight to those

desires that someone wishes that he did not have. And CP need not only
appeal to what, even in the broadest sense, we can call desires. It can also
appeal to the agent's values, or ideals, or to his moral beliefs. All of these

can provide reasons for acting. But CP claims that some of these are not

good reasons. It may claim, for example, that even for those people who
believe in etiquette, or some code of honour, there is no reason to obey
certain pointless rules, or to fight the duels that honour demands.

I have described three versions of the Present -aim Theory. Though this
description is a mere sketch, it wi Il be sufficient here. Much of what follows
will be concerned with what these different versions have in common. Partly

for this reason, | shall discuss only cases where the Deliberative and
Instrumental Theories coincide. These are cases where some per son knows
all of the the relevant facts, and is thinking clearly. | shall also assume that

what would best fulfil this person's present desires is the same as what this

person most wants, all things considered. And | shall often assume that this

person 's desires do not conflict either with his moral beliefs, or with his

other values and ideals. By making these assumptions | avoid considering
several important questions. These questions must be answered by any
complete theory about rationality. But th ey are not relevant to my main aim

in Part Two of this book. This aim is to show that we should reject the
Self-interest Theory.

Since this is my main aim, Part Two may be dull for those who already

reject this theory. But in Chapter 8 | discuss some p uzzling questions about
rationality and time. And | shall support CP, claiming that some desires are
intrinsically irrational, and that others may be rationally required. Since

these claims are controversial, | shall give them some defence before

retur ning to the Self -interest Theory.



46. CAN DESIRES B E INTRINSICALLY IRRATIONAL, OR
RATIONALLY REQUIRED?

Why do people think that, if a desire does not rest on some false belief, it
cannot be irrational? We can first remember why Hume, its most
disting uished holder, held this view. Hume took reasoning to be concerned
only with beliefs, and with truth or falsity. A desire cannot be false. And a
desire can be ‘called unreasonable’, on Hume's view, only if it involves
theoretical irrationality.
Reasoning is not concerned only with beliefs. Besides reasons for
believing, there are reasons for acting. Besides theoretical there is practical
rationality. There is thus a different and simpler way in which a desire may
be irrational. It may be a desire tha t does not provide a reason for acting.
Some followers of Hume refuse to call desires ‘irrational’. This difference
would be trivial if these people agree that some desires do not provide good
reasons for acting. Remember next that | use 'irrational' to mean 'open to
rational criticism'. This is a matter of degree. If a desire is not wholly
irrational, it may provide some reason for acting. If one of two desires is
more open to rational criticism, it provides a weaker reason.
If a desire is wholly ir  rational, it does not directly provide any reason for

acting. But some desires, even though irrational, do indirectly provide such
reasons. If I am claustrophobic, | may have a strong desire not to be in
some enclosed space. This desire is like a fear. Since fear involves a belief

that the object feared is dangerous, fear is irrational when this belief is

clearly false. Suppose that, when | have my strong desire to escape from

some enclosed space, | know that | am in no danger. Since my desire is like
a fear, | may judge it to be irrational. But this desire indirectly provides a

reason for acting. This is because this desire makes me intensely dislike

being in this enclosed space, and | have a reason to try to escape what |

intensely dislike

When a desire directly provides a reason for acting, the reason is seldom

the desire.lt is seldom true that, when someone acts in some way, his reason

simply is that he wants to do so. In most cases, someone's reason for acting

is one of the features of what he wants, or one of the facts that explains and
justifies his desire. Suppose that | help someone in need. My reason for

helping this person is not that | want to do so, but that he needs help, or

that | promised help, or something of the kind. Similarly, my reason for
reading a book is not that | want to do so, but that the book is witty, or that

it explains why the Universe exists, or that in some other way it is worth

reading. In both cases, my reason is not my desire but the respect in wh ich
what | am doing is worth doing, or the respect in which my aim is
desirable -- worth desiring. 2

If a reason is seldom a desire, this may seem to undermine the Present -
Aim Theory. It may seem to show that what we have most reason to do
cannot depend on what we desire. This is a mistake. Even if a reason is not a

desire, it may depend on a desire. Suppose that my reason for reading some

book is that it explains the causes of the First W orld War. If | had no desire

to know what these causes were, | would have no reason to read this book.
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| claimed that, according to CP, some desires may be rationally required.
Return to the case where my reason for helping someone is that he needs
help. Does this reason depend on a desire? Would | have a reason to help
this person if | did not care about this person's needs? More generally,
would | have a reason to act morally if | did not care about morality?

These are both controversial questions. Some writers answer No to both.
According to these writers, both these reasons essentially depend on my
desires, or what | care about. 4

Other writers claim that | do have a reason to act mor ally, or to help
someone who is in need, even if | have no desire to act in these ways. This

claim conflicts with the Instrumental version of P, and it may conflict with

the Deliberative version. But it need not conflict with the Critical version. If

we accept CP, we might claim

(CP1) Each of us is rationally required both to care about morality, and

to care about the needs of others. Since this is so, we have a
reason to act morally, even if we have no desire to do so. Whether

we have areasontoa ctin a certain way usually depends

on whether we have certain desires. But this is not so in the case

of desires that are rationally required.

This could be claimed by someone who accepts CP. My description of CP
leaves it an open question whet her this should be claimed. Since this
question is controversial, it is best to leave this question open. Either answer

could be given by someone who accepts CP. If a theory left open every
controversial question, it would not be worth discussing. But, as we shall
see, this is not true of CP.

CP's other distinctive claim is that some desires, or sets of desires, are
intrinsically irrational. | wrote above that, in most cases, my reason for

acting is not one of my desires, but the respect in which wha t | desire is
worth desiring. This naturally suggests how some desires might be
intrinsically irrational. We can claim: 'lt is irrational to desire something

that is in no respect worth desiring. It is even more irrational to desire
something thatisw  orth not desiring -- worth avoiding.’

It might be said that masochists have such desires. But actual masochism

is a complicated phenomenon, that would need a long discussion. We could

imagine a simpler case, in which someone merely wants, at some future

time, to suffer great pain. Suppose that, unlike masochists, this person

knows that he would in no respect enjoy this pain, or find that it reduces his

sense of guilt, or be benefited by this pain in any other way. This person

simply wants to have sen  sations that, at the time, he will intensely dislike,

and very strongly want not to be having. Most of us would believe this

desire to be irrational.

Are there actual cases in which people have irrational desires? One
example might be the desire that m any people feel, when at the edge of a
precipice, to jump. This strange impulse is felt by people who have not the

slightest wish to die. Since these people want to stay alive, it may be
irrational for them to act upon their desire to jump. But this doe s not show
that this desire is itself irrational. The desire to jump is not a desire to die. In
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the case of some people, the desire to jump is a desire to soar through the
air. This is a desire for something that is worth desiring. We can rationally
envy birds. In the case of other people, though they want to jump, they have

not the slightest wish to soar through the air. In the case of these people,
their desire to jump may be irrational.

Consider a desire to jump with a different cause. It has been claimed that,
at the height of their ecstasy, certain Japanese couples leap off precipices,
because they do want to die. They want to die because they are at the height

of their ecstasy. Can  this be a reason for committing suicide?

Some would say: 'No . Death can be worth desiring because it will end
one's agony. But it cannot be worth desiring because it will end one"s
ecstasy.'

This misdescribes the case. These couples do not want to die because this

will end their ecstasy. They want to die because they want their lives to end
at the highest or best point. This is not what most of us want. But, though

this desire is unusual, it is not clearly irrational. Ecstasy does not last, but
declines and decays. If some couple are in ecstasy, they ¢ an plausibly regard
the natural decay of their ecstasy as something that is very undesirable, or

well worth avoiding. By cutting short their ecstasy, their deaths would
ensure that this ecstasy will not decay. For such a couple, death may be
worth desi ring.

There are other ways in which apparently crazy desires may not be
irrational. The object of these desires may, for example, be aesthetically
appealing. Consider whims. Nagel writes: 'One might for no reason at all
conceive a desire that there sho uld be parsley on the moon, and do what one
could to smuggle some into the next available rocket; one might simply like

the idea." > This desire is not irrational. It is an excellent whim. (Tha t there
be parsley in the sea is, in contrast, a poor whim.)

It is irrational to desire something that is in no respect worth desiring, or is

worth avoiding. Though we can easily imagine such desires, there may be

few actual desires that are irrational in this way. And there is a large class of
desires which cannot be irrational. These are the desires that are involved in
purely physical pains or pleasures. | love cold showers. Others hate them.
Neither desire is irrational. If | want to eat somethin g because | like the way
it tastes, this desire cannot be irrational. It is not irrational even if what |

like disgusts everyone else. Consider next experiences that we find
unpleasant. Many people have a strong desire not to hear the sound of
squeakin g chalk. This desire is odd, since these people do not mind hearing
other squeaks that are very similar in timbre and pitch. But this desire is not
irrational. Similar claims apply to what we find painful.

Turn now to our desires about different possibl e pains and pleasures. It is at
this secondary level that the charge ‘irrational' can be most plausible.
Someone is not irrational simply because he finds one experience more
painful than another. But he may be irrational if, when he has to undergo

one of these two experiences, he prefers the one that will be more painful.

This person may be able to defend this preference. He may believe that he
ought to suffer the worse pain as some form of penance. Or he may want to
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make himself tougher, better abl e to endure later pains. Or he may believe
that by deliberately choosing now to undergo the worse of two pains, and

sticking to this choice, he will be strengthening the power of his will. Or he

may believe that greater suffering will bring wisdom. In t hese and other
ways, someone's desire to suffer the worse of two pains may not be
irrational.

Consider next this imaginary case. A certain hedonist cares greatly about

the quality of his future experiences. With one exception, he cares equally

about a Il the parts of his future. The exception is that he has

Future -Tuesday -Indifference . Throughout every Tuesday he cares in the
normal way about what is happening to him. But he never cares about
possible pains or pleasures on a future Tuesday. Th us he would choose a
painful operation on the following Tuesday rather than a much less painful
operation on the following Wednesday. This choice would not be the result

of any false beliefs. This man knows that the operation will be much more
painful if it is on Tuesday. Nor does he have false beliefs about personal
identity. He agrees that it will be just as much him who will be suffering on
Tuesday. Nor does he have false beliefs about time. He knows that Tuesday

is merely part of a conventional c alendar, with an arbitrary name taken
from a false religion. Nor has he any other beliefs that might help to justify

his indifference to pain on future Tuesdays. This indifference is a bare fact.

When he is planning his future, it is simply true that he always prefers the
prospect of great suffering on a Tuesday to the mildest pain on any other
day.

This man's pattern of concern is irrational. Why does he prefer agony on
Tuesday to mild pain on any other day? Simply because the agony will be

on a Tu esday. This is no reason. If someone must choose between suffering
agony on Tuesday or mild pain on Wednesday, the fact that the agony will

be on a Tuesday is no reason for preferring it. Preferring the worse of two
pains, for no reason, is irrational.

It may be objected that, because this man's preference is purely
imaginary, and so bizarre, we cannot usefully discuss whether it is
irrational. | shall therefore compare two other attitudes to time. One is
extremely common: caring more about the neare r future. Call this the bias
towards the near.  Someone with this bias may knowingly choose to have a
worse pain a few weeks later rather than a lesser pain this afternoon. This

kind of choice is often made. If the worse of two pains would be further in

the future, can this be a reason for choosing this pain? Is the bias towards

the near irrational? Many writers claim that it is.

Consider next someone with a bias towards the next year. This man cares
equally about his future throughout the next year, and cares half as much
about the rest of his future. Once again, this imagined man has no false

beliefs about time, or personal identity, or anything else. He knows that it

will be just as much him who will be alive more than a year from now, and

that pains in later years will be just as painful.

No one has this man's pattern of concern. But it closely resembles the

pattern that is common: the bias towards the near. The difference is that this
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common bias is proportional to the feature that it favour s. Those who have
this bias care more about what is in the nearer future. My imagined man has

the bias towards the near not in a proportional but in a cruder two -step
form. This man's bias draws an arbitrary line. He cares equally about the

next 12 mon ths, and half as much about any later month. Thus he would
knowingly choose 3 weeks of pain 13 months from now rather than 2 weeks

of pain 11 months from now. Asked why he prefers the longer ordeal,

he says, 'Because it is more than a year in the future'. This is like the claim,
'‘Because it is further in the future'. But it is more open to rational criticism.

If some pain will be further in the future, it is perhaps defensible to think

this a reason for caring less about this pain now. But it i s hard to believe
that it can be rational both to care equally about all pains within the next 12
months, and to care only half as much about later pains. If some pain will

be felt 53 rather than 52 weeks later, how can this be a reason for caring

abou t it only half as much?

A similar pair of cases would be these. Many people care more about
what happens to their neighbours, or to members of their own community.

This pattern of concern would be claimed by few to be irrational. Some

claim that it is morally required. But consider a man whose pattern of
concern is  Within -a-Mile-Altruism . This man cares greatly about the
well -being of all those people who are less than a mile from his home, but he

cares little about those who are further away. If he learns of some fire or
flood affecting people within a mile, he will give generously to a fund to

help these people. But he will not help such people if they are one and a
guarter miles away. This is not a policy, chosen to impose a limit on this

man's charity. It is the result of a real difference in how much this man cares

about the suffering of others.

This man's pattern of concern crudely resembles the pattern that is
common: greater concern for the members of our own community. But his
concern draws another arbitrary line. If someone has no concern about
others, this, though deplorable, may not be irrational. If someone is equally
concerned about what happens to everyone, or is more concerned about
what happens to the members of his own commu nity, neither of these is
irrational. But if someone is greatly concerned about what happens to those

who are less than a mile away, and much less concerned about those who

are more distant, this pattern of concern is irrational. How can it make a

diff erence that one of two suffering strangers is just under, and the other

just over, a mile away? That one of the two is more than a mile away is no

reason for being less concerned.

Hume's followers claim that, if a desire or pattern of concern does not
involve theoretical irrationality, it cannot be open to rational criticism. |

have denied this claim. It is true when applied to the desires that are
involved in physical pains and pleasures. But it may not be true of some

first -order desires. Some of t hese may be irrational. One example may be
the desire, when at the edge of a precipice, to jump. If this is not a desire to

soar through the air, or to prevent the natural decay of one's ecstasy, it may

be irrational.
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The best examples can be found whe n we turn to our second  -order desires
about possible pains and pleasures. Such desires are irrational if they
discriminate between equally good pleasures, or equally bad pains, in an
arbitrary way. Itis irrational to care less about future pains becaus e they

will be felt either on a Tuesday, or more than a year in the future. And it is
irrational to care less about the suffering of other people because they are
more than a mile away. In these cases the concern is not less because of
some intr insic difference in the object of concern. The concern is less
because of a property which is purely positional, and which draws an
arbitrary line. These are the patterns of concern that are, in the clearest way,
irrational. These patterns of concern ar e imaginary. But they are cruder
versions of patterns that are common. Many people care less about future
pains, if they are further in the future. And it is often claimed that this is
irrational. | shall discuss this claim in Chapter 8. &

47. THREE COMPETING THEORIES
Return now to the Self  -interest Theory. How is S challenged by the Present -
aim Theory, P? S claims both
(S2) What each of us has most reason to do is whatever would be best
for himself, and
(S3) It is irrational for anyone to do what he believes will be worse for
himself.
An argument for P may force S to retreat to weaker claims. The gravity of
threats to S thus depend on two things: how strong the arguments are, and
how far, if they succeed, they would force S to retreat.
The most ambitious threat would be an argument that showed that,
whenever S conflicts with P, we have no reason to follow S. We have no
reason to act in our own interests if this would frustrate what , at the time of
acting, knowing the facts and thinking clearly, we most want or value. This
would be, for S, complete defeat.
| believe that my arguments justify a qualified version of this stronger
conclusion. But they may be thought to show somethin g less. They may
show only that, when S and P conflict, it would be rational to follow either.
Though this is a weaker conclusion, | shall claim that, for S, it is almost as

damaging.
I shall advance several arguments. These can be introduced with a
strategic metaphor. As we shall see, the Self -interest Theory lies between

morality and the Present -aim Theory. It therefore faces a classic danger:
war on two fronts. While it might survive attack from only one direction, it

may be unable to survive a d ouble attack. | believe that this is so. Many
writers argue that morality provides the best or strongest reasons for acting.

In rejecting these arguments, a Self -interest Theorist makes assumptions
which can be turned against him by a Present -aim Theori st. And his replies
to the Present -aim Theorist, if they are valid, undermine his rejection of
morality.

Let us say that, in our view, a theory survives if we believe that it is
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rational to act upon it. A theory wins if it is the sole survivor. We shall then
believe that it is irrational not to act upon this theory. If a theory does not

win, having to acknowledge undefeated rivals, it must qualify its claims.

With three theories, there could be eight outcomes. The survivors could be:

(1) Mora lity The Self -interest Theory  The Present -aim Theory Triarchy
(2) The Self -interest Theory  The Present -aim Theory
(3) Morality The Present -aim Theory @ Dyarchies
(4) Morality  The Self -interest Theory
(5) Morality
(6) The Self -interest Theory Monarchies
(7 The Present -aim Theory
(8) Anarchy
On the weaker of the conclusions described above, the Self -interest Theory

cannot defeat the Present -aim Theory. If S survives, so does P. This
eliminates (4) and (6). S su rvives only in (1) and (2). My stronger conclusion
eliminates these. And | shall claim that, if S survives only in (1) and (2), this

amounts to a defeat for S. (This book says little about (3), (5), (7), or the

bleaker (8).)

To reach my first argument, we must avoid some mistakes. These are harder

to avoid if, like many writers, we forget that the Self -interest Theory has
two rivals -- that it is challenged both by moral theories and by the Present -
aim Theory. If we compare the Self -interest Theory  with only one of its
rivals, we may fail to notice when it steals arguments from the other.

48. PSYCHOLOGICAL EGOISM
One mistake is to assume that the Self -interest and Present -aim Theories
always coincide. No one assumes this in the case of the Instru mental version
of P. What people actually want is too often grossly against their interests.
But it is widely assumed that the Deliberative version of P coincides with S.
It is widely assumed that what each person would most want, if he really
knew the facts and was thinking clearly, would be to do whatever would be
best for him, or would best promote his own long -term self -interest. This
assumption is called  Psychological Egoism. If we make this assumption, it
may be natural to regard P as a mere pa rt of S. Though natural, this would
be another mistake. Even if they always coincided, the two theories would
remain distinct. And, if we submerge P in S, we may fail to judge S on its
own merits. Some of its plausibility it may steal from P.
Psycholog ical Egoism can be made true by definition. Some writers claim
that, if someone wants to do what he knows will be worse for himself, he
cannot be thinking ‘clearly’, and must be subject to some 'distorting
influence'. When the claim is made true in this way, it becomes trivial. P

loses its independence, and by definition coincides with S. This version of P

is not worth discussing.

There are two other ways in which Psychological Egoism has been made
true by definition. Some writers claim (1) th at what will be best for someone
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is by definition whatever at the time, knowing the facts and thinking clearly,

this person most wants. Other writers claim (2) that, if some act would best

fulfil someone's present desires, this act by definition maximiz es this
person's utility. Once again, when Psychological Egoism is made true by
definition, it becomes trivial. On these two definitions it is S that loses its
independence. (1) makes S coincide with the Deliberative version of P; (2)

makes S coincide  with the Instrumental version. These two versions of S are

not worth discussing. It is clear that definition (2) is not about what is in our

own long -term self -interest, on any plausible theory about self -interest. As |
shall now argue, the same is true of definition (1).  *

Most of us, most of the time, strongly want to act in our own interests.

But there are many cases where this is not someone's strongest desire, or

where, even ifitis,i tis outweighed by several other desires. There are many

cases where this is true even of someone who knows the relevant facts and

is thinking clearly. This is so, for instance, when the Present -aim Theory
supports morality in a conflict with the Self -interest Theory. What someone
most wants may be to do his duty, even though he knows that this will be

against his interests. (Remember that, for simplicity, we are considering

cases where what someone most wants, all things considered, is the same as

wh at would best fulfil his present desires.) There are many other cases, not
involving morality, where what someone most wants would not coincide,

even after ideal deliberation, with what would most effectively promote this

person's own long -term self -int erest. Many of these cases are disputable, or
obscure. But, as we shall see, there are many others that are clear.

How common the cases are partly depends upon our theory about self -
interest. As | claimed in Section 2, these cases are more common on th e
Hedonistic Theory, less common on the Success Theory. The cases may be

rarest on the Unrestricted Desire -Fulfilment Theory. On this theory, the
fulfilment of any of my desires counts directly as being in my interests. What

iS most in my interests is what would best fulfil, or enable me to fulfil, all of

my desires throughout my whole life. Will this always be the same as what

would best fulfil my present desires, if | knew the truth and was thinking

clearly? There may be some people for whom these two would always
coincide. But there are many others for whom these two often conflict. In

the lives of these pepple, S often conflicts with P, even if S assumes the
Unrestricted Desire -Fulfilment Theory. S and P conflict because these
people's stronge st desires are not the same throughout their lives.

There is one complication. This concerns the people whom | discussed in
Section 3: those for whom S is indirectly self -defeating. In its claims about
these people, S conflicts with P in a less direct w ay. But we can ignore this

complication. We can discuss S in cases where it is not indirectly
self -defeating. It cannot be unfair to S to concentrate on these cases. And

the important questions here take a clearer form.

Psychological Egoism cann ot survive a careful discussion. On all of the
plausible theories about self  -interest, S and P often conflict. What would
best fulfil our various desires, at the time of acting, often fails to coincide

with what would most effectively promote our own lo ng-term self -interest.
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49. THE SELF -INTEREST THEORY AND MORALITY
S and P are simply related: they are both theories about rationality. S stands
in a subtler relation to morality. A moral theory asks, not 'What is
rational?', but 'What is right?' Sidgwi ck thought that these two questions
were, in the end, the same, since they were both about what we had most
reason to do. This is why he called Egoism one of the "Methods of Ethics".
A century later, these two questions seem further apart. We have expel led
Egoism from Ethics, and we now doubt that acting morally is 'required by
Reason'. Morality and the Self  -interest Theory still conflict. There are many
cases where it would be better for someone if he acts wrongly. In such cases
we must decide what  to do. We must choose between morality and S. But
this choice has seemed to some undiscussable. The claims of each rival have
seemed unrelated to the claims of the other.
They can be brought together. Among reasons for acting, we include both
moral and self -interested reasons. We can therefore ask which of these two
kinds of reason is the stronger, or has more weight. As | have claimed, we
may suspect that this question has no answer. We may suspect that there is
no neutral scale on which these two k inds of reason can be weighed. But we
do not dismiss the question as nonsensical. And we might reach an answer
without finding a neutral scale. We may find arguments that can defeat the
Self -interest Theory, showing that its reasons have no weight. In P art One |
discussed one such argument, the claim that S is self -defeating. This
argument failed. But | shall present other arguments, and | believe that at
least one of these succeeds.
These arguments will be helped by an explanation of the strength or
weight of moral reasons. We should therefore include within our moral
theory an account of rationality, and of reasons for acting. Since this part of
our moral theory will be concerned with what is rational, rather than what
is right, it needs to rang e more widely than the rest of our theory. In
particular, it needs to do what may seem a mistake. It needs to bring within
its range reasons for acting which are not themselves moral reasons.

This is most obviously done by the theories that | call agent -neutral.
When they discuss morality, Neutralists may treat the Self -interest Theory
in a conventional way. They may regard it as an independent or non -moral

theory, which must be overruled when it conflicts with morality, but which

has its own proper sphere of influence: the agent's own life, insofar as this

does not affect others. But, when they discuss rationality, Neutralists annex

the Self -interest Theory, usually calling it Prudence. It becomes no more
than a derivative special case. Pru dence is the local branch of Rational
Benevolence. This is claimed not only by some Utilitarians, but also by

some non - Utilitarians, such as Nagel. 8

I can now describe another mistake. Neutra lists may be wrong to annex
S, but they have at least seen what some moralists ignore. They have seen

that moral and self -interested reasons may have common features, or

common roots. This is most likely in the cases where these reasons do not
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conflict . Such cases may therefore be deceptive. In such cases S may seem
more plausible than it really is.
The most deceptive case is that in which a person's acts will affect only

himself. Many of us think that, in such a case, morality is silent. If it is no ta
moral question here what this person does, morality neither conflicts nor

coincides with S. But, in their accounts of rationality, the two may here
coincide. If this person follows S, and does what will be best for him, he will

also be doing what w ill be best for everyone concerned. This is trivially true,

since he is the only one who is concerned. But this truth is not itself trivial.

It may lead us to conclude that this person is doing what, impartially
considered, makes the outcome best. S may then appear in borrowed robes.
A Self -interest Theorist may claim that it would be irrational for this person

to act otherwise, because he would be making the outcome worse. But The
S-Theorist has no right to make this claim. According to S, it is ofte n
rational for someone to make the outcome worse. This is so when what
makes the outcome worse also shifts the bad effects on to someone else.

Even if we are not deceived by such cases, there can be no objection to
setting them aside. We can discuss S in the cases where it conflicts with
morality. Once again, this precaution cannot be unfair to S.

50. MY FIRST ARGUMENT
Before | start to criticize S, | shall make one general point. Some of my
claims may seem implausible, or counter -intuitive. This is  what we should
expect, even if my claims are correct. The Self -interest Theory has long been
dominant. It has been assumed, for more than two millennia, that it is
irrational for anyone to do what he knows will be worse for himself. This
assumption wa s not questioned by Christian writers since, if Christianity is
true, morality and self  -interest coincide. If wrongdoers know that they will
go to Hell, each will know that, in acting wrongly, he is doing what will be
worse for himself. Christian writer s were glad to appeal to the Self -interest
Theory, since on their assumptions S implies that knaves are fools. Similar
remarks apply to Moslems, many Buddhists, and Hindus. Since S has been
taught for more than two millennia, we must expect to find some echo in
our intuitions. S cannot be justified simply by an appeal to the intuitions
that its teaching may have produced.

As my last two sections claimed, S may conflict both with morality and with

the Present -aim Theory. These are the cases in which S can best be judged.
My first argument emerges naturally from the defining features of these
cases.

When S conflicts with morality, S tells each of us to give supreme weight

to his own interests. Each must be governed by the desire that his life goes,
for him, as well as possible. Each must be governed by this desire, whatever
the costs to others. | shall therefore call this desire the bias in one's own
favour.

Most of us have this bias. And it is often stronger than all our other
desires com bined. In such cases P supports S. But we are now supposing
that these two conflict. We are considering people who, though knowing the



facts and thinking clearly, do not want to give supreme weight to their own

self -interest. They are concerned about th eir own interests. But this is either

not their strongest desire, or, if it is, it is outweighed by their other desires.

In one of these ways, for these people, P fails to coincide with S. What

would best fulfil their present desires is not the same as what would best
promote their own long  -term self -interest.

S claims that these people should always be governed by the bias in one's

own favour. They should be governed by this desire even though this is not
their strongest desire. (This is what S clai ms in the simpler cases where it is

not indirectly self -defeating.) Should we accept this claim?

It will help to restate this question. There are different versions of the

Critical Present -aim Theory. One version coincides with S. Is this the version
that we should accept? In answering this question we shall see more clearly

what is involved in accepting S.

According to CP, some desires may be rationally required. If a desire is
rationally required, each of us has a reason to cause this desire to be

fulfilled. We have this reason even if we do not have this desire. If there is
one desire that is required to be our strongest desire, what we have most
reason to do is whatever would cause this desire to be best fulfilled.

To make CP coincide with S, we must claim

CPS: Each of us is rationally required to care about his own self -
interest, and this desire is supremely rational. It is irrational to

care as much about anything else.

On this version of CP, what each of us has most reason to do is what ever
will best promote his own self -interest.

| can now state my First Argument . We should reject CPS. The bias in
one's own favouris  not supremely rational. We should accept

(CP2) There is at least one desire that is not irrational, and is no less -
rational than the bias in one's own favour. This is a desire to do

what is in the interests of other people, when this is either morally
admirable, or one's moral duty.

version of CP conflicts with S. Consider

My Heroic Death . | choose to die in a way that | know will be painful,
but will save the lives of several other people. | am doing what,
knowing the facts and thinking clearly, | most want to do, and what
best fulfils my present desires. (In all my examples these two coincide.)

| also k now that | am doing what will be worse for me. If | did not
sacrifice my life, to save these other people, | would not be haunted by
remorse. The rest of my life would be well worth living.

On this version of CP, my act is rational. | sacrifice my life because, though
| care about my own survival, | care even more about the survival of several

other people. According to (CP2), this desire is no less rational than the bias

in one's own favour. According to CP, given the other details of the case, it

is rational for me to fulfil this desire. It is rational for me to do what | know

will be worse for me.
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51. THE S -THEORIST'S FIRST REPLY
In the case just described, a Self -interest Theorist must claim that my act is
irrational. He must therefore reject (CP2). He must claim that my desire is
less rational than the bias in one's own favour.
The S-Theorist might object: 'S is a theory about the rationality, not of
desires, but of acts. | need not claim that, in your example, your desire is
less
rationa | than the bias in one's own favour. | claim that, since you are doing
what you know will be worse for you, your act is irrational.’
This is a weak reply. If the S - Theorist does not claim that my desire is less
rational, why should we accept his claim t hat my act is irrational? Consider
(CP3) If there is some desire that is (1) not irrational, and (2) no
less rational than the bias in one's own favour, and (3) it is true of
someone that, knowing the facts and thinking clearly, what this
person most w ants, all things considered, is to fulfil this desire,
then (4) it would be rational for this person to fulfil this desire.
This claim cannot be plausibly denied. Even if we accept S, we have no
reason to deny (CP3), since this claim is compatible with S. S is the best
theory if the bias in one's own favour is supremely rational. There would
then be (apart from this bias) no desires of the kind described in (CP3).
The S-Theorist cannot plausibly deny (CP3). If he has no other reply to
my First Argume nt, he must make claims about the rationality of different
desires. He must claim that there are no desires of the kind described in
(CP3). He must appeal to CPS, the claim that the bias in one's own favour
is supremely rational, and is therefore ration ally required to be our
strongest desire. This appeal to CPS | shall call the S-Theorist's First Reply

This reply directly contradicts my First Argument. | shall now extend this
argument. We should accept

(CP4) There are not just one but severa | desires that are either not
irrational, or at least no less rational than the bias in one's own
favour.

Consider what | shall call desires for achievement. These are desires to
succeed in doing what, in our work or more active leisure, we are trying to
do. Some desires for achievement may be irrational. This may be true, for
example, of the desire to stay down a cave longer than anyone else, or the

desire to achieve notoriety by an assassination. But consider artists,
composers, architects, writer s, or creators of any other kind. These people
may strongly want their creations to be as good as possible. Their strongest

desire may be to produce a masterpiece, in paint, music, stone, or words.

And scientists, or philosophers, may strongly want to m ake some
fundamental discovery, or intellectual advance. These desires are no less
rational than the bias in one's own favour. | believe that this is true of many

other desires. If we believe this, our version of CP conflicts more sharply

with S.

It i s worth remarking that, even if there are several desires that are not
irrational, there may be one desire that is supremely rational. This cannot

be plausibly claimed of the bias in one's own favour. But we might claim
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CPM: Each of us is rationally req uired to care about morality, and this
desire is supremely rational. It is irrational to care as much about
anything else.

On this version of CP, it would always be irrational to act in a way that we
believe to be morally wrong.

CPS makes CP coincide with S. The similar claim CPM may not make
CP coincide with morality. The difference is this. S claims to be a complete
theory about reasons for acting, covering all cases. Some moral theories
make the same claim. This is true, for example, of Consequen tialist theories.
But, on the moral theories that most of us accept, morality does not provide

the only reasons for acting. On these theories, there are many cases where

we could act in several different ways, and none of these acts would be
morally be tter than the others. In these cases, even if we accept CPM, what
we have most reason to do will depend in part on what our present desires

are.

52. WHY TEMPORAL NEUTRALITY IS NOT THE ISSUE BETWEEN S
AND P
Of the three versions of P, | have been defen ding the Critical version. As the
last two sections show, this version can be very different from the

Instrumental and Deliberative versions, IP and DP. Of the many writers
who reject P, most ignore the Critical version. This is unfortunate. Many
objections to IP and DP are not objections to CP. In this section | discuss
one such objection.

Consider the view that we can rationally care less about our further
future. We can rationally care less about some future pain, not because it is

less ce rtain, but simply because it is further in the future. On this view,
rationality does not require a temporally neutral concern about one's own
self-interest. The Present -aim Theory may seem to be the extreme version  of
this view. P appeals only to prese nt desires, and it claims, with some
gualifications, that it is irrational not to do what one knows will best fulfil

one's present desires. P may therefore seem to be the view that it is

irrational to care about anything other than one's present interes ts, or one's
own well -being at the present moment. Call this view the Egoism of the
Present , or EP.

Different versions of EP appeal to different theories about self -interest.

Suppose that we accept the Hedonistic Theory. EP then implies

HEP: What each of us has most reason to do is whatever will most
improve the quality of his present state of mind.

Suppose that | am in agony. If | endure this agony for another minute, it

will cease for ever. If | press a button, my agony will instantly cease, but w ill
return within a few minutes, and will continue for another fifty years. HEP

tells me to press this button since, by ending my present agony, this would

improve the quality of my present state of mind. It is irrelevant that the cost

of this improvem ent would be agony for fifty years. HEP assumes that is
irrational not to be most concerned about one's present state of mind. It is
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irrational to be  more concerned about one's states of mind throughout the
next fifty years. This view is absurd.

Rememb er next the Instrumental version of the Present -aim Theory. This
claims

IP: What each of us has most reason to do is whatever would best fulfil
his present desires.

Like HEP, IP essentially refers to the present. But there is a vast difference
between these views. They are at the opposite extremes of a whole range of
views. According to IP, since no desire is irrational, and it is rational to do
what one believes will best fulfil one's present desires, it could be rational to

do anything. There is no kind of act that must be irrational. According to

HEP, since one kind of act is always rationally required, every other kind of
act is irrational. These two views could not be further apart.
If we are Hedonists, these remarks clearly show that the Pre sent -aim

Theory and the Egoism of the Present are completely different views.
Suppose next that we are not Hedonists. Suppose that our theory about
self -interest is the Unrestricted Desire - Fulfilment Theory. If we assume

Hedonism, EP is radicall y different from the instrumental version of P. But

if we assume the Unrestricted Desire -Fulfilment Theory, these two may
coincide.

| write 'may' because, if we are not Hedonists, the Egoism of the Present

may not be a possible view. Suppose that | ask , 'Which act would be most
in my interests now? This would be naturally taken to mean, 'Of the acts

that are possible for me now, which would be most in my interests?' But this

is not the question asked by an Egoist of the Present. He asks a question

that is unfamiliar, and has at best a very strained sense. This is, 'What is

most in the interests, not of me, but of me -now?' We may believe that this

guestion has no sense, since this entity me -now cannot be claimed to have

interests. (I may now be int erested in certain things. But this is irrelevant). If

we do not reject this question, and our theory about self -interest is the
Unrestricted Desire -Fulfilment Theory, we might claim that what is most in

the interests of me -now is what will best fulfil my present desires. This

would then be what | have most reason to do now, according to EP. And

this is also what | have most reason to do now, according to the
Instrumental version of the Present -aim Theory.

In its Hedonistic form, EP is absurd. If we assume the Unrestricted
Desire - Fulfilment Theory, EP may coincide with the Instrumental version

of P. But this is no objection to P. We should accept, not the Instrumental,

but the Critical version.

CP is not wholly temporally neutral, since it appeals to the agent's present
desires. But we could add to CP

(CP5) Each of us is rationally required to care about his own
self-interest. And this concern should be temporally neutral.
Each of us should be equally concerned about all the parts of his

life. But, though we should all have this concern, this need not be

our dominant concern.
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If we add this claim, CP partly coincides with S. Both theories agree that we
should be equally concerned about all the parts our lives. Since they both

require this t emporally neutral concern, this requirement is not what
distinguishes S from this version of CP. If we believe that it is irrational to
care less about our further future, this provides no reason for accepting S

rather than this version of CP.

In this chapter | have advanced my First Argument, and described the
S-Theorist's First Reply. This reply claims that the bias in one's own favour
is supremely rational. Is this claim justified? Would it be less rational to care

more about something else, such as morality, or the interests of other
people? If the right answer is No, my First Argument succeeds. Since | have

not proved that the right answer is No, my argument is not decisive. But |
believe that | am right to deny that the bias in one's own favo ur is

supremely rational. If there is a single other desire that is no less rational, as

(CP2) claims, we should accept a version of CP that conflicts with S. | have
claimed that there are several such desires.

We should reject S even if we acce pt the claim that, in our concern about
our own self -interest, we should be temporally neutral. CP can make this

claim. The disagreement between S and P is not a disagreement about this
claim.
In the next chapter | shall advance another argument agains t S. This will

place my First Argument in a wider context. The second argument
challenges the Self -interest Theory in a more systematic way.

7 THE APPEAL TO FULL RELATIVITY

53. THE S -THEORIST'S SECOND REPLY
A Self -interest Theorist might give an other reply to my First Argument. It

will help to assume that this S -Theorist accepts the Desire -Fulfilment
Theory about self -interest. This will simplify his reply. We need not assume
that the S -Theorist accepts the Unrestricted Desire Fulfilment Theor y. He

could accept the Success Theory, which appeals only to our desires about

our own lives. On the Success Theory, it is irrelevant whether our other
desires are fulfilled. We can take 'desires' to mean 'relevant desires'.

The S -Theorist might reject ~ what | call his First Reply. He might claim

(S7) The Self -interest Theory need not assume that the bias in one's
own favour is supremely rational. There is a different reply to your

First Argument. The argument for S is that a reason's force extends
over time. You will have reasons later to try to fulfil your future desires.

Since you will have these reasons, you have these reasons now. This is
why you should reject the Present -aim Theory, which tells you to try to

fulfil only your present desires. What you have most reason to do is
what will best fulfi, or enable you to fulfil, all of your desires
throughout your life.

This is the S-Theorist's Second Reply . | shall claim that this reply cannot
support S.
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54. SIDGWICK'S SUGGESTIONS
Sidgwick wr ites:
From the point of view, indeed, of abstract philosophy | do not see why the
Egoistic Principle should pass unchallenged any more than th e Universalistic.
| do not see why the axiom of Prudence should not be challenged, when it
conflicts with pres  ent inclination, on a ground similar to that on which Ego ists
refuse to admit the axiom of Rational Benevolence. If the Utilitarian has to
answer the question, 'Why should | sacrifice my own happiness for the
greater happiness of another?', it must sure ly be admissible to ask the
Egoist, 'Why should | sacrifice a present pleasure for a greater

one in the future? Why should | concern myself ab out my own future feelings
any more than about the feelings of other persons? It undoubtedly seems to
Common Sense paradoxical to ask for a reason why one shou Id seek one's
own happiness on the whole: but | do not see how the demand can be
repudiated as absurd by those who adopt the views of the extreme empirical
school of psychologists, although those views are com monly supposed to
have a close af finity with Egoistic Hedonism. Grant that the Ego is merely a
system of coherent  phenomena, that the permanent identical | is not a fact
but a fiction, as Hume an  d his followers maintain: why, then, should one part
of the s eries of feelings int o which the Ego is resolved be concerned with
another part of the same series, any more than with any other
series? 2

This much -quoted passage lacks the clarity -- the 'pur e white light'
most of Sidgwick's prose. The explanation seems to me this. Sidgwick's
Egoistic Prudence is the Self -interest Theory about rationality. His passage
suggests two argumen  ts against this theory. The passage is unclear because,

in stating one of these arguments, Sidgwick goes astray.

Sidgwick first claims that Prudence and Rational Benevolence may be
challenged on 'similar' grounds. What are these grounds? The last two
sentences suggest one answer. If it is only 'Hume and his followers' who
cannot dismiss the challenge to Prudence, Hume's view about personal
identity may be the 'ground’ of this challenge. The 'similar' ground of the
challenge to Rational Benevolence ma y be some different view about
personal identity.

This interpretation fits two of Sidgwick's later claims. ‘It would be
contrary to Common Sense to deny that the distinction between any one
individual and any other is real and fundamental . . . . this being so, | do not
see how it can be proved that this distinction is not to be taken as
fundamental in determining the ultimate end of rational conduct for an
individual.' ' These claims sugg est how a Self -interest Theorist can
challenge the moralist's requirement of Rational or Impartial Benevolence.

This challenge can appeal to the fundamental nature of the distinction

10

of

between individuals, or between different lives. The distinction betwe en lives
is deep and fundamental if its correlate, the unity of each life, is deep and
fundamental. As | shall argue later, this is what Common -Sense believes

about personal identity. On this view, it has great rational and moral
significance that we a re different people, each of whom has his own life to
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lead. This supports the claim that the supremely rational aim, for each
person, is that his own life go as well as possible. And this is the claim with

which a Self -interest Theorist can challenge th e moralist's requirement of
Impartial Benevolence. As Sidgwick suggests, this challenge is supported by

the Common -Sense View about personal identity.

This view is denied by 'Hume and his followers'. As Sidgwick writes,

Hume believed that 'the E ~ go is merely a system of coherent phenomena . . .

The permanent identical "I" is not a fact but a fiction." And Sidgwick
suggests that Hume's view supports a challenge to the Self -interest Theory.
The two suggested challenges cannot both be well -grounde d. In
challenging the requirement of Impartial Benevolence, a Self -interest
Theorist appeals to the Common -Sense View about personal identity. The
Self-interest Theory may in turn be challenged by an appeal to Hume's

view. The first challenge is well -grounded if the Common -Sense View is
true. If this view is true, the second challenge appeals to a false view. Since

Sidgwick accepted the Common  -Sense View, and believed that Hume's view
was false, it is not surprising that he did not develop his sugges ted challenge
to the Self -interest Theory.

Hume's view is inadequate. But in Part Three | shall defend a view that,

in the relevant respects, follows Hume. And | shall claim that, as Sidgwick
suggests, this view supports an argument against the Self -interest Theory.

In the rest of Part Two, my aim is different. | shall continue to challenge the
Self-interest Theory with arguments that do not appeal to any view about

the nature of personal identity. One of these is the second argument that
Sidgwick's passage suggests.

Since this passage uses the ambiguous 'should’, it may seem to be about
morality. But, as | wrote, it is about what we have most reason to do.
Sidgwick's ‘axiom of Rational Benevolence' we can state as

RB: Reason requires each person to aim for the greatest possible sum

of happiness, impartially considered.

This can be challenged, Sidgwick claims, by asking

(Q1) 'Why should 1 sacriice my own happiness for the greater
happiness of another?'
The Hedonistic ‘axiom of Prudence' we ¢ an state as

HS: Reason requires each person to aim for his own greatest happiness.

This can be challenged by asking

(Q2) 'Why should | sacrifice a present pleasure for a greater one in the

future? Why should | concern myself about my own future feeling s
any more than about the feelings of others?'

I claimed that these two questions may have 'similar' grounds because each
implicitly appeals to a view about personal identity. This may be part of

what Sidgwick had in mind, as the end of his passage, an d the later claims |
guoted, both suggest. But there is a simpler interpretation. (Q1) rejects the
requirement of impartiality between different people. It implies that a

rational agent may give a special status to a particular person: himself. (Q2)
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rejects the requirement of impartiality between different times. It implies

that a rational agent may give a special status to a particular time: the
present, or the time of acting. The two questions have 'similar' grounds
because of the analogy be tween oneself and the present. This analogy
provides another argument against the Self -interest Theory.

55. HOW S IS INCOMPLETELY RELATIVE
This argument can be introduced with these remarks. Sidgwick's moral
theory requires what he calls Rational Benev olence. On this theory, an
agent may not give a special status either to himself or to the present. In
requiring both personal and temporal neutrality, this theory is pure.
Another pure theory is the Present -aim Theory, which rejects the
requirements b oth of personal and of temporal neutrality. The Self -interest
Theory is not pure. It is a hybrid theory. S rejects the requirement of
personal neutrality, but requires temporal neutrality. S allows the agent to
single out himself, but insists that he ma y not single out the time of acting.
He must not give special weight to what he now wants or values. He must
give equal weight to all the parts of his life, or to what he wants or values at
all times.
Sidgwick may have seen that, as a hybrid, S can be charged with a kind of
inconsistency. If the agent has a special status, why deny this status to the
time of acting? We can object to S that it is incompletely relative.
According to S, reasons for acting can be agent -relative. |1 have a reason
to do wha tever will be best for me. This is a reason for me but not for you.
You do not have a reason to do whatever will be best for me.
A Present -aim Theorist can claim
(P1) If reasons can be relative, they can be fully relative: they can be
relative tothe a gent at the time of acting.
This claim can appeal to the analogy between oneself and the present, or
what is referred to by the words 'I' and 'now'. This analogy holds only at a
formal level. Particular times do not resemble particular people. But the

word 'F refers to a particular person in the same way in which the word
'now' refers to a particular time. And when each of us is deciding what to

do, he is asking, "What shall | do now? Given the analogy between 'lI' and
‘now', a theory ought to give bot h the same treatment. According to (P1), a
reason can have force only for me now.

'Here' is also analogous to 'l When some adviser tells me how he

escaped from a less hostile environment, | might protest, 'But what should

do here? If a person could Dbe in several places at the same time, it would not
be enough to ask 'What shall | do now? If | could now be in several
different places, this question would not be fully relative. But there is in fact
no need for this addition. A Present -aim Theorist ¢ an claim that a reason

can have force only for me now. He need not add 'here' because, since | am
here, | cannot be elsewhere. 2

A Present -aim Theorist might make two bolder claims. He might claim
(P2) Reasons for acting must be fully relative. We should reject claims
which imply that reasons can be incompletely relative. Thus we
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should reject the claim that reasons can be agent -relative  but

temporally neutral. We can call such clai ms incompatible with full
relativity.

(P3) Consider any pair of claims that are related in the following way:

The first claim contains the word 'l', but does not contain the word

'now'. The second claim is just like the first, except that it does
contain the word 'mow'. Call such a pair of claims analogous. If the

first claim conflicts with the second, it is incompatible with full
relativity, and should therefore be rejected. If the first claim does

not conflict with the second, it is an open questio n whether we
should accept the first claim. But, if we accept the first claim, we
should also accept the second. This is because, if we accept the first

but reject the second, our view is incompatible with full relativity.

And we are not, as we ought t o be, giving to 'I' and 'now' the same
treatment.

(P3) may be unclear, and it may be unclear why a Present -aim Theorist
makes this claim. But, when | apply (M), both of these will become clear.

Claims (P1) to (P3) state what | call the Appeal to Full R elativity . | believe
that this is a strong objection to the Self -interest Theory.

56. HOW SIDGWICK WENT ASTRAY
Before | discuss this objection, | shall suggest why Sidgwick failed to see its
strength. This will help to explain the objection.
At the st art of the passage quoted above, Sidgwick seems aware that the
threat to S comes from P. His second sentence begins: 'l do not see why the
axiom of Prudence should not be questioned, when it conflicts with present
inclination . . ." This suggests the qu estion that would be asked by a Present -
aim Theorist:
(Q3) Why should | aim for my own greatest happiness if this is not
what, at the time of acting, | most want or value?
This is a good question. But it is not the question that Sidgwick later asks.
His passage suggests that he was half aware of the Appeal to Full Relativity.
But he does not fully state this appeal, and he fails to see its strength. |
suggest that he went astray in one or more of the following ways:

(a) He may have either ov  erlooked the Present -aim Theory, or assumed that
it was not a serious rival to the Self -interest Theory.

(b) He was a Hedonist. If we assume Hedonism, we can state S as HS: the
claim that reason requires each person to aim for his own greatest
happines s. When applied to me, this claim implies

(S8) Reason requires that | aim for my own greatest happiness.

Sidgwick accepted (S8). And he may have thought that, if we appeal to the
analogy between 'lI' and 'now', those who accept (S8) should also accept

HEP: Reason requires that | aim now for my own greatest happiness
now, or at the present moment.

This is another statement of the Hedonistic Egoism of the Present. As |
claimed in Chapter 6, this view is absurd. The absurdity of HEP may have
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led Sidgwic k to reject both the analogy between 'I' and 'now' and the
Appeal to Full Relativity.

(c) This Appeal tells us to reject S and accept P. Sidgwick believed that S

was plausible. He may not have seen that, even if we appeal to full relativity,

we can adm it that S is plausible. S can be stated in a series of claims. And

the Appeal to Full Relativity allows us to accept some of these claims. We

can accept those parts of S that are compatible with the Present -aim
Theory. Sidgwick thought that S was plausi ble, and he may have thought
HEP to be absurd. But what is plausible in S are the parts of S that are both
compatible with, and analogous to, parts of P. And the absurd HEP is
analogous to a part of S that we should reject. Since this is so, as | shall
claim, the Appeal to Full Relativity does not conflict so sharply with
Sidgwick's intuitions.

57. THE APPEAL APPLIED AT A FORMAL LEVEL
Consequentialists reject the bias in one's own favour. Rashdall asks, for

instance, why 'an impartial or impersonal Reason . . . should attach more
importance to one man's pleasure than to another's?" 'It is', he
concedes,' . . . intelligible 1 that one thing should appear reasonably to be

desired from a m an's own point of view, and another thing when he takes
the point of view of a larger whole. But can both of these points of view be
equally reasonable? How can it be reasonable to take the point of view of
the part when once the man knows the existence of the whole . . .?'

A Self -interest Theorist can reply: 'We are not asking what it is rational
for Reason to do. We are asking what it is rational for me to do. And | may
reasonably decli ne to take 'the whole's point of view'. | am not the whole.

Why may not my point of view be, precisely, my point of view?'

The Self -Interest Theory may in turn be challenged. A Present -aim
Theorist can say: 'We are not just asking what it is rational fo r me to do.
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We are asking what it is rational for me to do now. We must consider, not
just my point of view, but my present point of view." As Williams writes,

"The correct perspective on one's life is from now.' >

This point can be made in more formal terms. Following Nagel, |
distinguished two kinds of reason for acting. Nagel calls a reason objective if
it is not tied down to any point of view. Suppose we claim that there is a

reason to relieve some person's suffering. This reason is objective if it is a

reason for everyone  -- for anyone who could relieve this person's suffering. |

call such reasons agent -neutral. Nagel's subjective reasons are reasons only
for the agent. I cal | these agent -relative. ©

I should explain further the sense in which reasons can be relative. In one

sense, all reasons can be relative to an agent, and a time and place. Even if

you and | a re trying to achieve some common aim, we may be in different
causal situations. | may have a reason to act in a way that promotes our
common aim, but you may have no such reason, since you may be unable to

act in this way. Since even agent -neutral reaso ns can be, in this sense,
agent -relative, this sense is irrelevant to this discussion.
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When | call some reason agent -relative, 1 am not claiming that this reason
cannot be a reason for other agents. All that | am claiming is that it may not
be. On the Present -aim Theory, my reason for acting is a reason for other
agents if they and | have the same aim. Similarly, when P claims that some
reason is relative to time,it is not claiming that, as time passes, this reason is

bound to be lost. P claims only that it may be lost. The reason will be lost if
there is a change in the agent's aim.
If all reasons for acting are agent -neutral, this would be fatal to the

Self-interest Theory. Consider each person's reason to promote his own
interests. If this is a reason for everyone, each person would have equal

reason to promote the interests of everyone. The Self -interest Theory would
be annexed by Impartial Benevolence. A Self -interest Theorist must
therefore claim that reasons for acting can be agent -relati ve. They can be

reasons for the agent without being reasons for anyone else.

A Present -aim Theorist would agree. But he can add (P1): The claim that

a reason can be relative to the agent at the time of acting. It can be a reason

for him at this time wi  thout being a reason for him at other times.

This claim challenges the S  -Theorist's Second Reply, which assumes that
any reason's force extends over time. According to S, as Nagel writes, 'there

is reason to promote that for which there . . . will be a reason.
Self -interested reasons are in this sense timeless, or temporally neutral.

Though timeless, they are not impersonal. As | claimed, S is a hybrid
theory. According to Neutralist mor al theories, reasons for acting are both
timeless and impersonal. According to the Present -aim Theory, reasons are
both time -relative and agent -relative: they are reasons for the agent at the
time of acting. According to the Self -interest Theory, reason s are
agent -relative but they are not time -relative. Though S rejects the
requirement of impersonality, it requires temporal neutrality.
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As a hybrid, S can be attacked from both directions. And what S claims

against one rival may be turned again st it by the other. In rejecting
Neutralism, a Self -interest Theorist must claim that a reason may have force

only for the agent. But the grounds for this claim support a further claim. If

a reason can have force only for the agent, it can have force fo r the agent
only at the time of acting. The Self -interest Theorist must reject this claim.

He must attack the notion of a time -relative reason. But arguments to show
that reasons must be temporally neutral, thus refuting the Present -aim
Theory, may als o show that reasons must be neutral between different
people, thus refuting the Self -interest Theory.

Nagel once advanced an argument of this second kind. If his argument
succeeds, Neutralism wins. | am now discussing, not Nagel's argument, but

the App eal to Full Relativity. Like Nagel's argument, this appeal challenges

the Self -interest Theory. One part of this appeal is (P1), the claim that, if
reasons can be agent -relative, they can be fully relative: relative to the agent

at the time of acting.

Either reasons can be relative, or they cannot. If they cannot, as Nagel

argued, Neutralism wins. We must reject both the Self -interest Theory, and
the Present -aim Theory, and most of Common - Sense Morality.
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Suppose next that, as Nagel now believes, reas ons can be relative. (P1)
rightly claims that, if reasons can be relative, they can be relative to the
agent at the time of acting. As | shall argue in Sections 59 to 61, it could be

true that | once had a reason to promote some aim, without it's being true
that | have this reason now. And it could be true that | shall have a reason
to promote some aim, without it's being true that | have this reason now.

Since these could be true, it cannot be claimed that the force of any reason
extends overtime.  This undermines the S  -Theorist's Second Reply.

Besides appealing to (P1), a Present -aim Theorist can appeal to the bolder
(P2) and (P3). I shall now show that, if this appeal is justified, there are
further grounds for rejecting S.

58. THE APPEAL APPL  |IED TO OTHER CLAIMS
Suppose, first, that someone accepts both S and the Desire - Fulfilment
Theory about self -interest. Such a person could state S, as it applies to
himself, with the claim
(S9) What | have most reason to do is what will best fulfii all o f
my desires throughout my whole life.
The analogous claim is
(P4) What | have most reason to do now is what will best fulfil all
of the desires that | have now.
Since (S9) conflicts with (P4), the Appeal to Full Relativity tells us to reject
(S9). ( S9) is incompatible with full relativity. In telling us to reject (S9), the

Appeal tells us to reject one version of S. And it allows us to accept (P4),

which is what is implied by the Instrumental version of P.

Consider next

(S10) | canrationa lly ignore desires that are not mine,

and

(P5) I can rationally now ignore desires that are not mine now.

These claims do not conflict. According to the Appeal to Full Relativity, if

we accept (S10), we must also accept (P5). Since a Self -interest Theo rist
must accept (S10), he must accept (P5). But (P5) is both a denial of S, and a

partial statement of some versions of P. As before, the Appeal counts

against S and in favour of P.

Though a Present -Aim Theorist would reject the Self -interest Theory, he
would accept some of the claims that S makes. Thus he would accept the
rejection of RB, the claim that reason requires impartial benevolence. And,

though he would reject the Hedonistic version of S, he would accept in its

place

(P6) Itis not irrat  ional to care more about one's own happiness.

If he is not a Hedonist, he should add

(P7) It is not irrational to care more about what happens
oneself, or about one's own self interest.

(P7) defends what I call the bias in one's own favour. Unlike S, ( P7) does
not claim that a rational agent must both have, and be governed by, this

particular bias. All that (P7) claims is that this bias is not irrational.

Suppose that we accept (P7). The analogous claim is
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(P8) It is not irrational to care more abou t what is happening to
oneself at the present moment.

(P8) defends what | shall call the bias towards the present. This is even more
common than the bias in one's own favour. The two biases may be
expressed in thoughts like these: 'l knew that someone had to do this
ghastly job, but | wish that it wasn't me'; 'l knew that | had to do this job
sooner or later, but | wish that | wasn't doing it now'. (Or: 'l knew that my
tooth had to be drilled, but | wish that it wasn't being drilled at this very

mom ent.’)

According to the Appeal to Full Relativity, if we accept (P7) we should
also accept (P8). This is plausible. The two biases may be defended on
similar grounds. My reasons for caring about what happens to me differ in

kind from my reasons for car ing about what happens to other people. The
relation between me and my own feelings is more direct than the relations
between me and the feelings of others. This fact makes (P7) plausible. In the

same way, my reasons for caring about what is happening t 0 me now differ

in kind from my reasons for caring now about what did or will happen to

me. The relation between me now and what | am feeling now is more direct

than the relations between me now and my feelings at other times. This fact

makes (P 8) plausible.

Since (P7) would be claimed both by a Self -interest Theorist and by a
Present -aim Theorist, the latter can say: 'The Self -interest Theory is not
wholly implausible. The theory's mistake is to move from (P7) to a bolder

claim. According to  (P7). it is not irrational to care more about one's own

self -interest. This is plausible. But it is not plausible to claim that a concern

for one's own self -interest must always be each person's dominant concern.'

(P7) and (P8) are not central to the P resent -aim Theory. If someone did not
care more either about himself or about his own present feelings, he would

not be judged to be irrational by a Present -aim Theorist. (P7) and (P8) are
not implied by the quite different claim that is central to the Critical Version
of P. Suppose that | know the facts and am thinking clearly. According to

CP's central claim, if my set of desires is not irrational, what | have most
reason to do now is what would best fulfil those of my present desires that

are not irrational. A similar claim applies to everyone.

Though a Present -aim Theorist would accept (P7), he would embed it
within a larger claim. This might be

(P9) A pattern of concern is not irrational merely because it does

not give supreme weight to the a chievement of the best outcome,
impartially considered. It would be no less rational for me to care
more about what happens to me, or to the people whom | love, or

about the success of what | am trying to achieve, or the causes to
which | am committed.

This claim gives no special place to the bias in one's own favour. This bias is
merely cited as one example of a concern which, though not impartial or
agent -neutral, is not less rational. This is the simplest and most obvious
biased or agent -relative concern. But there are countless others, some of
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which (P9) cites. According to (P9), some of these other concerns are no less
rational.
If we accept (P9), the Appeal to Full Relativity tells us to accept

(P10) A pattern of concern is not irrational m erely because it
does not give supreme weight to one's own self -interest. It would
be no less rational for me to care more now about those people
whom | love now, or about the success of what I am now trying to
achieve, or the causes to which | am now committed. And it may
be no less rational for my concern about my own self -interest to
involve a temporal bias relative to the present. For example, it

may be no less rational for me to care more now about what is

happening to me  now.

(P10) is one of the central claims of the Present -aim Theory. It gives no
special place to the bias towards the present. This is merely cited as one
example of a concern which, though relative to the agent at the time of
acting, may be no less rational.

| write 'may', because there are different versions of CP. One version
claims that, in my concern for my own self -interest, | should be temporally
neutral. This is consistent with (P10). On this version of CP, | should also

have a temporally neutral concern abo ut the interests of those people whom

| love. In trying to do what will be best for these people, | should give an

equal weight to all the parts of their lives. This is consistent with the claim

that it is no less rational for me to be more now concerne d now about the
interests of those people whom | love now. And, even if my concern for my
own self -interest should be temporally neutral, it is no less rational for me to

care more now about what | am now trying to achieve, or the causes to
which | am now committed. My concern about this achievement, or those

causes, is not a concern for my own self -interest.
If we accept (P10), we shall reject the central claim of the Self -interest
Theory: the claim that it is irrational for anyone to do what he kno ws will

be worse for himself. According to S, the one supremely rational pattern of
concern is a temporally neutral bias in one's own favour. According to
(P10), many other patterns of concern are no less rational. If this is so, my

First Argument succ eeds. If we have one of these other patterns of concern,

it would be no less rational to act upon it. This would be no less rational

even when, in so acting, we would be doing what we know to be against our

own long -term self -interest.

Should we accept (P10)? More exactly, can we reject (P10) if we have
accepted (P7), the claim that it is not irrational to be biased in one's own
favour? Is this bias uniquely or supremely rational? In Section 51 |
mentioned some other desires and concerns, and claimed that these are no
less rational than the bias in one's own favour. If that claim is justified, we
should accept a qualified version of (P10).

We should qualify (P10) because it may be irrational to have certain
desires for achievement, or to be commit ted to certain causes. Thus it may
be irrational to want to stay down a cave longer than anyone else. But, as |

have claimed, there are many desires for achievement that are no less
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rational than the bias in one's own favour. It is no less rational to w ant to
create certain kinds of beauty, or to achieve certain kinds of knowledge.

And there are many other examples. Similar claims apply to the causes to

which we are committed. It was not irrational in the 19th Century to be

committed to the adoption of Esperanto as the World's lingua franca -- or
international language. Given the relative positions of English and
Esperanto, this commitment may be irrational now. But there are many

other causes commitment to which is no less rational than the bias i n one's
own favour. Since we should accept a qualfied version of (P10), we should

accept a version of CP which often conflicts with S.

In this chapter | have argued that, if a reason can have force only for one
person, a reason can have force fo r a person only at one time. We should
reject the claim that any reason's force extends over time. We should
therefore reject the S -Theorist's Second Reply to my First Argument, which

appeals to this claim. If he has no other reply, the S -Theorist may h ave to
return to his First Reply. He may have to claim that the bias in one's own

favour is supremely rational. We should reject this claim. If the S - Theorist
has no other reply, we should reject S.

| have also argued that there are other grounds for r ejecting S. These are
provided by the Appeal to Full Relativity. According to this appeal, the

only tenable theories are morality and the Present -aim Theory, for only
these give to 'I' and 'now' the same treatment. (Agent -neutral moral

theories clearly give to 'l' and 'now' the same treatment. So, less obviously,

do agent -relative theories. These require that | give special weight to the
interests of certain people. Thus | should give special weight to the interests

of my children. This claim may see m to give to 'I' treatment that it denies to

‘now'. But this is not so. My relation to my children cannot hold at some

time, and fail to hold at some other time. My children could not possibly

both exist and not be my children. This is why, in the claim about my
obligations to my children, we need not include the word 'now'. There are

other relations which can hold at some time, and fail to hold at other times.

In its claims about such relations, an agent -relative moral theory does
include the word ' now'. For example, if | am a doctor, | have special
obligations to those who are now my patients. | have no such obligations to
those who were once my patients, but are now the patients of some other
doctor.)

In the next chapter | give further grounds for rejecting S. But my main

aim is to discuss some puzzling questions.
8 DIFFERENT ATTITUDES TO TIME

THE Self -interest Theory claims that, in our concern about our own self -
interest, we should be temporally neutral. As | have said, a Present -aim
Theorist can also make this claim. | shall now ask whether this claim is

justified. If the answer is Yes, this is no objection to P. But, if the answer is

No, this is another objection to S.
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59. IS IT IRRATIONAL TO GIVE NO WEIGHT TO ONE'S PAST
DESI RES?

Consider first those S -Theorists who accept the Desire - Fulfilment Theory
about self -interest. | shall again use 'desire' to mean 'relevant desire’, since
different versions of the Desire -Fulfilment Theory appeal to different
desires. On all version s, what is best for someone is what will best fulfil his
desires, throughout his life. And the fulfiiment of someone's desires is good
for him, and their non  -fulfilment bad for him, even if this person never
knows whether these desires have been fulfill ed.
In deciding what would best fulfil my desires, we must try to predict the
desires that | would have, if my life went in the different ways that it might
go. The fulfilment of a desire counts for more if the desire is stronger.
Should it also count  for more if | have the desire for a longer time? If we
compare what was my strongest desire for fifty years and what was my
strongest desire for five minutes, it seems plausible to answer Yes. But, in
the case of weak desires, the answer is unclear.
On the Unrestricted Desire -Fulfilment Theory, it is good for someone if
any of his desires are fulfilled, and bad for him if any are not fulfilled.
Another version is the Success Theory . This gives weight only to someone's
desires about his own life. It i s not always clear which these desires are. But
this is no objection to the Success Theory. Why should it always be clear
what would be best for someone?
We can next remember how the Success Theory differs from the widest
version of the Hedonistic Theo ry. Both theories appeal to a person's desires
about his own life. But Hedonists appeal only to desires about those
features of our lives that are introspectively discernible. Suppose that my
strongest desire is to solve some scientific problem. Hedonis ts claim that it
would be better for me if, for the rest of my life, | believe that | have solved
this problem. On their view, it would not matter if my belief is false. This is

because this would make no difference to the experienced quality of my life.
Knowing and falsely believing are not different experiences. On the Success
Theory, it would be worse for me if my belief is false. What | want is to solve

this problem. It would be worse for me if this desire is not fulfilled, even if |

belie ve that it is.

We can remember finally that there are two versions of both the Hedonistic

and the Success Theory. One version appeals to the sum total of the
fulfilment of a person's local, or particular, desires. The other version appeals
only to a pe rson's global desires:his preferences about either parts of his life,

or his whole life. | might globally prefer one of two possible lives even though

it involved a smaller total sum of local desire fulfilment. One such global
preference is that of the couples who leap off cliffs at the height of their
ecstasy.

We could distinguish other versions of the Desire - Fulfilment Theory. But
this is unnecessary here. | shall be challenging those Self -interest Theorists
who assume some version of the Desire - Fulfilment Theory. | shall again use
'desire’ to mean 'relevant desire', since different versions of this theory
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appeal to different desires. Most of my remarks would apply whichever
version is assumed.

If we assume the Desire -Fulfilment Theory, Sidgwick 's axiom of Rational
Benevolence can become

(RBI) What each person has most reason to do is what will best fulfil
everyone's desires,

and the Self -interest Theory becomes

(S11) What each person has most reason to do is what will best fulfil,

or enabl e him to fulfil, all of his own desires.

A Self -interest Theorist must reject (RB1). As | remarked, he may claim

(S10) | can rationally ignore desires that are not mine.

A Present -aim Theorist could add

(P5) I can rationally now ignore desires that are not mine now.

| write 'could' because (P5) might be rejected on the Critical version of P.
According to the Appeal to Full Relativity, if we accept (SIO) we should
also accept (P5). Since an S -Theorist must accept (SIO), but cannot accept
(P5), he mus t reject the Appeal to Full Relativity. This appeal claims that
reasons are relative, not only to particular people, but also to particular
times. The S -Theorist might reply that, while there is great rational

significance in the question who has some d esire, there is no such
significance in the question when the desire is had.
Is this so? Should | try to fulfil my past desires? A similar question can be

asked about the Desire -Fulfilment Theory. Is the fulfilment of my past
desires good for me, andt  heir non -fulfilment bad for me? Except for the last

wishes of the dead, past desires are seldom discussed by Desire - Fulfilment
Theorists. This may be because the analogous question cannot arise on

some versions of the older Hedonistic Theory. | ¢ annot now improve the
guality of my past experiences. But | might be able to fulfil my past desires,

even when | no longer want to do so. Have | a reason to do so?

Some desires are implicitly conditional on their own persistence. If | now

want to swim  when the Moon later rises, | may want to do so only if, when

the Moon rises, | still want to swim. If a desire is conditional on its own
persistence, it can obviously be ignored once it is past.

There is one class of desires many of which are implicitly conditional in
this way. These are the desires whose fulfilment we believe would give us
satisfaction, or whose non  -fulfilment we believe would make us distressed.

The fulfilment or non  -fulfilment of these desires would not, when they have
ceased, giv e us either satisfaction or distress. It it is therefore natural for

many of these desires to be conditional on their own persistence.

In the case of other desires there is no such general reason for assuming

that they would be conditional. Suppose that | meet some stranger on a
train. She describes her life's ambitions, and the hopes and fears with which

she views her chances of success. By the end of our journey, my sympathy is
aroused, and | strongly want this stranger to succeed. | have this stron g
desire even though | know that we shall never meet again, and that my

desire will not last. My desire that this stranger succeed would not be
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implicitly conditional on its own persistence. The same is true of countless

other desires, of many kinds.

The clearest examples are the desires that some people have about what

will happen after they are dead. Suppose that | do not believe that | shall

have an after -life. Since | believe that my death will be my extinction, my
desires about what happens aft erwards cannot be conditional on their own
persistence up to the moment of fulfilment. | believe that this condition

could not be fulfilled, yet | still have these desires. And these desires will be,

when | am dead, past desires that were not condition al on their own
persistence. These - the unconditional desires of the dead - do not embarrass
some Desire -Fulfilment Theorists. They accept the claim that, in causing

such desires not to be fulfilled, we act against the interests of the dead.

If they ass ume the Success Theory, they will not claim this about all such
desires. One of my strongest desires is that Venice never be destroyed.
Suppose that when | am dead some flood destroys Venice. On the Success
Theory, this would not be against my interests , or imply that | had a worse
life. But the Success Theory counts some events as bad for someone who is

dead. Suppose that | work for fifty years trying to ensure that Venice will be

saved. On the Success Theory, it would then be worse for me if, when | am
dead, Venice is destroyed. This would make it true that my life's work was

in vain. It would make my life a failure, in one of the ways that concerned

me most. When Venice is destroyed, we should claim that my life went less

well than we previously believed.

Should we accept this last claim? It seems defensible, but so does its
denial. If we deny this claim, we seem to be appealing to the Hedonistic
Theory. We are claiming that it cannot be bad for me that my life's work

was in vain, if | never know this. It is hard to see why we make this claim,
unless we assume that an event cannot be bad for me if it makes no
difference to the experienced quality of my life.

Though they are morally interesting, the desires of the dead are not
releva nt to this discussion. | am considering those Self -interest Theorists
who assume some version of the Desire -Fulfilment Theory. According to
these people, what each of us has most reason to do is what will best fulfil,

or enable him to fulfil, all of his desires throughout his whole life. | cannot
ask if, when someone is dead, he should try to fulfil his past desires. | must

ask my question about the past desires of a living person. These must be
desires which have not persisted, but were not condition al on their own
persistence.

We can vary the same example. Suppose that, for fifty years, | not only

work to try to save Venice, but also make regular payments to the Venice
Preservation Fund. Throughout these fifty years my two strongest desires

are that Venice be saved, and that | be one of its saviours. These desires are

not conditional on their own persistence. | might ask, 'Do | want Venice to

be saved, and myself to be one of its saviours, even if | later cease to have

these desires?' My answe r would be Yes.

Suppose next that | do cease to have these desires. Because | am
enthralled by some new passion, | cease to care about the city's fate. Have |



still a reason to contribute to the Venice Fund? Have | such a reason on the
version of S tha t appeals to Desire -Fulfilment? | have a reason to stop
contributing, since with the money saved | could fulfil some of my present

or future desires. Do | have a contrary reason, to go on contributing? If |

make further payments, this may help to fulfil two of my past desires.
Though | no longer have these desires, they were my strongest desires for

fifty years.

The wider question is this. On the Desire -Fulfilment Theory, should | give
equal weight to  all of my desires, past, present, and future? Sho uld 1 give
equal weight to all of these desires when | ask what would be best for me, or

would make my life go best? By 'equal weight' | mean 'equal weight, if other

things are equal. | should give less weight to one of two desires if it is
weaker, or if | regret having this desire, or if certain other claims are true.

My gquestion asks, 'Should | give less weight to some of my desires because
they are not my present desires?'

Suppose that an S -Theorist answers No. And suppose that he also claims
that, at least in the case of very strong desires, their fulfilment counts for

more if they last longer. If | cease contributing, this would enable me to

fulfil some of my present and future desires. But | shall live for only a few

more years. It may thus be true that, if we count both strength and
duration, my present and future desires would together count for less than

what were my two strongest desires for fifty years. If all of my desire
throughout my life should be given equal weight, the S -Theorist may have
to conclude that it would be worse for me if | now cease to contribute. He

must then claim that it would be irrational for me to cease to contribute. |

would be irrational to cease to contribute even though | do not now have,

and sha |l never later have, any desire to contribute.

This conclusion may embarrass the Self -interest Theorist. He may be
tempted to concede that a rational agent can ignore his past desires. But, if

the ground for this claim is that these desires are past, th is may be
damaging concession. The S -Theorist must then drop the claim that it
cannot be rationally significant when some desire is had. He must still claim
that a rational agent should give equal weight to his present and his future

desires. If this ¢ laim cannot be supported by an appeal to temporal
neutrality, it may be harder to defend.

60. DESIRES THAT DEPEND ON VALUE JUDGEMENTS OR IDEALS
If the S -Theorist wants to appeal to temporal neutrality, he must give some
other reason why we can ignore o ur past desires. He might appeal to one of
the ways in which we can lose some desire. We can change our mind. In one
sense, any change in our desires involves a change of mind. What is meant
here is a change in some value judgement, or ideal: a change o f view about
what is worth desiring.
I distinguished between what | have most reason to do, and what, given
my beliefs, it would be rational for me to do. If my wine has been poisoned,
drinking this wine is not what | have most reason to do. But, if | have no
reason to believe that it has been poisoned, | would not be acting

13¢



irrationally if | drink this wine. My main question is about what we have

most reason to do. But what follows is about what, given someone's beliefs,

it would be rational for hi m to do. Some call this the question what is
subjectively rational.

The S-Theorist can say: 'Anyone can rationally ignore the desires that he

lost because he changed his mind. And you must have changed your mind

when you ceased to want Venice to be sav ed. In contrast, when someone
dies, his desires become past without a change of mind. This is why, when

we consider someone's interests, we should not ignore the desires that he

had when dying.'

This cannot be a complete reply, since it covers only tho se desires that
depend on value -judgements or ideals. We have many simpler desires,
whose loss does not involve a change of mind.

When applied to cases where we do change our mind, is this a good reply?

In a minority of cases, discussed later, we regar d our change of mind as a
corruption. In all other cases it is plausible to claim that, when someone

loses a desire because he has changed his mind, he can rationally ignore this

desire. This is because this desire depended on a value -judgement o r ideal
that he now rejects.

Though this claim is plausible, it is not a good reply in a defence of S. A
similar claim applies to those desires that will later be produced by a change
of mind. Suppose that | predict that | shall later have desires that will
depend on value -judgements or ideals that | now reject. Should | give to

these future desires the same weight that | give to my present desires? The
S-Theorist must answer Yes.

Nagel describes a relevant example:

Suppose [that someone] now belie ves that in twenty years he will value
security, status, wealth, and tranquillity, whereas he now val ues sex,
spontaneity, frequent risks, and strong emotions. A decisive response to this
situation could take either of two forms. The individual may be stro ngly
enough con vinced of the worthlessness of his inevitable future values simply

to refuse them any claim on his present concern. . . On the other hand, he

may treat both his  present and future values like preferences, regarding each
as a source of reason s unde r a higher principle: 'Live in the life -style of your
choice.' That would demand o  f him a certain prudence about keeping open
the paths to eventual respectability. 18

As Nagel writes, S re  quires this young man to treat his values and ideals as

if they were mere preferences. Only so could it be rational for him to give

equal weight to his predicted future values. S claims that he must not act in

ways that he will predictably regret. Thus he must not support political
movements, or sign petitions, if this might seriously embarrass or restrict

the opportunities of his more conservative middle -aged self. More exactly,
he may act in these ways, if an impartial calculation comes out right. | n this
calculation he may discount for the lesser probability that he will later have

different values or ideals. But he must not discount such predicted values or

ideals merely because he now believes them to be worthless or contemptible.
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If we believ e that our values or ideals are not mere preferences, and can be
either more or less justified, we cannot accept this last claim. We cannot

wholly accept S. We must treat our values or ideals as P claims that we
should. We must give a special status to what we now believe to be better
justified.

This point is even clearer if we take desires which, unlike the ones in
Nagel's example, rest on moral beliefs. It is clearer still if we assume that

moral beliefs can be, not just more or less defensible, bu t straightforwardly
true. The point is then a familiar one about all beliefs. We cannot honestly

say, 'P is true, but | do not now believe that P is true'. We must now believe

to be true what we now believe to be true. But this claim about our present

beliefs does not cover our past or future beliefs. We can honestly say, 'P is

true, but | used not to believe P, and | may in the future cease to believe P'.

The corresponding point about evaluative desires needs to be stated
carefully. Nagel writes: T he individual may be strongly enough convinced

of the worthlessness of his inevitable future values to refuse them any claim

on his present concern. He would then regard his present values as valid for

the future also, and no prudential reasons w ould derive from his expected
future views.' Nagel adds that, if this is how the individual responds, ‘his
position would be formulable in terms of timeless reasons'. His reasons
would be stated in a timeless form because they would appeal to values
which he believes to be timelessly valid. But it would nonetheless be true

that, in another sense, his reasons would be both time -relative and
agent -relative. The person in question is trying to act on the values that are
timelessly valid. But the best th at he can do is to act on the values that he
now believes to be valid. This is what he is told to do by the Present -aim

Theory. (On the Critical version of P, he might be rationally required to
believe in the values that are timelessly valid.)

On the S elf-interest Theory, this young man must give the same weight to

his present and his predicted future values and ideals. This would be giving

the same weight to what he now believes to be justified and what he now
believes to be worthless or contemptibl e. This is clearly irrational. It may
even be logically impossible.

We have reached a general conclusion. According to S, | should give
equal weight to all of my present and future desires. This claim applies even

to those future desires that will depe nd on a change in my value  -judgements
or ideals. When it is applied to these desires, this claim is indefensible. In the

case of reasons for acting that are based on value -judgements, or ideals, a
rational agent must give priority to the values or ideal s that he now accepts.
In the case of these reasons, the correct theory is not S but P.

There are further grounds for this conclusion. Suppose that | believe that,

with increasing knowledge and experience, | shall grow wiser. On this
assumption, | shoul dgivetomy future evaluative desires more weight than |
give to my present evaluative desires, since my future desires will be better
justified. This claim may seem to conflict with P. But this is not so. If | both

assume that | am always growing wise r, and can now predict some
particular future change of mind, | have in effect already changed my mind.
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If | now believe that this later belief will be better justified, | shall have this

belief now. So the assumption that | am growing wiser provides no
objection to P. Even on this assumption, | can still give a special status to
what | now believe to be justified.

The contrary assumption is that, as time passes, | shall become less wise,
and that the change in my ideals will be a corruption. The los s of ideals is
commonplace; and judgement often goes. (In successive editions of their
Selected Poems, many poets make worse and worse selections.) On this
assumption, | should give greater weight to what | used to value or believe.

But in the same way , if | accept this assumption, | would still believe what |
used to believe, even if | care less.

Of these contrary assumptions, neither seems in a general way more likely

to be justified. Since the assumptions conflict, we may suggest, as a
compromise , the temporal neutrality that the Self -interest Theory requires.

And there is a sceptical argument which may seem to favour such neutrality.

| may be struck by the arrogance of my present certainty. Why should | now

assume that | am more likely to be right now?

Though it supports a move towards temporal neutrality, this argument

cannot help the Self -interest Theorist. Like other arguments, it leads us
beyond his theory. Why should | assume that | am more likely to be right?

The sceptical argum ent challenges my confidence both in acting on the
values or ideals that | now accept, and in acting on the values or ideals that I
accept. The argument supports giving equal weight to all of the competing

values or ideals of all the people whom | belie ve to be as likely to be right as
me.

If we assume that our values or ideals may be worse or better justified, it

is a puzzling question how we should react to this sceptical argument. Is it

not both arrogant and irrational to assume that the best just ified values or
ideals are  mine? | can be pulled in both directions here. This assumption

may indeed seem arrogant, or irrational. But it may be absurd to claim that

I must not value more what | value more. This is like the claim that | must

not believ e to be true what | believe to be true. And this claim may
undermine my belief in any of these values. 2

There are arguments in both directions. But neither argument supports S.

Once again, S occupies an indefensible mid -way position. If the sceptical
argument succeeds, Neutrality wins. Like Hare's 'liberal’, | should give

equal weight to the values and ideals of every well -informed and rational
person. 2 Suppose that this argument fails. If | should give more weight to

my values and ideals, | should also give more weight now to what | value or
believe now. The argument for the former claim, when carried through,
justifies the latter.

The conflict between these arguments is one example of what Nagel calls

the conflict between the subjective and the objective. 2l The claims of
objectivity are, here, the claims of int ersubjectivity.  They carry me beyond
the boundaries of my own life, and tell me to give weight to the values or

ideals of others. And the claims of subjectivity are the claims of what | now
believe. They are the claims of my present point of view. When we are
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concerned with values or ideals, we cannot defensibly claim that the
significant unit is one's whole life. We cannot claim that | should now give

equal weight to all and only the values or ideals that, at any time, | either

did or do or shall ha ve. Once again, we cannot both require temporal
neutrality and reject the requirement of interpersonal neutrality. Both of the
arguments just described count against the Self -interest Theory.

61. MERE PAST DESIRES
These claims apply only to desires who se loss involves a change of mind.
There are countless desires of which this is not true. This is so even if, as

some claim, all desires involve an evaluation. There is a vast range of
possible and worthy objects of concern. Given the limits of o ur minds and
lives, each of us can be strongly concerned about only a few of these objects.

And our concern may shift from one of these objects to another, without

our having to believe that what we are now concerned about is more worthy

of concern. Th is is clear in the case where, at the end of my train journey, |

have a strong desire that the stranger succeed. | shall later lose this desire,

but this will not be because | decide that it matt ers less whether this
stranger succeeds.

Here is another ¢ ase, involving a desire about my own life. Between the

ages of 7 and 24 what | most wanted was to be a poet. And this desire was

not conditional on its own persistence. | knew that | might be tempted by

other careers. | wanted to be a poet even if this was not what | later wanted.
Now that | am older, | have no desire to be a poet. | have changed my mind

in the more restricted sense that | have changed my intentions. But | have

not decided that poetry is in any way less important or worthwhile. Does

my past desire give me a reason to try to write poems now, though | have no

desire to do so?

Since my loss of this desire involved no change in my value judgements,

the Self -interest Theorist has only the following alternatives. He could keep

the claim that a rational agent should be temporally neutral: that he should

try to do what will best fulfil all of his desires throughout his whole life. He

must then accept that, on his theory, a rational agent ought to give weight

to those of his past desires whose loss involved no change in his value
judgements. The only exceptions are those past desires that were conditional

on their own persistence. He must therefore claim that | have a strong

reason to try to write poems now, because this was what | mos t wanted for
SO0 many years. | have a strong reason to try to write poems, though | no

longer have even the slightest desire to do so. Most of us would find this

claim hard to believe.

If the Self -interest Theorist agrees, he must reject the requirement of
temporal neutrality. He must claim that it is not irrational to give no weight

to one's past desires. Once he has abandoned temporal neutrality, or the

claim that it cannot be rationally significant when we have some desire, the
rest of his theory is harder to defend. He must still insist on temporal
neutrality as between our present and all of our future desires. If | am self -
interested, | must give equal weight to anything that | shall predictably
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want, even if | do not want this now. This is harder to defend if the desires
that | did have can be given no weight. If it can have rational significance

that desires are past, why can it not have rational significance that they are

not present? Why should the present be treated as if it was just part of the
future? If | can give no weight to what | did desire, because | do not desire it
now, why must | give equal weight to what | shall desire, when | do not
desire it now?

In the last three sections | have discussed those S -Theorists who assume
some version of the Desire  -Fulfilment Theory about self  -interest. | have
defended two conclusions. Some of our desires rest on value judgements, or

ideals, or moral beliefs. In the case of these desires, we must accept P rather

than S. In the ¢ ase of our other desires, an S - Theorist has two alternatives.

He might insist that we should try to fulfil our unconditional past desires:

the unconditional desires that we once had but no longer have. This is hard

to believe. The S -Theorist's other alt ernative is to abandon the claim that it
cannot make a difference when some desire is had. If he abandons this
claim, the S -Theorist needs a new explanation of why we should give the
same weight to our present and our future desires. This new explanation may
be hard to find.

If the S -Theorist abandons the appeal to temporal neutrality, he must
abandon one of the arguments for S. On his new view, | did have reasons to
try to fulfil my past desires. But he admits that, because | no longer have

these desi res, | have no reason to try to fulfil them now. If this is so, he

cannot claim that the force of any reason extends over time.

My other conclusion also undermines this claim. | have reasons for acting

that are provided by my present values, or ideals, or moral beliefs. If | shall
later change my mind, | shall have contrary reasons for acting. In the case
of these reasons, we must accept P rather than S. The force of these reasons

does not extend over time.

62. 1S IT IRRATIONAL TO CARE LESS ABOUT ON E'S FURTHER
FUTURE?
The S-Theorist cannot claim that any reason's force extends over time. He
must therefore appeal to his other argument. He must claim that the bias in
one's own favour is supremely rational. | shall now compare this bias with
another common pattern of concern: caring less about one's further future.

Since this is the favourite target of S -Theorists, | shall be challenging their
theory where they believe it to be most plausible.

| shall also turn from what is distinctive to the Desi re - Fulfilment Theory
to what is common to all plausible theories about self -interest. According to

all these theories, the Hedonistic Theory is at least part of the truth. Part of

what makes our lives go better is enjoyment, happiness, and the avoidance

of pain and suffering. These will be what matters in the cases that | shall
discuss. | choose these cases partly because they are simple, and partly
because they are the cases where the Self -interest Theory seems to many
most compelling.
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Bentham clai med that, in deciding the value of any future pleasure, we
should consider how  soon we shall enjoy it. ~ * C. I. Lewis suggests that this
may have been a loose reminder that the 'nearer pleasure s are in general the
more certain’. % But the claim would then be redundant, for Bentham tells

us directly to consider the likelihood of future pleasures. If we take his claim

strictly , it tells us to prefer nearer pleasures just because they are nearer. It
commits Bentham to the view that, 'although we should be rationally
concerned about the future, we should be less concerned about it according

as it is more remote -- and this qui te independently of any doubt which
attaches to the more remote'. Lewis calls this 'the principle of fractional
prudence’. As he admits, 'it expresses an attitude which humans do tend to

take'. But he regards it as so clearly irrational as to be not wor th discussing.
I call this attitude the bias towards the near. Hume describes one of the

ways in which this bias is revealed: 'In reflecting upon any action which |

am to perform a twelvemonth hence, | always resolve to prefer the greater

good, whether at that time it will be contiguous or remote . . . . But on a
nearer approach . . . . a new inclination to the present good springs up, and

makes it difficult for me to adhere inflexibly to my first purpose and
resolution.’

Hume's words suggest that this bias applies only to the immediate future.

But a more accurate description is this. We have a discount rate  with respect
to time, and we discount the nearer future ata greater rate. Thi s is why we
do not 'adhere' to our 'resolutions'. Here are two examples. | decide that

when, in five minutes, | remove the plaster from my leg, | shall wrench it off

at once, now preferring the prospect of a moment's agony to the long
discomfort of eas ing the plaster off hair by hair. But when the moment
comes | reverse my decision. Similarly, | decide that when in five years' time

| start my career, | shall spend its first half in some post which is tedious but

likely, in the second half, to take me to the top. But when the time comes |
again reverse my decision. In both these cases, viewed from a distance,
something bad seems worth undergoing for the sake of the good that
follows. But, when both are closer, the scale tips the other way. Another

case is shown below.

The height of each curve shows how much | care at any time about one of
two possible future rew ards. | care less about the further future; and the
amount by which | care less is greater in the nearer future. This is shown by

the fact that these curves are steepest j ust before | get these rewards. It may
help to restate these claims. If some event will occur a month later, | now

care about it less. My concern will be some proportion of my concern about

a similar event one month earlier. When these two events are further in the
future, there will be less proportionate difference in my prese nt concern
about these events. And the proportionate difference will be greatest when
the first of these events is in the immediate future.
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These claims explain why, in my diagram, the two curves cross. When

they cross, my preference changes. Judging f rom March, | prefer the greater
reward in June to the lesser reward in May. Judging from the end of April, |

prefer the lesser reward in May. =

Consider next someone with a different kind of discount rate. This is the
kind called exponential. Such a person discounts the future at a constant
rate of n per cent per month. There will always be the same proportionate
difference in his concern about two future events. This person's preferences

will therefore not change in the way described above. Because his
preferences do not change, this person may mistakenly believe that he has

no discount rate. 2%

The bias towards the near is of ten shown in simpler ways. When planning
the future, we often bring pleasures into the nearer future, and postpone

pains. But this bias is often concealed by another attitude to time. This is

the bias towards the future. This attitude does not apply to events that give
us either pride or shame: events that either gild or stain our picture of our

lives. Like the bias towards the near, the bias towards the future applies

most clearly to events that are in themselves pleasant or painful. The
thought of such events affects us more when they are in the future rather

than the past. Looking forward to a pleasure is, in general, more pleasant

than looking back upon it. And in the case of pains the difference is even
greater. Compare the states of mind of a n English schoolboy before and
after a beating.

We often act in ways which may seem to show that we are not biased
towards the near: we bring pains into the nearer future, and postpone
pleasures. The bias towards the future provides the explanation. We want to
get the pains behind us and to keep the pleasures before us.Since the second

bias counteracts the first, our tendency to act in these two ways cannot

show that we have no bias towards the near. Our bias towards the near may

be always outweighe d by our bias towards the future. | remember deciding,

after blowing out the candles on my tenth birthday cake, that in future |

would always eat the best bit (the marzipan) last rather than first.

Here is another example. Suppose that | must choose whe n to have some
painful course of treatment. If | wait for a year, until the hospital has new
equipment, the treatment will be only half as painful. And suppose my
discount rate drops to a half within a year. If | postpone the treatment for a

year, | sh all now care about it only a quarter as much. It will be in itself half

as painful, and | now discount it by a half. But if | postpone the treatment |

shall have a whole year's painful anticipation. The prospect of this, even

when discounted, may seem worse to me now than the prospect of
immediate treatment. If this is so, despite my bias towards the near, | shall

choose to have the treatment now, when it will be twice as painful.

There are some people who do not care more about what is near. S ome
even care more about what is remote. The propensity to save, or to
postpone gratification, can be compulsive. But we need not here decide how

many people have the bias towards the near.
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Another question is more important. It is often claimed that t his bias is
always caused by some failure of imagination, or some false belief. It is
claimed, for example, that when we imagine pains in the further future, we

imagine them less vividly, or believe confusedly that they will somehow be

less real, or le ss painful. Since Plato made this claim, 2" it has very often
been repeated. Thus Pigou claimed that we have 'a defect in the telescopic

faculty’. ? And this claim is embedded in our language. Someone who cares

less about his further future is imprudent, or improvident -- words which
mean in Latin that he does not see into the future. And some economists

call this attitude  myopia.

Plato's claim is often true. In the case of many people, it is a partial
explanation of their bias towards the near. It would be important if this

claim was always true, and provided the whole explanation. If this was so,

this bias would never survive t he process of ideal deliberation.  This would
reduce the amount of conflict between S and some versions of P. But, as |

show in Section 72 and Appendix C, S and P would still not coincide.

Though this is a factual matter, | am fairly sure that Plato's cl aim is often
false. One test would be this. In an experiment, a volunteer must decide

whether to endure some pain for the sake of some pleasure. This person

knows that, when he has made his decision, he will take a pill that will cause

him to forget th is decision. This makes irrelevant the pleasures or pains of
anticipation. This person also knows that we shall not tell him about the

timing of this pain and this pleasure until just before he makes his decision.

We describe carefully what the two expe riences would involve. So that he
can make a fully informed decision, this person imagines as vividly as he can

what it would be like to endure this pain and enjoy this pleasure. After he

has fully imagined what it would be like to have these two experi ences, we
tell him that the pain would be immediate and the pleasure would be
postponed for a year. Would the pleasure now seem to him less vivid? At

least in my own case, | am sure that it would not. Suppose that, if the pain

would be immediate and th e pleasure postponed for a year, this person has

a mild preference for having neither. He decides that this pleasure is not

guite great enough to make this pain worth enduring. We then tell him that

we were misinformed: the pleasure would be immediate, and the pain
postponed for a year. | think it likely that this person's mild preference

would now change. He might now decide that it is worth enduring this pain
for the sake of having this pleasure. Since this person imagined the two

experience s when he did not know about their timing, such a change in his
preference would not be produced by the alleged fact that later experiences

always seem, in imagination, less vivid. We would have good reason to

believe that this person is biased towards the near, and in a way that
survives ideal deliberation.

The bias towards the near is, | believe, common. But, to avoid argument,

we can discuss an imaginary person. This person cares more about his

nearer future, simply because it is nearer; and he do es this even when he
knows the facts, and is thinking clearly. | shall call this person Proximus. It
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will not affect the argument whether, as | believe, there are many actual
people who are like this.

It is often unclear what would be best for someone, or be most in his
interests, both because the facts are doubtful, and because of the
disagreement betweeen the rival theories about self -interest. But on all

plausible theories one point is agreed. When we are deciding what is in
someone's interests, we should discount for uncertainty, but not for mere
remoteness. We should not give less weight to this person's further future,

or give greater weight to his present desires.

We may believe that we should sometimes give greater weight to someone

else's present desires. We may think it wrong to override this person's
present desires, forcing him to do what will be best for him. But we would

think this wrong because it infringes this person's autonomy. This is
consistent with my claim that, on all pla usible theories about self  -interest, in
deciding what would be best for someone, we should not give greater weight
to this person's present desires. We should give equal weight to all the parts

of this person's life.

On the Self -interest Theory, someon e acts irrationally when he does what
he knows will be worse for him. My imagined man often acts in this way.
Because he is biased towards the near, Proximus often deliberately
postpones pains, at the foreseen cost of making them worse. In these cases

he is doing what he knows will be worse for him.

Let us now compare his attitude with that of a self -interested man. Is the
bias towards the near less rational than the bias in one's own favour? It is
essential to the defence of S that we answer Yes.

Proximus knows the facts and is thinking clearly. We should add one

more assumption. Those who have some bias may wish to be without it.

This is quite common in the case of the bias towards the near. After
describing how this bias makes him act against h is interests, Hume wrote,
'this natural infirmity | may very much regret'. % We should assume that
Proximus has no such regrets. Only this assumption makes our
comparison fair, for those who are self -interested are typically assumed
not to regret their bias in their own favour. Moreover, in rejecting S,
Proximus will appeal to P; and the Critical version of P may discount
desires that the agent regrets. We have some desires that we wish we did
not have. CP may claim that we should give to such desires either less or

even no weight. We should assume that Proximus does not regret his bias
towards the near.

It may be objected that, when he suffers from the effects of this bias, he
must regret this bias. But, as | explain in Section 72, Proximus will never
regret either that he has this bias now, or that he had this bias in the nearer
past. He will at most regret that he had this bias in the distant past. He acts

as he does because of his present bias. And he never regrets this bias.

63. A SUICIDAL ARGUMENT
How should a Self -interest Theorist criticize Proximus? Given the choice of
a mild pain soon, or a much worse pain later, Proximus often deliberately
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chooses the worse pain. And he often prefers a small pleasure soon to a
much greater pleasure later. He must therefore claim, with Hume, "Tis as
little contrary to reason to prefer even my own acknowledged lesser good to

my greater”. 3 This -- the deliberate choice of what he admits will be worse
for himself -- may seem the clearest possible case of irrationality. An
S-Theorist might say, 'The first rule of rationality is to reject what you
know to be worse'.

Proximus could answer: 'If the only difference between two pains is that
one would be worse, | accept your rule. But, in the cases we are discussing,
there is another difference. When | choose between two pains, | consider
both how painful they would be, and how soon | should have to undergo
them. | am not simply choosing what | know to be worse. | choose the
worse of two pains only when the amount by which it is worse is, for me
now, outweighed by the amount by which it is further in the future.'

The S-Theorist must reply that it is irrational to take nearness into
account. He might claim, quoting Rawls, 'mere temporal position, or
distance from the present, is not a reason for favouring one moment over
another'. * More generally, the S -Theorist might revive the requirement of
temporal neutrality.

| argued in Section 61 that, if the S -Theorist assumes the
Desire - Fulflment Theory about self -interest, he should abandon the
requirement o f temporal neutrality. On this theory about self -interest, this

requirement implies, implausibly, that we should now try to fulfil some of

the desires that we once had, even though we do not now and shall never

later have these desires. In what follows, | shall assume that the S -Theorist
rejects the Desire -Fulfilment Theory, accepting either the Hedonistic
Theory, or some version of the Objective List Theory. On this assumption,

if the S -Theorist requires temporal neutrality, he need not claim that we
should try to fulfil such past desires. The S - Theorist's claim is that, when we
are considering pleasures and pains, or happiness and suffering, mere
differences in timing cannot have rational significance.

How should the S -Theorist support this claim  ? Why should time not be
taken into account? He might say:

A mere difference in when something happens is not a difference in its
quality. The fact that a pain is further in the future will not make it,
when it comes, any the less painful.

This is an excellent argument. It is by far the best objection to the bias

towards the near. But the S -Theorist cannot use this argument. It is a
two -edged sword. The same argument can be used against the Self -interest
Theory. Just as Proximus takes into ac count when a pain is felt, the

S-Theorist takes into account who will feel it. And a mere difference in who
feels a pain is not a difference in its quality. The fact that a pain is someone

else's does not make it any the less painful.

The S-Theorist ta kes into account (1) how bad pains would be, and (2)

who would feel them. He therefore sometimes chooses the worse of two

pains. He sometimes chooses a worse pain for someone else rather than a

lesser pain for himself. (It may seem that he would always make this choice.
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But this assumes that the S -Theorist must be purely selfish. As | claimed,
this is a mistake. Someone who accepts S may love certain other people. It

may therefore be worse for him if he escapes some lesser pain at the cost of
imposin g a worse pain on someone whom he loves.)

Proximus takes into account (1) how bad pains would be (2) who will feel

them, and (3) when they will be felt. He can say, to the S -Theorist, 'If you
take into account who will feel some pain, why can't | take i nto account
when some pain is felt? There may be answers to this question. There may

be arguments to show that differences in personal identity have a
significance that differences in timing lack. The point that | have made so

far is only this. In expl  aining why time cannot have rational significance, the
S-Theorist cannot use the obvious and best argument. He cannot appeal to

the fact that a pain is no less painful because it is less near. A pain is no less

painful because it is someone else's.

The S-Theorist might say:

You misunderstand my argument. That a pain is further in your future
cannot make it any the less painful to you. But that a pain is someone
else's does make it less painful to you. If it is someone else's pain, it will
not hurty ou at all.

The second of these sentences makes a pair of claims. That a pain is further
in my future does not make it either ( a) any the less painful, or ( b) any the
less mine. ( a) is true, but irrelevant, since the objection to which it appeals
applies

equally to the Self -interest Theory. That a pain is someone else's does not
make it any the less painful. ( b) is also true. The fact that a pain is further in

my future does not make it any the less my pain. But this truth is not an
argument. What the S -Theorist needs to claim, in attacking Proximus, is that

a difference in who feels a pain has great rational significance, while there
cannot be rational significance in when a pain is felt. All that ( b) points out is
that these are  different difference s. Time is not the same as personal
identity.

By itself, this fact cannot show that time is less significant.

| shall now summarize these claims. The S - Theorist must criticize Proximus.
According to S, we can take into account differences both in painfulness
and in the identity of the sufferers. Proximus also takes into account
differences in timing. The S  -Theorist has not shown that differences in
personal identity have a rational significance that differences in timing lack.

There may be arg uments for this claim. But | have not yet given such an
argument. The S -Theorist cannot use the best argument. He cannot dismiss
differences in timing with the claim that they are not differences in

painfulness. Nor are differences in personal identity. Nor can the S -Theorist
dismiss differences in timing on the ground that they are not differences in
personal identity. That these are different differences cannot show that the

first has a rational significance that the second lacks.

64. PAST OR FUTU RE SUFFERING
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The S -Theorist might claim that there is ho need for argument. We cannnot

argue everything; some things have to be assumed. And he might say this of

his present claim. He might say that, when we compare the questions 'To

whom does it happen ?' and 'When does it happen?’, we see clearly that only

the first question has rational significance. We see clearly that it is not
irrational to care less about some pain if it will be felt by someone else, but

that it is irrational to care less merely because of a difference in when some
pain is felt by oneself.

Is this so? The bias towards the near is not our only bias with respect to

time. We are also biased towards the future. Is this attitude irrational?
Consider My Past or Future Operations

Case One. | am in some hospital, to have some kind of surgery. This

kind of surgery is completely safe, and always successful. Since | know

this, | have no fears about the effects. The surgery may be brief, or it

may instead take a long time. Because | have to co -operate with the
surgeon, | cannot have anaesthetics. | have had this surgery once before,

and | can remember how painful it is. Under a new policy, because the
operation is so painful, patients are now afterwards made to forget it.

Some dru g removes their memories of the last few hours.

| have just woken up. | cannot remember going to sleep. | ask my

nurse if it has been decided when my operation is to be, and how long it

must take. She says that she knows the facts about both me and anot her
patient, but that she cannot remember which facts apply to whom. She

can tell me only that the following is true. | may be the patient who had

his operation yesterday. In that case, my operation was the longest ever
performed, lasting ten hours. | may instead be the patient who is to have

a short operation later today. It is either true that | did suffer for ten
hours, or true that | shall suffer for one hour.

| ask the nurse to find out which is true. While she is away, it is clear
to me which | prefer to be true. If | learn that the first is true, | shall be
greatly relieved.

My bias towards the future makes me relieved here that my pain is in the
past. My bias towards the near might, in the same way, make me relieved
that some pain  has been postponed. In either case, | might prefer some
different timing for my ordeal even if, with the different timing, the ordeal
would be much worse. Compared with an hour of pain later today, | might,
like Proximus, prefer ten hours of pain next y ear. Or, as in this example, |
might prefer ten hours of pain yesterday.

Is this second preference irrational? Ought | instead to hope that | am the
second patient, whose pain is still to come? Before | discuss this question, |
should explain one featu re of the case: the induced amnesia.

Some writers claim that, if some part of my future will not be linked by
memory to the rest of my life, | can rationally ignore what will happen to

me during this period. For these writers, a double dose of amnesia i S as
good as an anaesthetic. If | shall have no memories while | am suffering,

and | shall later have no memories of my suffering, | need not -- they
claim -- be concerned about this future suffering. This is a controversial
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claim. But even if it is ju stified it does not apply to my example. This does
not involve a double dose of amnesia. During my painful operation | shall
have all my memories. It is true that | shall afterwards be made to forget the
operation. But this does not remove my reason to be concerned about my
future suffering. If we deny this, we should have to claim that someone
should be concerned when, already knowing that he is about to die, he
learns the extra fact that his death will be painful. This person would not

later rememb er these pains.

If we imagine ourselves in the place of the patient who will suffer for an

hour later today, most of us would be concerned. We would be concerned
even though we know that we shall not later remember this hour of pain.

And | can now expl ain why my case involves induced amnesia. This gives us
the right comparison.If | have learnt that | am the second patient,| am in the
following state of mind. | believe that | shall have an hour's pain later today,

and | can imagine roughly how awful t he pain is going to be. This is enough
to make me concerned. If | have learnt instead that | am the first patient, |

am in the strictly comparable state of mind. | believe that | did have ten
hours' pain yesterday, and | can imagine roughly how awful th e pain must
have been. My state of mind differs only in the two respects that | am
discussing. My belief has a different tense, being about the past rather than

the future. And it is a belief about ten hours of pain rather than about a
single hour. It  would confuse the comparison if | did not just believe that |
suffered yesterday, but could also remember the suffering. When | believe

that | shall suffer later today, | have nothing comparable to memories of this

future suffering. And memories of pain are quite various; some are in
themselves painful, others are not. It therefore rids the example of an
irrelevant and complicating feature if | would have about my past pain only

what | would have about my future pain: a belief, with an ability to imagine
the pain's awfulness.

The induced amnesia purifies the case. But it may still arouse suspicion. |
therefore add Case Two. When | wake up, | do remem ber a long period of
suffering yesterday. But | cannot remember how long the period was. | a sk
my nurse whether my operation is completed, or whether further surgery

needs to be done. As before, she knows the facts about two patients, but

she cannot remember which | am. If | am the first patient, | had five

hours of pain yesterday, and my operat ion is over. If | am the second
patient, 1 had two hours of pain yesterday, and | shall have another hour

of pain later today. %

In Case Two there is no amnesia; but this makes no difference. Either |
suffered for five hours and have no more pain to come, or | suffered for two

hours and have another hour of pain to come. | would again prefer the first

to be true. |1 would prefer my life to contain more hours of pain, if that

means that none  of this pain is still to come.

If we imagine ourselves in my place in these two cases, most of us would

have my preference. If we did not know whether we have suffered for
several hours, or shall later suffer for one hour, most of us would strongly

prefer the first to be true. If we could make it true, we would undoubtedly
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do so. If we are religious we might pray that it be true. On some accounts,

this is the one conceivable way of affecting the past. God may have made

some past event happen only be cause, at the time, He had foreknowledge of
our later backward -looking prayer, and He chose to grant this prayer. Even

if we do not believe that we could in this way, through God's grace, cause

our pain to be in the past, we would strongly prefer it to be in the past, even
at the cost of its lasting ten times as long.

Is this preference irrational? Most of us would answer No. If he accepts

this answer, the S -Theorist must abandon his claim that the question

'When? has no rational significance. He can not claim that a mere difference
in the timing of a pain, or in its relation to the present moment, 'is not in
itself a rational ground for having more or less regard for it'. 34 Whether a

pain is in the past or future is a mere difference in its relation to the present
moment. And, if it is not irrational to care more about pains that are in the
future, why is it irrational to care more about pains that are in the nearer
future? If the S -Theorist admits as defensible one departure from temporal
neutiality, how can he criticize the other?

65. THE DIRECTION OF CAUSATION
The S-Theorist might say: 'Since we cannot affect the past, this is a good
ground for being less concerned about it . There is no such justification of
the bias towards the near.’
This can be answered. We can first point out that we are still biased
towards the future even when, like the past, it cannot be affected. Suppose
that we are in prison, and will be torture d later today. In such cases, when
we believe that our future suffering is inevitable, our attitude towards it
does not fall into line with our attitude towards past suffering. We would
not think, 'Since the torture is inevitable, that is equivalent to its being
already in the past. We are greatly relieved when such inevitable future
pains are in the past. In such cases the bias towards the future cannot be
justified by an appeal to the direction of causation. We are not concerned
about such future  pains because, unlike past pains, we can affect them. In
these cases, we cannot affect them. We are concerned about these future
pains simply because they are not yet in the past.
The S-Theorist might reply: 'Such a justification need not hold in every
case. When we are discussing a general attitude, we must be content with a
general truth. Such attitudes cannot be ‘fine -tuned'. Whether events are in
the future in  most cases corresponds to whether or not we can affect them.
This is enough to justify the bias towards the future. If we lacked this bias,
we would be as much concerned about past pains and pleasures, which we
cannot affect. This would distract our attention from future pains and
pleasures, which we can affect. Because we would be distra cted in this way,
we would be less successful in our attempts to get future pleasures and avoid
future pains. This would be worse for us.'
We could answer: 'If this is true, there is another similar truth. If we were
as much concerned about pains and p leasures in our further future, this
would distract our attention from pains and pleasures in the nearer future.
If we want to reduce our future suffering, we ought to pay more attention to
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possible pains in the nearer future, since we have less time in which to avoid
or reduce these pains. A similar -claim applies to future pleasures. Our need
to affect the nearer future is more urgent. If your claim justifies the bias
towards the future, this claim justifies the bias towards the near.'

We could add: 'We care more about the near future even in the special
cases in which we cannot affect it. But these cases correspond to the special
cases in which we cannot affect the future. Both these attitudes to time
roughly correspond to these claims about caus ation. Your claims therefore
cannot show that only one of these attitudes is defensible.’

The S-Theorist might say: 'You ignore one difference. We can act directly

on the bias towards the near. If we are due to have one hour's pain later

today, we may be able to postpone this pain, at the cost of making it worse.

We may, like Proximus, exchange this pain for ten hours' pain next year.

But we cannot exchange this pain for ten hours' pain yesterday. We cannot

put future pains into the past, at t he cost of making them worse. The
important difference is this. Since we can affect both the near and the

distant future, our bias towards the near often makes us act against our own

interests. This bias is bad for us. In contrast, since we cannot affec t the past,
the bias towards the future never makes us act against our interests. This

second bias is not bad for us. This is why only the second bias is defensible.'

To this there are three replies: (1) This argument has a false premise. The

fact that an attitude is bad for us does not show this attitude to be
irrational. It can at most show that we should try to change this attitude. If

the person whom | love most is killed, | should perhaps try, after a time, to

reduce my grief. But this does not show that | have no reason to grieve.
Grief is not irrational simply because it brings unhappiness. To the claim

'Your sorrow is fruitless'. Hume replied, 'Very true, and for that very

reason | am sorry'.  * Similarly, that it is bad for us to be biased towards the

near cannot show that this attitude is irrational.

(2) Even if (1) is denied, this argument fails. It assumes that what matters

is whether something is bad for us. This begs the g uestion. The S -Theorist is
condemning the bias towards the near. If we have this bias, we care more

about our nearer future. What is bad for us, impartially considered, may be

better for us in the nearer future. If our bias is defensible, we can therefo re
deny the assumption that what matters is whether something is bad for us.

Since this assumption can be denied if our bias is defensible, this assumption

cannot help to show that our bias is not defensible.

(3) It has not been shown that the bias tow ards the near is bad for us.
Because we have a more urgent need to affect the nearer future, the bias

towards the near is in some ways good for us. But let us suppose that this

bias is, on balance, bad for us. So is the bias towards the future. As | sha |l
explain later, it would be better for us if we did not care more about the

future. The argument above has another false premise. It is not true that the

bias towards the future is not bad for us.

The S-Theorist must condemn the bias towards the near . If his criticism
appeals to temporal neutrality, he must also criticize the bias towards the
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future. By appealing to facts about causation, the S -Theorist tried to avoid
this conclusion. But this attempt failed.

In condemning the bias towards the nea r, the S -Theorist might say: 'Since
our need to affect the near is more urgent, the bias towards the near is quite

natural. It is not surprising that Evolution gives this bias to all animals. But,

since we are rational, we can rise above, and critically review, what we
inherit from Evolution. We can see that this bias cannot be rational. That
some pain is in the nearer future cannot be a reason to care about it more. A

mere difference in timing cannot have rational significance."' %

If the S -Theorist makes this claim, he must make a similar claim about
the bias towards the future. He might say: 'Since we cannot affect the past,
it is natural to care about it less. But this bias cannot be r ational. This is

clearest when we cannot affect the future. That some inevitable pain is in

the future, rather than the past, cannot be a reason to care about it more. It
is irrational to be relieved when it is in the past.'

In My Past or Future Operations, | would prefer it to be true that | did
suffer for several hours yesterday rather than that | shall suffer for one hour

later today. This is not a preference that | could act upon. But the fact that |

could not act upon this preference is i rrelevant to the question of whether
the preference is irrational. The S -Theorist cannot claim that this preference
is not irrational because | cannot act upon it. He could say, 'What an absurd
preference! You should be grateful that you cannot act upon it." And this is
what he must say, if he keeps his claim that our concern for ourselves should

be temporally neutral. If he condemns the bias towards the near because it
cannot have rational significance when some pain is felt, he must condemn
the bia s towards the future. He must claim that it is irrational to be relieved

when some pain is in the past. Most of us would find this hard to believe. If

the S -Theorist insists that we should be temporally neutral, most of us will
disagree.

66. TEMPORAL NEUTRALITY
The S-Theorist might change his position. He might condemn the bias
towards the near, not on the general ground that the question 'When?'
cannot have rational significance, but on a more particular ground.
He might switch to the other extreme , and claim that temporal neutrality
is inconceivable. He might claim that it is inconceivable that we lack the
bias towards the future. If this was true, he could again criticize only one of
these two attitudes. It cannot be irrational to have some att itude if it is not
conceivable that we lack this attitude. But, unlike the bias towards the
future, the bias towards the near is clearly something that we could lack. We
could be equally concerned about all the parts of our future. Some people
are. The S-Theorist could claim that this is the only rational pattern of
concern.
Is it conceivable that we might lack the bias towards the future? Our
attitudes to the past could not be just like our attitudes to the future. Some
emotions or reactions presup pose beliefs about causation. Since we cannot
affect the past, these emotions and reactions could not be
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backward -looking. Thus we could not form an intention to have done
something yesterday, or be firmly resolved to make the best of what lies

behind us.

Are there mental states which are essentially forward -looking, in a way
which cannot be explained by the direction of causation? This is a large
guestion, to which | need not give a complete answer. It will be enough to
consider the most important mental states that are involved in our bias
towards the future.

One of these is desire. Some of our language suggests that desires are
essentially forward -looking. Compare 'l want to go to Venice next winter'
with 'l want to have gone to Venice | ast winter'. The second claim is
obscure.

Our language is here misleading. Consider

My Temporally Neutral Desire. | learn that an old friend is now dying

in some distant country. We parted in anger, for which I now blame
myself. After learning that my friend is dying, | have a strong desire to
ask her to forgive me. Since she cannot be reached by telephone, the
best that | can do is to send an express letter, asking to be forgiven, and
saying goodbye. A week later, | do not know whether my friend is still
alive, or has got my letter. My strongest desire is that she gets my letter
before she dies.

If desires are essentially forward -looking, | must be held to be in two states
of mind: a conditional desire, and a conditional hope. | must be said to

want my friend, if she is alive, to get the letter before she dies, and to hope,

if she is dead, that she got the letter before she died. But this description,

even if linguistically required, is misleading. To distinguish here two states

of mind, the desire and the hope, is to subdivide what is in its nature a single
state. My 'hope’ is in its nature and its strength just like my ‘desire’. What |

want is that my friend's getting of this letter precedes her death. Provided

that these events occur, in this order, | am indifferent whether they are in
the past or the future.

Even if it changes the concept, it is therefore best to say that we can have
desires about the past. | may want it to be true that, in my drunkenness last

night, | did not disgra  ce myself. And | may want this to be true for its own
sake, not because of its possible effects on my future. Reading the letters of

van Gogh, | may want it to be true that he knew how great his achievement

was. And | may want it to be true that Keats k new the same.

In these examples | do not know what the truth is. Suppose that | do

know that | disgraced myself last night. Can | want it to be true that | did

not? It would be more natural to call this a wish. But this distinction also
seems unimporta nt. When | learn that | disgraced myself, my desire that |

did not becomes a wish. But the wish may be no weaker than the desire.

It may change the concept of desire if we claim that we can want
something to be true that we know is false. We need not de cide whether this
change in our concept would be an improvement. | am discussing the
different question of whether we can have desires about the past. | have
claimed that we can, even though some of our language suggests that we
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cannot. We can express  such desires with other parts of our language. We

can say, as | have done, that we want it to be true that some event did or

did not happen.

It may be objected that desires are essentially tied to possible acts. % This
is like the claim that 'ought' implies 'can'. On this view, we cannot have

desires on which it would be impossible to act. From this general claim we

could deduce the special claim that we cannot have desires about the past,
since we cannot affect the past.

This general claim is false. There are, of course, close connections
between desires and acts. If we strongly want something to be true, we shall

try to find out whether we can make it true. And 'the primitive sig n of
wanting is trying to get'. % But the desire here comes first. We do not have

to know whether we could make something true before we can want it to be

true.

We can admit one way in which desires are tied to acts. If people could
not act they could not have desires. We could not have the concept of
desire, in our common language, unless we also had the concept of an act.

But we can have a  particular desire without being able to act upon it. We
can want something to be true even when we know that neither we nor

anyone else could possibly have made it true. The Pythagoreans wanted the

square root of two to be a rational number. It is logically impossible that

this desire be fulfilled. Since we can have desires that even an omnipotent
God could not fulfil, particular desires are not tied to possible acts. This
removes the ground for denying that we can have desires about the past.

We can next consider the mental states that are most i mportant in this
discussion: looking forward to some future event, and its negative
counterpart, painful or distressing anticipation. These two mental states are
essentially future -directed. But this may be another superficial truth. Could

there be com parable states directed towards the past?

It may be thought that we actually have such backward -looking states.
The bias towards the future does not apply to many kinds of event, such as

those that give us pride or shame. But though the knowledge of a p ast
achievement may give us pleasure, this is not analogous to looking forward.

We are discussing our attitude, not to the fact that our lives contain certain
kinds of event, but to our experience at other times of living through these
events. For simp licity, | have been discussing attitudes to experiences that

are merely in themselves pleasant or painful. Do we in fact look backward

to past pleasures in the way that we look forward to future pleasures?

Once again, there is a complication raised by m emories. These can be in
themselves pleasant or painful. We may enjoy remembering pleasures, and

dislike remembering pains. But neither of these is strictly analogous to the

pains and pleasures of anticipation. We therefore need to consider our

attitud e to past pains and pleasures about which we know, but of which we

do not have painful or pleasant memories.

Consider My Past Ordeals.

Case One. | am unusually forgetful. I am asked, 'Can you remember

what happened to you during May ten years ago?' | f ind that | can
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remember nothing about that month. | am then told that, that, at the
start of that month, | was found to have some illness which required

four weeks of immediate and very painful treatment. Since this
treatment was wholly successf ul, I have no grounds for fear about the
future. When | am reminded of this fact, it arouses a faint memory,
which is not in itself painful.

I have been reminded, to my surprise, that ten years ago | had a month of
agony. All that | have now is a faint memory of this fact, and an ability to
imagine how bad my agony must have been. When | am reminded of this
past ordeal, would | be upset? Would | have what corresponds to painful
anticipation? | would not. | would react to this reminder with complete
indifference.

If 1 learnt that, ten years from now, | shall have a month of agony, |
would not react with complete indifference. | would be distressed. But |
would be in no way distressed if | was reminded that, ten years ago, | had
such a month.

Since we are biased towards the near, some of us might be little moved by

the news that, ten years later, they will have have a month of agony. |

therefore add Case Two. | wake up, on what | believe to be the 1st of May. It
is in fact the 1st of June. | have just had a similar month of very painful but
wholly successful treatment. So that | should not have painful

memoaries, | was caused to forget this whole month.

| learn that | have just had a month of agony. Here too, | would not regard

this as bad news. More exactly, | would regret the fact that a month of my

life had to be wasted in this way. | might be somewhat anxious about the
claimed success of this treatment. And | might have some fear that, if the
induced amnesia does not last, | shall later ha ve painful memories of this
treatment. But | would not be at all distressed about the fact that, during

this month, | was in agony. | would regard this recent agony with complete
indifference. If | learnt that | was about to have such an ordeal, | would be
extremely distressed.

It may be an objection to Case Two that it involves induced amnesia. |
therefore add Case Three. In my actual life, | have oft en suffered severe
pain. | can remember these pains, but these memories are not themselves
painful. The worst suffering that | can remember lasted for three days in
1979.

It is a fact that, when | now remind myself of these three extremely painful

days, | am not distressed at all. In the imaginary Cases One and Two, |
believe that | would regard my pas t ordeals with complete indifference. In
my actual life, 1 do in fact regard my past suffering with complete
indifference.

| believe that, in this respect, most other people are like me. Unless their
memoaries are painful, they regard their past sufferi ng with complete

indifference. | know a few people whose reaction is different. These people
claim that, even if they have no painful memories, they find knowledge of



their past pains mildly distressing. But | know of no one who has what fully
corresponds to the pains of anticipation.

We do not in fact have this attitude to our past pains. And we do not look
backward to past pleasures in the way that we look forward to future
pleasures. Could there be such mental states? Could 'looking backwar d to
some past event be, except for its temporal direction, just like looking
forward?

We might say: 'We look forward to some future event when thinking

about this event gives us pleasure. Thinking about a past event could give us

similar pleasure. A nd to the pains of anticipation there could be
corresponding pains of retrospection.’

It may be objected: 'You understate what is involved in looking forward.

It is not merely true that the thought of future pleasures gives us pleasure.

We anticipate these pleasures. Similarly, we anticipate pains. Anticipation
cannot have a backward  -looking counterpart.'

We might answer: 'We may be unable to imagine what it would be like to

have this counterpart. But this does not show that it could not be had.

Those who are congenitally blind cannot imagine what it is like to see. This

does not show that we cannot see.’

This reply may not meet this objection. If this is so, our claims can be

revised. Even if looking backward could not be just like looking forwar d, it
could be equally pleasant, or in the case of pains equally distressing. This
would involve a change in our attitudes. And this change is conceivable. We

can clearly describe someone who, in this respect, is unlike us. When such a
person is remind ed that he once had a month of agony, he is as much
distressed as when he learns that he will later have such a month. He is
similarly neutral with respect to enjoyable events. When he is told that he

will later have some period of great enjoyment, he i s pleased to learn this.
He greatly looks forward to this period. When he is reminded that he once

had just such a period, he is equally pleased. | shall call this imagined man
Timeless .

This man is very different from us. But his description is cohere nt. We can
therefore reject the suggestion made above. It is conceivable that we might

lack the bias towards the future. Even if we could not be wholly temporally
neutral, we could have been like Timeless.

67. WHY WE SHOULD NOT BE BIASED TOWARDS THE F UTURE
Our bias towards the future is bad for us. It would be better for us if we
were like Timeless. We would lose in certain ways. Thus we should not be
relieved when bad things were in the past. But we should also gain. We
should not be sad when good things were in the past.
The gains would outweigh the losses. One reason would be this. When we

look backward, we could afford to be selective. We ought to remember
some of the bad events in our lives, when this would help us to avoid
repetition s. But we could allow ourselves to forget most of the bad things
that have happened, while preserving by rehearsing all of our memories of
the good things. It would be bad for us if we were so selective when we are
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looking forward. Unless we think of al | the bad things that are at all likely
to happen, we lose our chance of preventing them. Since we ought not to be
selective when looking forward, but could afford to be when looking
backward, the latter would be, on the whole, more enjoyable. %

There would be other, greater gains. One would be in our attitude to
ageing and to death. Let us first consider the argument with which Epicurus
claimed that our future non -existence cannot be somet  hing to regret. We do
not regret our past non  -existence. Since this is so, why should we regret our
future non -existence? If we regard one with equanimity, should we not
extend this attitude to the other?

Some claim that this argument fails because, wh ile we might live longer, it
is logically impossible that we might have been born much earlier. This is

not a good objection. When they learnt that the square root of two was not

a rational number, the Pythagoreans regretted this. We can therefore regre t
truths even when it is logically impossible that these truths be false.

Epicurus's argument fails for a different reason: we are biased towards the

future. Because we have this bias, the bare knowledge that we once suffered

may not now disturb us. Bu t our equanimity does not show that our past

suffering was not bad. The same could be true of our past non -existence.
Epicurus's argument therefore has force only for those people who lack the
bias towards the future, and do not regret their past non -existence. There

are no such people. So the argument has force for no one.

Though the argument fails, it may provide some consolation. If we are

afraid of death, the argument shows that the object of our dread is not our
non -existence. Itis only our futu re non-existence. That we can think serenely
of our past non -existence does not show that it is not something to regret.

But since we do not in fact view with dread our past non -existence, we may
be able to use this fact to reduce our dread, or depressio n, when we think
about our inevitable deaths. If we often think about, and view serenely, the
blackness behind us, some of this serenity may be transferred to our view of

the blackness before us.

Let us now suppose that we lack the bias towards the fut ure. We are like
Timeless. We should then greatly gain in our attitude to ageing and to

death. As our life passes, we should have less and less to look forward to,

but more and more to look backward to. This effect will be clearer if we
imagine another difference. Suppose that our lives began, not with birth and
childhood, but as Adam's did. Suppose that, though we are adults, and have

adult knowledge and abilities, we have only just started to exist. We lack the

bias towards the future. Should we be greatly troubled by the thought that
yesterday we did not exist?

This depends on how non -existence is bad. Some think that non -existence
is in itself bad. But the more plausible view is that its only fault is what it

causes us to lose. Suppose  we take this view. We may then think it a ground

for regret that our life is finite, bounded at both ends by non -existence. But,
if we had just started to exist, we would not think that something bad is just

behind us. Our ground for regret would merely be that we have missed
much that would have been good. Suppose that | could now be much as |
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actually am, even though | had been born as one of the privileged few
around 1700. 1 would then greatly regret that | was in fact born in 1942. |

would far pr efer to have lived through the previous two and a half centuries,
having had among my friends Hume, Byron, Chekhov, Nietzsche, and

Sidgwick.
In my imagined case, we are not biased towards the future, and we have
just started to exist. Though we would r egret the fact that we had not

existed earlier, we would not be greatly troubled by the thought that only
yesterday we did not exist. We would not regard this fact with the kind of
dread or grief with which most actual people would regard the sudden
prospect of death tomorrow. We would not have such dread or grief
because, though we would have nothing good to look backward to, we
would have our whole lives to look forward to.

Now suppose that our lives have nearly passed. We shall die tomorrow. If
we were not biased towards the future, our reaction should mirror the one
that | have just described. We should not be greatly troubled by the thought
that we shall soon cease to exist, for though we now have nothing to look
forward to, we have our whole lives to look backward to.

It may be objected: 'You can look backward now. But once you are dead
you won't be able to look backward. And you will be dead tomorrow. So
you ought to be greatly troubled." We could answer: 'Why? It is true that
after we ¢ ease to exist we shall never be able to enjoy looking backward to
our lives. We now have nothing at all to look forward to, not even the
pleasures of looking backward. But it was equally true that, before we
began to exist, we could not enjoy looking fo rward to our lives. Just after
we began to exist, we had nothing at all to look backward to, not even the
pleasures of looking forward. But that was then no reason to be greatly
troubled, since we could then look forward to our whole lives. Since we
can now look backward to our whole lives, why should the parallel fact -

that we have nothing to look forward to -- give us reason to be greatly
troubled?'

This reasoning ignores those emotions which are essentially future -
directed. It would not apply to those people for whom the joy in looking

forward comes from making plans, or savouring alternatives. But the
reasoning seems to be correct when applied to more passive types, those

who take life's pleasures as they come. And, to the extent that we are like
this, this reasoning shows that we would be happier if we lacked the bias

towards the future. We would be much less depressed by ageing and the

approach of death. If we were like Timeless, being at the end of our lives

would be more like be ing at the beginning. At any point within our lives we
could enjoy looking either backward or forward to our whole lives.

| have claimed that, if we lacked the bias towards the future, this would be

better for us. This matches the plausible claim that i t would be better for us
if we lacked the bias towards the near. There is no ground here for
criticizing the latter bias but not the former. Both these attitudes to time are,

on the whole, bad for us.
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Since | believe that this attitude is bad for us, I believe that we ought not
to be biased towards the future. This belief does not beg the question about

the rationality of this bias. On any plausible moral view, it would be better

if we were all happier. This is the sense in which, if we could, we oug ht not
to be biased towards the future. In giving us this bias, Evolution denies us

the best attitude to death.

68. TIME'S PASSAGE
Return to my main question. Are these attitudes to time irrational? Most of
us believe that the bias towards the future is not irrational. We are inclined
to believe that it would be irrational to lack this bias. Thus we may be
wholly unconvinced by the reasoning | gave in the case just imagined, where
we are temporally neutral and shall die tomorrow. We can describe
someone who does not much mind the prospect of death tomorrow, because
he can now look backward to his whole life. But this attitude, though
describable, may seem crazy, or to involve an absurd mistake.
It will help to take a simpler case, not involving n on-existence and our
attitudes to a whole life. This can be a variant of an earlier example,
involving our imagined temporally neutral man. Consider
How Timeless Greets Good News. Timeless is in hospital for a painful
operation, that will be followed b y induced amnesia. He wakes up, with
no particular memories of the previous day. He asks his nurse when
and for how long he will have to endure this painful operation. As
before, the nurse knows the facts about two patients, but is unsure
which he is. In either case, however, his operation needed to be
unusually long, lasting a full ten hours. The nurse knows that one of
the following is true. Either he did suffer yesterday for ten hours, or he
will suffer later today for ten hours.
Timeless is plun ged in gloom. He had hoped for a shorter operation.
When the nurse returns, she exclaims 'Good News! You are the one
who suffered yesterday'.
Timeless is just as glum. 'Why is that good news?', he asks. 'My
ordeal is just as painful, and just as long. And it is just as much a part

of my life. Why should it make a difference to me now that my ordeal is

the past?'
The induced amnesia may be an objection to this case. | therefore add
Case Two. Timeless has this operation, and has no amnesia. We visit

him on the day before his ordeal, and on the day after. On the day

after, Timeless is just as glum. 'Why should | be relieved?', he asks.

'‘Why is it better that my ordeal is in the past?'

Is Timeless making a mistake? Ought he to be relieved? Mos t of us would
answer Yes. But it is hard to explain why, without begging the question. We

might say, 'If the ordeal was in his future, he would still have to undergo it.

Since it is in his past, it is over and done with." This is not a further
explanat ion of why Timeless is irrational. That he 'still' has to undergo the

pain merely repeats that it is in his future.
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We might appeal here to what is called time's passage, or the objectivity of
temporal becoming. We might say: 'If his pain is in the futu re, it will get
closer and closer until he is actually suffering the pain. But, if his pain is in

the past, it will only get further and further away.' Such remarks seem to

express a deep truth. But this truth is curiously elusive. What is meant by

the phrase 'it will get closer and closer? Does this not merely mean that, at

future moments, the future pain will be closer to what will then be the

present moment? But at past moments a past pain was closer to what was

then the present moment. Where is the asymmetry?

It is natural, in reply, to use a certain metaphor: that of motion through

time. We might say that we are moving through time into the future, or that

future events are moving through time into the present, or that presentness,

or the sc ope of 'now', is moving into the future. 'Now' moves down the

sequence of historical events, 'like a spot -light moving down a line of chorus -
girls.'

It may help to compare 'now' with ‘here'. For those who deny time's

passage, or the objectivity of tem poral becoming, 'here' and 'now' are

strictly analogous. They are both relative to the thoughts, or utterances, of a
particular thinker. 'Here' refers to the place where this thinker is at some

time, and 'now' refers to the time at which some particular thought, one
involving the concept 'now’, is thought. Both words could be replaced by

'this', as in the announcer's jargon 'at this place and time'. a0

Those who believe in time's passage wou Id reject this analogy. They
would admit that, in a Universe containing no thinkers, the concept 'here'

would lack application. But they claim that, even in such a Universe, it

would still be true that certain things are happening now, and then be true
that other things are happening now, and then be true that other things are
happening now, and so on. Even in a lifeless Universe, the scope of 'now'
would still move through time from the past into the future.

The metaphor of motion through time may b e indefensible. How fast do
we move through time? We may not be satisfied with the only possible

reply, 'At a rate of one second per second'. We may claim that, if either we

or 'now' can move through time, it must make sense for this motion to be

faster or slower, but that this makes no sense.

The critics of the metaphor may be justified. But this may not show that

there is no such thing as time's passage, or the objectivity of temporal
becoming. Perhaps this is a categorical truth, at so deep a level that we
should not expect that it could be explained, either by metaphors or in other

terms. **

I shall not try to decide where, in this debate, the truth lies. | shall therefore

consider both alternatives. Suppose first, as many philosophers have done,

that time's passage is an illusion. If this is so, temporal neutrality cannot be

irrational. In defending the Self -interest Theory, the S -Theorist must
condemn the bias towards the near. If temporal neutrality cannot be
irrational, the S -Theorist might return to his earlier view that such
neutrality is rationally required. He must then claim that, just as it is
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irrational to be relieved when pain has been postponed, it is irration al to be
relieved when it is in the past. We shall find this hard to believe.

Suppose, next, that we would be right to believe in time's passage, or the
objectivity of temporal becoming. The S -Theorist might then retain his later
view and appeal to tim  e's passage. He must still condemn the bias towards

the near. He might claim: 'While you have excellent reasons to care less

about the pains of others, you cannot rationally care less about pains of

yours which lie further in the future. Mere distance f rom the present
moment cannot have rational significance’. The S -Theorist might now
support this claim in a different way. He might abandon the appeal to
temporal neutrality -- the claim that mere timing cannot have rational
significance. He might inst ead discriminate between different kinds of
temporal relation.

We should remember here that most of us have a third attitude to time:

the bias towards the present. If mere timing cannot have rational
significance, it cannot be rational to care more abo ut present pains. That |
am now in agony cannot be a ground for being more concerned now about

this agony. This may seem absurd. The requirement of temporal neutrality

may seem least plausible when applied to the bias towards the present. How

can it be irrational to mind my agony more while | am suffering the agony?

Such a claim seems to undermine the whole structure of concern. Pain
matters only because of what it feels like when we are now in pain. We care
about future pains only because, in the fu ture, they will be  present pains. If
future pains behaved like Alice's Jam Tomorrow , and remained perpetually
future, they would not matter at all. =

The S-Theorist might now claim: 'Of our t hree attitudes to time, one is
irrational, but the other two are rationally required. We must care more
about present pains, and we cannot rationally care about past pains, but we
must not care less about pains that are in the further rather than the ne arer

future." This new view lacks the appeal of generality. There was an

appealing simplicity in the claim that mere differences in timing -- mere
answers to the question 'When?' -- cannot have rational significance. But
this new view, though le ss simple, may still be justified. The S -Theorist

might claim that, on reflection, it is intuitively plausible. He might claim:

'When we compare presentness, pastness, and distance in the future, it is

clear that the first two are quite unlike the third . The first two have obvious
rational significance, justifying a difference in our concern. But the third is
obviously trivial.'

This appeal to intuition is, as always, regrettable. And these intuitions are

not universal. Of those who are relieved when some bad event has been
postponed, many do not believe that this relief is irrational. Consider
another effect of the bias towards the near: the mounting excitement that we

feel as some good event approaches the present -- as in the moment in the
thea tre when the house -lights dim. This excitement would be claimed by
many not to be irrational.

The S-Theorist might say: 'Those who have these intuitions have not
sufficiently considered the question. Those who have considered the
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guestion, such as phil osophers, generally agree that it is irrational to care
more about the nearer future.'

As | have said, the agreement of philosophers may not justify their view.

The Self -interest Theory has long been dominant. Since S has been taught

for more than two millenia, we must expect to find some echo in our
intuitions. S cannot be justified simply by an appeal to intuitions that its
teaching may have produced.

If time's passage is not an illusion, the S -Theorist need not appeal only to
our intuitions. He ¢ an claim that time's passage justifies the bias towards the
future. If he is asked to explain why, he may find this difficult. There is, for
instance, no suggestion that the past is unreal. It would be easy to see why,

if the past was not real, past pai ns cannot matter. It is not so obvious why,
because time passes, past pains cannot matter.

The S-Theorist might claim: 'Suppose we allow the metaphor that the
scope of 'now' moves into the future. This explains why, of the three
attitudes to time, one is irrational, and the other two are rationally required.
Pains matter only because of what they are like when they are in the
present, or under the scope of 'now'. This is why we must care more about
our pains when we are now in pain. 'Now' moves into th e the future. This is
why past pains do not matter. Once pains are past, the y will only move away
from the scope of 'now'. Things are different with nearness in the future.
Time's passage does not justify caring more about the near futu re since,
however distant future pains are, they will come within the scope of 'now'.

It is not clear that these are good arguments. The last, in particular, may

beg the question. But the S -Theorist might instead claim that, in appealing

to time's passage, we do not need a rguments. He might claim that there is
again no need for further explanation. It may be another fundamental truth

that, since time passes, past suffering simply cannot matter -- cannot be the
object of rational concern. Timeless was not relieved to learn that his ordeal
was in the past. This may not involve the kind of mistake that can be
explained. The mistake may be so gross that it is beyond the reach of
argument.

69. AN ASYMMETRY
Perhaps, by abandoning the appeal to temporal neutrality, a nd instead
appealing to time's passage, the Self -interest Theorist has strengthened his
position. But we should consider one last kind of case. | call these the Past
or Future Suffering of Those We Love.
Case One. | am an exile from some country, where I have left my
widowed mother. Though | am deeply concerned about her, | very
seldom get news. | have known for some time that she is fatally ill, and
cannot live long. I am now told something new. My mother's illness
has become very painful, in a way that drugs cannot relieve. For the
next few months, before she dies, she faces a terrible ordeal. That she
will soon die | already knew. But | am deeply distressed to learn of the
suffering that she must endure.
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A day later | am told that | had been pa rtly misinformed. The facts
were right, but not the timing. My mother did have many months of
suffering, but she is now dead.

Ought | now to be greatly relieved? | had thought that my mother's ordeal

was in the future. But it was in the past. According to the S -Theorist's new
view, past pains simply do not matter. Learning about my mother's
suffering gives me now no reason to be distressed. It is now as if my mother

had died painlessly. If what | have learnt makes me distressed, | am like
Timeless. | am making the mistake so gross that it is beyond the reach of
argument.

This last example may shake the S -Theorist. He may find it hard to
believe that my reaction is irrational. He might say: 'How can it possibly

matter to you whether your mother ha d those months of suffering? Even if

she did, her suffering is in the past. This is not bad news at all." When
applied to my concern for someone else, these remarks seem less
convincing.

The S-Theorist might modify his new view. He might say: 'l should not
have claimed that past pains simply do not matter. What is implied by

time's passage is that they matter less." This revision is indefensible. Once a

pain is past, it is completely past. Being in the past is not a matter of degree.
It is not plausi ble to claim that, since time passes, what is rational is to have

some concern about past pain, but less than about future pain. And what
should be claimed about My Past Ordeals? In these cases | regard my past
suffering with complete indifference. Is t his irrational? Ought | to be

somewhat distressed, but less distressed than | am about my future

suffering? An appeal to time's passage cannot plausibly support this claim.
And it is hard to believe that, in these cases, my indifference is irrati onal.
My examples reveal a surprising asymmetry in our concern about our
own and other people's pasts. | would not be distressed at all if | was
reminded that | myself once had to endure several months of suffering. But

| would be greatly distressed if | learnt that, before she died, my mother had
to endure such an ordeal.
This asymmetry is reduced in Case Two. Like Case One except that, though

my mother suffered for several months, she is still alive, and is now in no
pain.

| would be less distresse  d here to learn about my mother's past suffering.
This difference can be explained. If my mother is like me, she now views

with indifference her past ordeal. (We can suppose that, like my memories,

my mother's memories of her ordeal are not in themselve s painful.) If there
is an asymmetry in our concern about our own and other people's past
suffering, it would not be surprising if this asymmetry was clearest in cases

where the others are now dead. If my mother is still alive, my present
attitude woul d naturally be affected by what | can assume to be her present
attitude. Since | can assume that she now views with indifference her past
suffering, this may reduce my concern about this suffering. But, if my
mother is now dead, she does not now view wi th indifference her past
suffering. Since my concern about her past suffering cannot be affected by
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her present attitude, this is the case in which my concern shows itself in its

purest form.

Does it make a difference whether my mother's suffering ende d in her
death? Consider Case Three. | learn that my mother su ffered for several
months, but that, before she died, she had a mo nth free from pain. There
was, within her life, a period in which her suffering was in the past, and thus

no longer matteredt o her.

If this is what | learn, would this make much difference to my concern? |

believe that it would, at most, make a little difference. | would be deeply
distressed to learn that my mother suffered for those months, even if | also

knew that she had a month in which that suffering was in the past. What

distresses me is not just to learn of my mother's painful death. If it was only
this that distressed me, and | was not distressed to learn that she had to
endure much suffering some months before she died, my reaction would be

so special that it could perhaps be ignored. But my concern about the pasts

of those whom | love, and who are now dead, is not merely a concern that

they did not have painful deaths. | would be distressed to learn that, at an y
time within their lives, they had months of suffering of which | had not

previously known. | believe that most people are, in this respect, like me.

We should finally consider

Case Four. The same as Case Three, except that | do not learn about

my mother's suffering, since | knew about it at the time.

Even though | had this knowledge, | would continue to be saddened by the

thought that, in my mother's life, there were several months of suffering.

Once again, | believe that a similar claim app lies to most other people.
There is still a striking asymmetry with our attitude to our own past
suffering, which most of us view with complete indifference.

It may be objected: 'If we draw distinctions, this asymmetry disappears.

You ask whether, when itis inthe past, suffering matters.  This runs together
different questions. It is one question whether you ought to feel sympathy,
and another question whether you ought to be concerned. Whether suffering
is in the past makes a difference, not to sym pathy, but only to concern. We
feel sympathy only for others. This is why you view your past suffering with
indifference. You cannot sympathize with yourself. When you learn about

your mother's past suffering, you do and ought to feel sympathy. But it

would be irrational to be concerned about this past suffering, just as it would

be irrational to be concerned about your own past suffering. There is
therefore no asymmetry.' 43

These claims d o not, | believe, remove the asymmetry. At the start of

Case One, | am told that my mother will suffer for several months before

she dies. A day later | am told that | was partly misinformed. She did suffer

for several months before she died. On the cla ims just stated, | should be
greatly concerned on the earlier day, when | believe that my mother's
suffering will be in the future. When | learn that it was in the past, | should

cease to be concerned, though | should still feel sympathy. When | cease t 0
have any concern, this should presumably make a great difference to my
attitude, and also change its quality. But | am sure that, if this imagined
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case occurred, my attitude would not be changed in these two ways. | might

be somewhat less distressed, but this difference would not be great. Nor
would my distress change its quality.

Whether some event is in the past would and should affect those of my
emotions that are tied to possible acts. But, in these cases, when | think that

my mother's sufferi  ng is in the future, there is nothing useful that | could do.

I cannot even send her a message. | cannot therefore have the kind of
concern that is  active, searching for ways in which | can help the person for
whom | am concerned. In these cases, my con cern can only be passive. It
can only be sadness and distress, with no impulse to search for possible
remedies. Because my distress would take this form, its quality would not
change when | learn that my mother's suffering is in the past.

| admit that, when | learn this fact, | might be somewhat less distressed.
Just as my concern might be affected by my mother's attitude, if she were
alive, so my concern might be affected by my attitude to my own past
suffering. This effect may partly remove the asy mmetry. In my concern

about my own suffering,it makes all the difference whether this suffering is in
the future or the past. It would not be surprising if this fact about my
attitudes affected my concern about the past suffering of those | love. Since
my concern about the past suffering of those | love cannot escape being
affected by my concern about my own past suffering, my concern about the
sufferings of others can never take a wholly pure or undistorted form. And,

as | have claimed, when | learn that my mother's suffering is in the past, my
concern would not be much reduced.

On the objection given above, | have no concern about my past suffering
because | cannot sympathise with myself. This claim does nothing to
remove the asymmetry. | t is merely a redescription. It concedes that there is
this difference between our attitudes to past suffering in our own lives, and

in the lives of those we loved.

This asymmetry makes it harder to defend the Self -interest Theory. An S -
Theorist canno t plausibly claim that this asymmetry is rationally required.

In particular, he cannot plausibly appeal here to time's passage. If time's
passage justifies my complete indifference to my own past suffering, or even
makes this indifference a rational req uirement, the S -Theorist must claim
the same about my concern for those | love. It is as much true, in the
imagined case of my dead mother, that her suffering is in the past.

What should the S -Theorist claim about our attitudes to past suffering?
He mi ght claim: 'There is not, here, one attitude that is uniquely rational. If

you view your own past suffering with complete indifference, this is not
irrational. But it would also not be irrational if knowledge of your own past
suffering caused you great distress. Similarly, it would not be irrational if
you were greatly distressed by the knowledge of your mother's past
suffering. But it would also not be irrational if you viewed her suffering with
complete indifference.’

If the S -Theorist admits as no t irrational this range of different attitudes
towards the past, how can he defend his claim that, in our concern about

the future, we ought to be temporally neutral? He must make this claim. But



if, in the case of past suffering, it would not be irrati onal either to care just
as much, or to care less, or not to care at all, why in the case of future
suffering is there only one attitude which is rational? Though there is no
outright inconsistency, it is hard to believe a view which is so permissive in

its claims about one range of different attitudes to time, but is so strict in its

claim about another range.

70. CONCLUSIONS
I conclude that there are only two views that a Self -interest Theorist can
hope to defend:

(1) If time's passage is an illusion, temporal neutrality cannot be irrational.

The S-Theorist might revive his claim that we must be temporally neutral.

He must then claim that it is irrational to be relieved both when suffering

has been postponed, and when it is in the past. If he criticizes the bias
towards the near, he must also criticize the bias towards the future. If time's
passage is an illusion, he must agree (a) that it would not be irrational to

lack the bias towards the future. He cannot also claim (b) that it is not
irrational to  have this bias, and (c) that it is irrational to have the bias
towards the near. There is no argument with which he could support these

three claims. If he does not condemn the bias towards the future, He cannot
condemn the bias towar ds the near with the claim that it is bad for us. The

bias towards the future is also bad for us. And the rationality of an attitude

does not depend on whether it is bad for us. There is one difference between

these two attitudes to time: we can act dir ectly on the bias towards the near,
but we cannot act directly on the bias towards the future. But this cannot

support the claim that only the first bias is irrational. The S -Theorist cannot
claim that the bias towards the future is not irrational becau se we cannot act
upon it. If he appeals to temporal neutrality, he must claim that it is
irrational to be relieved when our suffering is in the past. We shall find this

hard to believe.

(2) If time's passage is not an illusion, the S -Theorist might def end a
different view. He might claim that, because time passes, past suffering

cannot matter. He can then claim that it is irrational for Timeless not to be

relieved when he learns that his suffering is over. This view we shall find
plausible when we t  hink about our own pasts, or consider the imagined case

where Timeless is not relieved. But, if the S - Theorist supports this view by
appealing to time's passage,he must also claim that, when | am distressed to
learn about my mother's past suffering, thi s is irrational. We shall find this

hard to believe.

The S-Theorist may himself find this last claim hard to believe. If he
abandons this claim, he must abandon his appeal to time's passage. While

this appeal might support the sweeping claim that past suffering simply does
not matter, it cannot support the claim that we are rationally required to

have some but less concern about past suffering. Nor can it show to be
rational the difference in our attitudes towards suffering in our own and

other peop le's pasts.
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Even if time's passage is not an illusion, the S -Theorist might return to his
first view: the requirement of temporal neutrality. He can then condemn the

bias towards the near with the claim that a mere difference in timing cannot

have rati onal significance. He can claim that, though it is rationally

significant who feels some pain, it cannot be significant when some pain is
felt.
If he returns to this view, the S - Theorist must condemn the bias towards

the present. It was here tha t temporal neutrality seemed least plausible.
How can it be irrational to mind my agony more when | am now in agony?

The S -Theorist might say: 'In one sense, this is not irrational. Agony is bad

only because of how much you mind it while you are in agon y. But, in
another sense, you should not be biased towards the present. It would be

irrational to let such a bias influence your decisions. Though you mind the

agony more while you are in agony, you should not, because of this, end

your present agony, at the foreseen cost of greater agony later. At the first

order level, you mind the agony more while you are feeling it. But you

should not be more concerned about its being present rather than in the

future. At the second -order level, where you make de cisions that affect the
length and the timing of your suffering, you can and should be temporally

neutral.'

If he is requiring temporal neutrality, the S -Theorist must also condemn
the bias towards the future. He might say: 'We should expect this bias to be
produced by Evolution. This explains why this bias applies only, or more
strongly, to our own lives. When we consider the lives of others, we can rise

above our evolutionary inheritance, and can see the plausibility of temporal
neutrality.’

When some belief or attitude has an evolutionary explanation, this, in

itself, has neutral implications. It cannot by itself show that the belief or

attitude either is or is not justified. But suppose that we have other grounds

for challenging some attitude . Its defenders may then claim: 'The fact that

this attitude is so widely held is a ground for thinking it justified. Why has it

been so widely held, if it is not justified?' In answering this claim an
evolutionary explanation may cast doubt on what it explains. It undermines
the rival explanation, that we have the belief or attitude because it is
justified. The S -Theorist can therefore claim that our bias towards the
future, in our own lives, is a mere product of evolution, and is not rationally
justified. And this claim is supported by the asymmetry in our concern

about the lives of others. 4

The S-Theorist would have to apply this claim to My Past or Future
Operations. In these cases I would want it to be true that | did suffer for
several hours yesterday, rather than that | shall suffer for one hour later

today. The S -Theorist must again claim that this preference is irrational,

and that, in general, it is irrational to be relieved when our suffering is in the
past. Even given his new claim about Evolution, we shall find this hard to

believe.

| have described the two views which the Self -interest Theorist can most
plausibly defend. Each of these views includes a claim that is ha rd to
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believe. This is a weakness in the Self -interest Theory. And it is a further
weakness that there is a choice between these two views. It may be
irrational

to be less concerned about the further future. But we cannot be sure of this
while we are u ndecided on the reason why.

9 WHY WE SHOULD REJECT S

A SELF-INTEREST Theorist must condemn the bias towards the near. One
objection is that this bias is irrational. Chapter 8 showed that this objection

must assume one of two views, both of which include at least one claim that
is hard to believe.

71. THE APPEAL TO LATER REGRETS
The S-Theorist might appeal to a different objection. He might say, to
Proximus:
You do not now regret your bias towards the near. But you will.  When
you pay the pri ce -- when you suffer the pain that you postponed at the
cost of making it worse -- you will wish that you did not care more
about your nearer future. You will regret that you have this bias. It is
irrational to do what you know that you will regret.
As stated, this objection is inaccurate. When Proximus pays the price, he
may regret that in the past he had his bias towards the near. But this does
not show that he must regret having this bias now. A similar claim applies
to those who are self -interes ted. When a self -interested man pays the price

imposed on him by the self  -interested acts of others, he regrets the fact that
these other people are self -interested. He regrets their bias in their own
favour. But this does not lead him to regret this bi as in himself. What is true

of S at the interpersonal level is true of P at the intertemporal level. Just as a
self-interested man regrets his bias, not in himself, but only in others,

Proximus regrets his bias, not in himself now, but only in himself a t other
times. When | assumed that Proximus does not regret his bias, it was
enough to assume that he does not regret his present bias.This is the bias on

which he always acts. The objection given above does not show that
Proximus must regret  this bias.

We can next note that Proximus would not always regret his past bias. In

the nearer past, what is now his present and his near future were all near; so

he was then biased in their favour. Since he is now, and for some time will

be, benefiting from th  is past bias, he will now be glad that he had it.

The S-Theorist might say: 'When you pay the price, you will regret your
past bias. Since that is so, you ought now to regret even your present bias.
You will in future regret your present bias; and you n ow care about your

future. Caring about one's future involves wishing to avoid what one will

regret. Since you will regret your present bias, you ought now to wish that

you did not have it.'

Proximus could answer: 'In the further future | shall regret my present
bias. This gives me grounds for wishing now that | did not have this bias.
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But in the nearer future | shall be glad that | had my present bias, since |
shall then be benefiting from this bias. This gives me grounds for being glad
now that | have this bias.'

The S-Theorist might say: 'Your gladness in the near future will be
outweighed by your regrets in the further future. This will be true because
you postpone pains at the foreseen cost of making them worse. Since your
present bia s will later cause you more regret than gladness, your grounds for
wishing now not to have this bias are, of the two competing grounds, the

stronger.'
Proximus could answer: 'My future regrets will indeed, impartially
considered, outweigh my future gla dness. But | do not consider my future

impartially. | care more about what is near. Since my future gladness is
nearer, it outweighs my future regrets.’'

The S-Theorist might reply: 'lt is irrational not to be impartial'. Proximus
could answer: 'This re  ply is either ineffective or suicidal. If it defeats me it
defeats you. Those who are self  -interested are not impartial. Just as | am
biased towards the near, they are biased in their own favour.'

72. WHY A DEFEAT FOR PROXIMUS IS NOT A VICTORY FOR S
In defending his bias towards the near, Proximus compares this bias with

the bias in one's own favour. The S - Theorist might say:
| care less about what happens to other people. You care less about
what will happen to you at later times. All these later ti mes will, at

some time, be a now for you. But other people will never be a me for

me. Your analogy therefore fails. %

This objection has some force. Suppose that, for this or other reasons, w e
reject what Proximus claims. Suppose that, despite the difficulties raised in

Chapter 8, we conclude that the bias towards the near is less rational than
the bias in one's own favour. As | have explained, this does not show that
we should accept S. T he bias towards the near is the favourite target of

Self -interest Theorists. In my attempt to defend this bias, | was challenging

S at its strongest point. If this attempt succeeds, S is totally defeated. It
does not follow that, if this attempt fails, S wins.

The best version of the Present -aim Theory is the Critical version. As |
wrote, CP can include (CP5): the claim that we are rationally required to be
concerned about our own self  -interest, in a temporally neutral way. On this
version of CP, Prox imus is irrational. It is irrational to be biased towards

the near. If we believe that Proximus is irrational, this is no reason to accept

S rather than this version of CP.

73. THE APPEAL TO INCONSISTENCY
Suppose that, as this version of CP requ ires, | am concerned about my own
self-interest in a temporally neutral way. But this is not my dominant
concern. Because | have other desires that are sometimes stronger, |

sometimes act in ways that | know to be against my own self -interest. The
S-Theorist might revive his Appeal to Later Regrets. He might say: 'Because
you act against your own self -interest, your future regrets will outweigh
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your future gladness. Unlike Proximus, you care equally about your whole

future. You must therefore admit t hat your acts are irrational. It is
irrational to do what you know you will regret.'

This objection assumes that, whenever | act against my own self -interest,
| shall later regret this act. This assumption is not justified. | act in these

ways because, though | care about my own self -interest, | care even more
about something else. Since | do not care most about my own self -interest,
there is no reason to assume that | shall later regret these acts.

There are likely to be cases where | do regret some past act. But it does
not follow that my act was irrational. Suppose that | acted as | did because |

accepted a value judgement that | now reject. | regret my act because |

have changed my mind. My act was rational, since | was acting on a
value -judgem ent that, at the time, | accepted.

A similar claim applies when my desires change without a change of
mind. Suppose that, in the past, | acted against my interests because |
wanted to help some people who were in great distress. | borrowed a large
sum of money and gave it to these people. | knew that, to repay this loan, |
would have to work hard for many years in a profession that | detest. | have

now come to know another group of people who are in great distress. | do

not believe that these people have a greater claim to be helped. But, because
| am now more vividly aware of their distress, these are the people whom |

now most want to help. Because of my earlier act, | cannot now help these
people. Since | have repaid only a small part of my orig inal loan, | cannot
borrow another large sum to give to these people. | therefore now regret my
earlier act. This act was against my interests; and | now regret this act. But,

given what | then most wanted, this act was not irrational. The Appeal to
Later Regrets may show that Proximus is irrational. But it is no objection to
the version of CP that | am now discussing.

According to this version of CP, | should have a temporally neutral concern

for my own future, but this need not be my dominant conce rn. Like all
versions, this version of CP appeals to my present desires. It can therefore

be challenged with an objection that Nagel states against the cruder
Instrumental Theory. Nagel writes that, on this theory:

| may have reason now to do pr ecisely what will ensure the failure of my
future rational attempts; | may have reason to do what | kn ow | will later
have reason to try to undo, and | will therefore have to be espec ially careful
to lay traps and  insurmountable obstacles in the way of my future se If. A
system with consequences such as this not only fails to require the most
elementa ry consistency in conduct over time, but in fact sharpens the
possibilities of conflic t by grounding an individual's ottings against his future
self in the appa ratus of rationality. 4

The 'inconsistency' that Nagel describes is not theoretical inconsistency.

The Instrumental Theory does not at different times make inconsistent

claims about what it i s rational for someone to do. Nor does someone who

believes this theory, or the Critical Present -aim Theory, question his own
rationality at other times. This is because, on all versions of P, reasons are
relative both to the agent and to the time of ac ting.

172


http://www.questia.com/PM.qst?a=o&d=96936489

It is true that, according to P, it can be rational for me to do now what it

will later be rational for me to undo. P can be accused of being, even within

a single life, intertemporally self -defeating. This can be true even of the
version of CP t hat requires us to care about our own self -interest in a
temporally neutral way. Suppose that | have such concern, and have other

desires that are stronger. And my strongest desires are different at different

times. At any time | can either (1) do what would best fulfil my present
desires or (2) do what would best fulfil, or enable me to fulfil, all of my

desires throughout my life. According to P, | should always do (1) rather

than (2). As | explained in Section 34, it can be true that, if | always f ollow
P, doing (1) rather than (2), | would be less successful over time even in

fulfilling my desires at each time.

A Self -interest Theorist might here claim that S beats P even in P's terms.

If the S -Theorist assumes the Unrestricted Desire -Fulfilmen t Theory about
self -interest, S tells me always to do (2) rather than (1). If | always follow S

rather than P, | would be more successful over time in fulfilling my desires

at each time.

| explained how can this be answered. There is a similar objectio n to S.
According to S, it can be rational for me to do what it is rational for you to

undo. Just as P can be intertemporally self -defeating, S can be
interpersonally or collectively self -defeating. A community of self -interested
people would do better , even in self -interested terms, if they all followed,

not the Self -interest Theory, but some version of morality. But to be
collectively self -defeating is not, in the case of S, to be damagingly
self-defeating. When S is collectively self -defeating, it is still individually
successful. Since S is a theory about individual rationality, it is still working

in its own terms.

Need | write this paragraph? To be intertemporally self -defeating is not,
in the case of P, to be damagingly self -defeating. When P is intertemporally
self -defeating, it is still successful at each time. It is still true that, if | follow

P at each time, | am at each time doing what will best fulfii my present

desires. Even in these cases, from the agent's point of view at the ti me of

acting, P is successful. Since this is the point of view appealed to by P, it is

still working in its own terms.

These two objections cannot refute P or S. But they both have some

force. Unlike P, S cannot be directly intertemporally self -defeating. This
gives S, compared with P, a certain theoretical appeal. This may persuade us

to abandon P and accept S. But S can be directly collectively self - defeating.
This is not true of an agent -neutral morality. This gives such a morality
similar theoretical appeal. This may persuade us to take the similar further

step, from S to such a morality.

Given the analogy between the two objections, the objection to P does

not support S. These objections both support Neutralism. If the objections

succeed, we should reject S. If the objections fail, we have no reason to
47

rejectp. =~
An S-Theorist might deny that the analogy has these implications. He
might claim that, while an acceptable th eory cannot be directly
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intertemporally self -defeating, it can be directly interpersonally self -
defeating. How can there be this difference? The S -Theorist must claim that
the relation between different people is, in the relevant respects, unlike the

relation between a single person at one time and himself at other times.

These relations are, in most respects, different. My relation to you is

unlike the relation between me now and myself tomorrow, or myself in fifty

years. But these relations may st ill be similar inthe  relevant respects. Just as
an act must be that of a particular agent, it must be done at a particular

time. And many claims about rationality are true only when applied to a

person at a particular time. They cease to be true when t hey are made to
span either the relation between different people, or the relation between a

person at one time and himself at other times. Thus it might be claimed: 'A

set of inconsistent beliefs can be rationally believed by different people, but

they cannot be rationally believed by a single person'. This is incorrect.
Inconsistent beliefs may be rationally believed by a single person if he
believes them at different times. He is irrational only if he believes them at a

single time. The same is tr  ue of intransitive preferences: preferring X to Y,

Y to Z, and Z to X. As is often pointed out, three people can each have one

of these preferences without the three being irrational. But so can a single

person if he has these preferences at different t imes.As these claims suggest,
when we are considering both theoretical and practical rationality, the

relation between a person now and himself at other times is relevantly

similar to the relation between different people.

74. CONCLUSIONS
In Chapters 6 to 8 | advanced several arguments against the Self -interest
Theory. These justify one of two conclusions. The arguments may only
show that S cannot defeat P. On this conclusion, the dispute between these
theories ends in a tie, or draw. When Sand P ¢ onflict, it would be rational

to follow either. But, as | explain in Appendix B, this conclusion would in
practice be a defeat for S.

The other conclusion is that we ought to reject S. Both in practice and in
theory, this would be a complete def eat for S. If we reject S, this may affect
our choice between the different theories about self -interest. | discuss this
point in Appendix C.

| believe that my arguments justify this bolder conclusion. | began with a
strategic metaphor. The Self  -intere st Theory has two rivals: morality, and
the Present -aim Theory. In some respects it lies between these two rivals. It

is therefore vulnerable in what is often a fatal way: it can be attacked from

two directions. The Self -interest Theory has long been do minant in our
intellectual tradition. But this dominance has largely derived from the

failure of its two rivals to attack together. When it is attacked by moral
theorists, it has stolen strength from the Present -aim Theory, and vice versa.
I challenged the Self -interest Theory from both directions. This ensured
that S would be judged only on its own merits. | avoided the deceptive case

where what someone does affects only himself. S tells this person to do
whatever would be best for him. Since he is the only person whom his acts
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affect, he is doing what is best for everyone affected. He is doing what,
impartially considered, has the best effects. S here coincides with impatrtial
benevolence. S can be better judged where these two conflict: where wha tis
better for the agent would be, and by a larger margin, worse for other

people. As these cases show, S insists on a biased pattern of concern. S is

not just Prudence, but Egoism. It insists that a rational agent give supreme

weight to his own self  -interest, whatever the costs to others. It insists that a
rational agent must be biased in his own favour.

| then challenged S from the other direction. | considered cases where S
conflicts with the Present -aim Theory. In these cases, though the agent
knows the facts and is thinking clearly, he does not want to give supreme
weight to his own self  -interest. S claims that, whatever the costs to others, a
rational agent must be biased in his own favour, even if, in a cool hour, he
neither has nor wants  to have this bias.

Is this claim plausible? Is this bias uniquely or supremely rational? Is

every other desire or concern less rational? This is the central question. My
First Argument answers No. | claim that, compared with the bias in one's

own favou r, there are several other desires that are no less rational. One
example is a desire to act in the interests of other people. It can be rational

to fulfil this desire, even when one knows that one's act is against one's own

self -interest. Other example s are certain kinds of desire for achievement. A
creator may want his creations to be as good as possible. A scientist, or
philosopher, may want to make some fundamental discovery, or intellectual
advance. | claim that these and other desires are no les s rational than the
bias in one's own favour. If one of these is someone's strongest desire, all

things considered, it would be rational for him to cause it to be fulfilled,

even if this person knows that his act is against his own self -interest.

to follow either. But, as | explain in Appendix B, this conclusion would in

practice be a defeat for S.

The other conclusion is that we ought to reject S. Both in practice and in

theory, this would be a complete defeat for S. If we reject S, this may affect
our choice between the different theories about self -interest. | discuss this
point in Appendix C.

| believe that my arguments justify this bolder conclusion. | began with a

strategic metaphor. The Self  -interest Theory has two rivals: morality, and
the Present -aim Theory. In some respects it lies between these two rivals. It

is therefore vulnerable in what is often a fatal way: it can be attacked from

two directions. The Self -interest Theory has long been dominant in our
intellectual traditio n. But this dominance has largely derived from the
failure of its two rivals to attack together. When it is attacked by moral

theorists, it has stolen strength from the Present -aim Theory, and vice versa.

I challenged the Self -interest Theory from both directions. This ensured
that S would be judged only on its own merits. | avoided the deceptive case

where what someone does affects only himself. S tells this person to do
whatever would be best for him. Since he is the only person whom his acts

affect, he is doing what is best for everyone affected. He is doing what,
impartially considered, has the best effects. S here coincides with impartial

17¢



benevolence. S can be better judged where these two conflict: where what is

better for the agent would be, and by a larger margin, worse for other
people. As these cases show, S insists on a biased pattern of concern. S is

not just Prudence, but Egoism. It insists that a rational agent give supreme

weight to his own self  -interest, whatever the costs to othe rs. It insists that a
rational agent must be biased in his own favour.

| then challenged S from the other direction. | considered cases where S
conflicts with the Present -aim Theory. In these cases, though the agent
knows the facts and is thinking clea rly, he does not want to give supreme
weight to his own self  -interest. S claims that, whatever the costs to others, a
rational agent must be biased in his own favour, even if, in a cool hour, he
neither has nor wants to have this bias.

Is this claim pl ausible? Is this bias uniquely or supremely rational? Is

every other desire or concern less rational? This is the central question. My
First Argument answers No. | claim that, compared with the bias in one's
own favour, there are several other desires t hat are no less rational. One

example is a desire to act in the interests of other people. It can be rational

to fulfil this desire, even when one knows that one's act is against one's own

self -interest. Other examples are certain kinds of desire for ac hievement. A
creator may want his creations to be as good as possible. A scientist, or
philosopher, may want to make some fundamental discovery, or intellectual
advance. | claim that these and other desires are no less rational than the

bias in one's o wn favour. If one of these is someone's strongest desire, all

things considered, it would be rational for him to cause it to be fulfilled,

even if this person knows that his act is against his own self -interest.

The S-Theorist's First Reply contr adicts these claims. This reply claims
that the bias in one's own favour is supremely rational. Since | cannot prove

that | am right to reject this claim, my First Argument is not decisive. But |

believe that it succeeds. | believe that the S -Theorist h as no good reply to
this argument. The bias in one's own favour is not supremely rational. There
is at least one desire that is no less rational: the desire to benefit others.

Since there is at least one such desire, we should reject S and accept some
version of CP.

The S-Theorist's Second Reply appeals to the claim that any reason's
force extends over time. On this claim, since | shall have reasons to try to
fulfil my future desires, | have these reasons now. Reasons for acting
cannot be relative t o a particular time. An argument for this claim may

also show that reasons for acting cannot be agent -relative. The argument
may show that any reason's force extends over different people's lives.

This is what is shown if Nagel's argument succeeds. This conclusion would
defeat both S and P. To avoid this conclusion, the S -Theorist must claim
that reasons can be agent -relative. | claim that, if reasons can be relative,
they can be relative to the agent at the time of acting. As | showed in
Sections 59 to 61, it can be true that | did or shall have certain reasons for
acting, though | do not have these reasons now. This undermines the
S-Theorist's Second Reply. And my Appeal to Full Relativity gave further
grounds for rejecting S.
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The S-Theorist mus t also claim that it is irrational to care less about one's
further future. Chapter 8 showed that, in claiming this, the S - Theorist must
accept one of two views, each of which has one implication that is hard to

believe. This is another objection to S. For the purposes of argument, |
assumed that this objection can be met. | assumed that it is irrational to care

less about our further future. This does not show that we should accept S.

We could accept the Critical version of the Present -aim Theory. An d CP
can claim that we are rationally required to be concerned about our own
self-interest, in a temporally neutral way. This claim is not what
distinguishes these two theories.

S requires us to accept a much bolder claim. It is not enough that we have

this temporally neutral bias in our own favour. We must always be
governed by this bias, whatever the costs to others, and even if we neither

have nor want to have this bias. This claim takes us back to the central
guestion. According to my First Argu ment, this claim requires the
assumption that this bias is supremely rational. It requires the assumption

that it is irrational to care more about anything else, such as morality, or the

interests of other people. We should reject this assumption. If th e S-Theorist
has no other reply, we should reject S.

The S-Theorist has two other arguments: the Appeal to Later Regrets,

and the Appeal to Inconsistency. Though these arguments have some

intuitive appeal, they do not provide replies to my First Argume nt. |
conclude that we should reject S. As | predicted, the Self  -interest Theory
cannot survive a combined attack by both its rivals: both the Present -aim
Theory and morality.The best version of the Present -aim T heory is the
Critical version.

Remember next that, if we accept CP, we could claim that it is rationally
required that our strongest desire be to avoid acting wrongly. | have left it

an open question whether we should add this claim to CP. Since this is so,
there are not two surviving theories about rationality. Moral theorists should

accept CP. They have no ground for rejecting CP, since CP can give to
moral reasons all of the weight that they believe that these reasons ought to

have.Remember finally that every possible theory about rationality is one
version
of CP. Because this is true, we should all accept CP, whatever we believe.

This truth about CP may seem to be a weakness, making it a vacuous
theory. But this truth is not a weakness but a strength. We can see more
clearly w hat is assumed by different theories when they are restated as
versions of CP. And, while | left it open what CP should claim about moral
reasons, | did not leave open two other questions. Consider the followers of
Hume, who deny that desires can be eit her intrinsically irrational, or
rationally required. If we add this claim to CP, it coincides with IP, the
purely Instrumental Theory. | have claimed that we should reject this
version of CP. Some patterns of concern are irrational, and provide no
reasons for acting. And my main claim is that we should reject the version
of CP that coincides with S. We should reject the assumption that compared
with the bias in one's own favour, every other desire is less rational.



Suppose that our desires and value -judgments are, both singly and as a set,

not irrational. And suppose we know that what will best fulfil these desires

will be against our own self  -interest. If this is so, it is irrational to follow S.

It is irrational to do what is in our own self -int erest when we know that this

will frustrate what, knowing the facts and thinking clearly, we most want or

value. The Self -interest Theory has been believe d by most people for more

than two millenia. Since this is so, it may seem absurdly rash to claim th at

we should reject S. How can four chapters overturn the verdict of recorded

history? How can so many people have been mistaken? There are two

answers.

1. Most of these people assumed that, because we shall have an after -life
or be re -incarnated, mor ality and self -interest always coincide. Because
they had this false belief, these people overlooked one of the objections
to S.

2. As is often true when we should reject some theory, those who

believed this theory were not wholly mistaken. Part of S  is plausible. This
is the claim that, in our concern about our o wn self -interest, we should
be temporally neutral. This part of S may be ei ther true or, if we think

that such claims cannot be true, part of the best or best justified theory.
The

plausibility of this part of S helps to explain why so many people have
believed S. This part of S can also be part of the wider theory, CP, that we
should all accept. Consider this (too grandiose) analogy. Newton's Laws are
partly correct. But we now acce pt a different theory.

PART THREE PERSONAL IDENTITY
10 WHAT WE BELIEVE OURSELVES TO BE

| enter the Teletransporter. | have been to Mars before, but only by the

old method, a space -ship journey taking several weeks. This machine
will send me at the speed of light. | merely have to press the green
button. Like others, | am nervous. Will it work? | remind myself what |

have been told to expect. When | press the button, | shall lose
consciousness, and then wake up at what seems a moment la ter. In fact
| shall have been unconscious for about an hour. The Scanner here on

Earth will destroy my brain and body, while recording the exact states

of all of my cells. It will then transmit this information by radio.
Travelling at the speed of lig ht, the message will take three minutes to
reach the Replicator on Mars. This will then create, out of new matter,

a brain and body exactly like mine. It will be in this body that | shall

wake up.

Though | believe that this is what will happen, | still hesitate. But
then | remember seeing my wife grin when, at breakfast today, |
revealed my nervousness. As she reminded me, she has been often
teletransported, and there is nothing wrong with her. | press the button.
As predicted, | lose and seem at on ce to regain consciousness, but in a
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different cubicle. Examining my new body, | find no change at all. Even
the cut on my upper lip, from this morning's shave, is still there.

Several years pass, during which | am often Teletransported. | am now
back in the cubicle, ready for another trip to Mars. But this time, when
| press the green button, | do not lose consciousness. There is a
whirring sound, then silence. | leave the cubicle, and say to the
attendant: 'lt's not working. What did | do wrong?'

'I's working', he replies, handing me a printed card. This reads: 'The
New Scanner records your blueprint without destroying your brain and
body. We hope that you will welcome the opportunities which this
technical advance offers.’'

The attendant tells me that | am one of the first people to use the
New Scanner. He adds that, if | stay for an hour, | can use the
Intercom to see and talk to myself on Mars.

'Wait a minute', | reply, 'If I'm here | can't also be on Mars'.

Someone politely coughs, a whi te -coated man who asks to speak to

me in private. We go to his office, where he tells me to sit down, and
pauses. Then he says: 'I'm afraid that we're having problems with the

New Scanner. It records your blueprint just as accurately, as you will

see when you talk to yourself on Mars. But it seems to be damaging the
cardiac systems which it scans. Judging from the results so far, though

you will be quite healthy on Mars, here on Earth you must expect
cardiac failure within the next few days.'

The attendant later calls me to the Intercom. On the screen | see
myself just as | do in the mirror every morning. But there are two
differences. On the screen | am not left -right reversed. And, while |
stand here speechless, | can see and hear myself, in the studio on Mars,
starting to speak.

What can we learn from this imaginary story? Some believe that we can

learn little. This would have been Wittgenstein's view. ! And Quine writes:
'The method of science fiction has its uses in philosophy, but. . . | wonder
whether the limits of the method are properly heeded. To seek what is
'logically required' for sameness of person under unprecedented circum
stances is to suggest that words hav e some logical force beyond what our
past needs have invested them with.' 2

This criticism might be justified if, when considering such imagined cases,

we had no reactions. But these cases aro use in most of us strong beliefs.
And these are beliefs, not about our words, but about ourselves. By
considering these cases, we discover what we believe to be involved in our
own continued existence, or what it is that makes us now and ourselves next

year the same people. We discover our beliefs about the nature of personal
identity over time. Though our beliefs are revealed most clearly when we
consider imaginary cases, these beliefs also cover actual cases, and our own
lives. In Part Three of thi s book | shall argue that some of these beliefs are
false, then suggest how and why this matters.
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75. SIMPLE TELETRANSPORTATION AND THE BRANCH -LINE
CASE

At the beginning of my story, the Scanner destroys my brain and body. My
blueprint is beamed to Ma rs, where another machine makes an organic
Replica of me. My Replica thinks that he is me, and he seems to remember
living my life up to the moment when | pressed the green button. In every
other way, both physically and psychologically, my Replica is j ust like me.
If he returned to Earth, everyone would think that he was me.
Simple Teletransportation, as just described, is a common feature in
science fiction. And it is believed, by some readers of this fiction, merely to
be the fastest way of travel ling. They believe that my Replica would be me.
Other science fiction readers, and some of the characters in this fiction, take
a different view. They believe that, when | press the green button, | die. My

Replicais someone else, who has been ma de to be exactly like me.

This second view seems to be supported by the end of my story. The New
Scanner does not destroy my brain and body. Besides gathering the
information, it merely damages my heart. While | am in the cubicle, with
the green button  pressed, nothing seems to happen. | walk out, and learn

that in a few days | shall die. | later talk, by two -way television, to my
Replica on Mars. Let us continue the story. Since my Replica knows that |
am about to die, he tries to console me with th e same thoughts with which |

recently tried to console a dying friend. It is sad to learn, on the receiving

end, how unconsoling these thoughts are. My Replica then assures me that

he will take up my life where | leave off. He loves my wife, and togethe r they
will care for my children. And he will finish the book that | am writing.

Besides having all of my drafts, he has all of my intentions. | must admit

that he can finish my book as well as | could. All these facts console me a

little. Dying when | know that | shall have a Replica is not quite as bad as,
simply, dying. Even so, | shall soon lose consciousness, forever.

In Simple Teletransportation, | do not co -exist with my Replica. This
makes it easier to believe that this is a way of travelling -- that my Replica is
me. At the end of my story, my life and that of my Replica overlap. Call this

the Branch -Line Case. In this case, | cannot hope to travel on the Main
Line, waking up on Mars with forty years of life ahead. | shall remain on

the B ranch -Line, on Earth, which ends a few days later. Since | can talk to

my Replica, it seems clear that he is not me. Th ough he is exactly like me,
he is one person, and | am another. When | pinch myself, he feels nothing.
When | have my heart attack, he will again feel nothing. And when | am

dead he will live for another forty years.

If we believe that my Replica is not me, it is natural to assume that my
prospect, on the Branch Line, is almost as bad as ordinary death. | shall
deny this assumption. A s | shall argue later, | ought to regard having a
Replica as being about as good as ordinary survival. | can best defend this
claim, and the view that supports it, after briefly discussing part of the past
debate about personal identity.
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76. QUALITAT IVE AND NUMERICAL IDENTITY
There are two kinds of sameness, or identity. | and my Replica are
gualitatively identical, or exactly alike. But we may not be numerically
identical, or one and the same person. Similarly, two white billiard balls are
not num erically but may be qualitatively identical. If | paint one of these
balls red, it will not now be qualitatively identical to itself yesterday. But the
red ball that | see now and the white ball that | painted red are numerically
identical. They are one  and the same ball.
We might say, of someone, 'After his accident, he is no longer the same
person'. This is a claim about both kinds of identity. We claim that he, the
same person, is not now the same person. This is not a contradiction. We

mer ely mean that this person's character has changed. This numerically
identical person is now qualitatively different.When we are concerned about

our future, it  is our numerical identity that we are concerned about. | may
believe that, after my m arriage, I shall not be the same person. But this does
not make marriage death. However much | change, | shall still be alive if
there wil | be some person living who is numerically identical with me.The

philosophical debate is about the nature both of persons and of
personal identity over time. It will help to distinguish these questions:
1. Whatis the nature of a person?
2. What is it that makes a person at two different times one and the
same person?
3. What is necessarily involved in the continued existe nce of each
person over time?
The answer to (2) can take this form: 'X today is one and the same person
as Y at some past time if and only if . ..' This answer states the necessary
and sufficient conditions  for personal identity over tim e. And the answe r to
(2) provides the answer to (3). Each person's continued existence has the
same necessary and sufficient conditions.In answering (2) and (3) we shall
also pa rtly answer (1). The necessary features of our continued existence
depend up on our nature. And the simplest answer to (1) is that, to be a
person, a being must be self -conscious, aware of its identity and its
continued existence over time.We can also ask
4. What is in fact involved in the continued existence of each
person over time?
Since our continued existence has features that are not necessary, the
answer to (3) is only part of the answer to (4). Being happy, for our
example, is not necessary to our continued existence, but it may be part of
what someone's continued existence in fact inv olves.
Though question (2) is about numerical rather than qualitative identity,
this does not imply that qualitative changes do not matter. On one view,
certain kinds of qualitative change destroy numerical identity. If certain
things happened to me, t  he truth may not be that | become a very different
person. The truth may be that | cease to exist, and the resulting person is
someone else.
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77. THE PHYSICAL CRITERION OF PERSONAL IDENTITY
Many writers use the ambiguous phrase 'the criterion of identi ty over time'.
Some mean by this 'our way of telling whether some present object is

identical with some past object. But | shall mean what this identity
necessarily involves, or consists in.

In the case of most physical objects, on what | call t he standard view, the
criterion of identity over time is the spatio -temporal physical continuity of

this object. This is something that we all understand, even if we fail to
understand the description | shall now give. In the simplest case of physical
continuity, like that of the Pyramids, an apparently static object continues

to exist. In another simple case, like that of the Moon, an object moves in a
regular way. Many objects move in less regular ways, but they still trace
physically continuous sp atio -temporal paths. Suppose that the billiard ball
that | painted red is the same as the white ball with which last year | made a
winning shot. On the standard view, this is true only if this ball traced such

a continuous path. It must be true (1) that there is a line through space and
time, starting where the white ball rested before | made my winning shot,

and ending where the red ball now is, (2) that at every point on this line

there was a billiard ball, and (3) that the existence of a ball at ea ch point on
this line was in part caused by the existence of a ball at the immediately
preceding point. 2

Some kinds of thing continue to exist even though their physical
continuity involves  great changes. A Camberwell Beauty is first an egg, then

a caterpillar, then a chrysalis, then a butterfly. These are four stages in the
physically continuous existence of a single organism. Other kinds of thing
cannot survive such great changes. Suppos e that an artist paints a
self -portrait and then, by repainting, turns this into a portrait of his father.

Even though these portraits are more similar than a caterpillar and a
butterfly, they are not stages in the continued existence of a single painti ng.
The self -portrait is a painting that the artist destroyed. In a general
discussion of identity, we would need to explain why the requirement of
physical continuity differs in such ways for different kinds of thing. But we

can ignore this here.

Can there be gaps in the continued existence of a physical object?
Suppose that | have the same gold watch that | was given as a boy even
though, for a month, it lay disassembled on a watch -repairer's shelf. On one
view, in the spatio  -temporal path traced by this watch there was not at every
point a watch, so my watch does not have a history of full physical
continuity. But during the month when my watch was disassembled, and

did not exist, all of its parts had histories of full continuity. On another

view, even when it was disassembled, my watch existed.

Another complication again concerns the relation between a complex

thing and the various parts of which it is composed. It is true of some of

these things, though not true of all, that their continue d existence need not
involve the continued existence of their components. Suppose that a
wooden ship is repaired from time to time while it is floating in harbour,
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and that after fifty years it contains none of the bits of wood out of which it
was firs t built. It is still one and the same ship, because, as a ship, it has

displayed throughout these fifty years full physical continuity. This is so
despite the fact that it is now composed of quite different bits of wood.
These bits of wood might be qualitatively identical to the original bits, but
they are not one and the same bits. Something similar is partly true of a
human body. With the exception of some brain cells, the cells in our bodies
are replaced with new cells several times in our | ives.

I have now described the physical continuity which, on the standard view,
makes a physical object one and the same after many days or years. This
enables me to state one of the rival views about personal identity. On this

view, what makes me the same person over time is that | have the same
brain and body. The criterion of my identity over time -- or what this
identity involves  -- is the physical continuity, over time, of my brain and

body. | shall continue to exist if and only if this particul ar brain and body

continue both to exist and to be the brain and body of a living person.

This is the simplest version of this view. There is a better version. This is

The Physical Criterion: (1) What is necessary is not the continued
existence of the  whole body, but the continued existence of enough of
the brain to be the brain of a living person. X today is one and the same
person as Y at some past time if and only if (2) enough of Y's brain
continued to exist, and is now X's brain, and (3) there d oes not exist a
different person who also has enough of Y's brain. (4) Personal identity

over time just consists in the holding of facts like (2) and (3).

(1) is clearly needed in certain actual cases. Some people continue to exist

even though they los e much of their bodies, perhaps including their hearts

and lungs if they are on Heart -Lung Machines. The need for (3) will be clear
later.

Those who believe in the Physical Criterion would reject Teletrans -
portation. They would believe this to be a wa y, not of travelling, but of
dying. They would also reject, as inconceivable, reincarnation. They believe

that someone cannot have a life after death, unless he lives this life in a
resurrection of the very same, physically continuous body. Some of the
Christians who believe this insist that they be buried. They believe that if,

like Greek and Trojan heroes, they were burnt on funeral pyres, and their

ashes scattered, not even God could bring them to life again. God could

create only a Replica, someo ne else who was exactly like them. Other
Christians believe that God could resurrect them if He reassembled their
bodies out of the bits of matter that, when they were last alive, made up

their bodies. This view is like the first of the views about the reassembly of

my gold watch.  *

78. THE PSYCHOLOGICAL CRITERION

Some people believe in a kind of psychological continuity that resembles
physical continuity. This involves the continued existe nce of a purely mental
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entity, or thing -- a soul, or spiritual substance. | shall return to this view.

But | shall first explain another kind of psychological continuity. This is less

like physical continuity, since it does not consist in the co ntinued existence
of some entity. But this other kind of psychological continuity involves only

facts with which we are familiar.

What has been most discussed is the continuity of memory. This is
because it is memory that makes most of us aware of our own continued
existence over time. The exceptions are the people who are suffering from
amnesia. Most amnesiacs lose only two sets of memories. They lose all of

their memories of having particular past experiences -- or, for short, their
experience mem ories. They also lose some of their memories about facts,
those that are about their own past lives. But they remember other facts,

and they remember how to do different things, such as how to speak, or

swim.

Locke suggested that experience -memory prov ides the criterion of
personal identity. > Though this is not, on its own, a plausible view, | believe

that it can be part of such a view. | shall therefore try to answer Locke's

critics.

Locke claimed that someone cannot have committed some crime unless

he now remembers doing so. We can understand a reluctance to punish
people for crimes that they cannot remember. But, taken as a view about

what is involved in a person's continued existenc e, Locke's claim is clearly
false. If it was true, it would not be possible for someone to forget any of the

things that he once did, or any of the experiences that he once had. But this

is possible. | cannot now remember putting on my shirt this mornin g.
There are several ways to extend the experience -memory criterion so as to
cover such cases. | shall appeal to the concept of an overlapping chain of
experience -memoaories. Let us say that, between X today and Y twenty years

ago, there are direct memor y connections if X can now remember having
some of the experiences that Y had twenty years ago. On Locke's view, this

makes X and Y one and the same person. Even if there are no such direct
memory connections, there may be continuity of memory between X now
and Y twenty years ago. This would be so if between X now and Y at that

time there has been an overlapping chain of direct memories. In the case of

most people who are over twenty three, there would be such an overlapping

chain. In each day within the last twenty years, most of these people
remembered some of their experiences on the previous day. On the revised
version of Locke's view, some present person X is the same as some past
person Y if there is between them continuity of memory.

This r evision meets one objection to Locke's view. We should also revise

the view so that it appeals to other facts. Besides direct memories, there are

several other kinds of direct psychological connection. One such connection

is that which holds between an intention and the later act in which this
intention is carried out. Other such direct connections are those which hold

when a belief, or a desire, or any other psychological feature, continues to

be had.
I can now define two general relations:
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Psychological connectedness is the holding of particular direct
psychological connections.

Psychological continuity is the holding of overlapping chains of strong
connectedness.

Of these two general relations, connectedness is more important both in

the ory and in practice. Connectedness can hold to any degree. Between X
today and Y yesterday there might be several thousand direct psychological
connections, or only a single connection. If there was only a single
connection, X and Y would not be, on the revised Lockean View, the same
person. For X and Y to be the same person, there must be over every day
enough direct psychological connections. Since connectedness is a matter of
degree, we cannot plausibly define precisely what counts as enough. But w e
can claim that there is enough connectedness if the number of connections,

over any day, is at least half the number of direct connections that hold,

over every day, in the lives of nearly every actual person. ° When there are
enough direct connections, there is what | call strong connectedness.
This relation cannot be the criterion of personal identity. A relation F is

transitive  if it is true that, if X is F-related to Y, and Y is F -related to Z, X
and Z must be F-related. Personal identity is a transitive relation. If Bertie

was one and the same person as the philosopher Russell, and Russell was

one and the same person as the author of Why | Am Not a Christian, this
author and Bertie  must be one and the same person.

Strong connectedness is not a transitive relation. | am now strongly
connected to myself yesterday, when | was strongly connected to myself two

days ago, when | was strongly connected to myself three days ago, and so

on. It does not follow that | am now strongly connected to myself twenty

years ago. And this is not true. Between me now and myself twenty years

ago there are many fewer than the number of direct psychological
connections that hold over any day in the li ves of nearly all adults. For
example, while these adults have many memories of experiences that they

had in the previous day, | have few memories of experiences that | had

twenty years ago.

By ‘'the criterion of personal identity over time' | mean what this
identity necessarily involves  or consists in. Because identity is a transitive
relation, the criterion of identity must be a transitive relation. Since strong
connectedness is not transitive, it cannot be the criterion of identity. And |

have jus t described a case in which this is shown. | am the same person as

myself twenty years ago, though | am not now strongly connected to

myself then.

Though a defender of Locke's view cannot appeal to psychological
connectedness, he can appeal to psycholo gical continuity, which is

transitive. He can appeal to

The Psychological Criterion: (1) There is  psychological continuity if and
only if there are overlapping chains of strong connectedness. X today is
one and the same person as Y at some past time if and only if (2) X is

psychologically continuous with Y, (3) this continuity has the right
kind of cause, and (4) there does not exist a different person who is also
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psychologically continuous with Y. (5) Personal identity over time just
consist s in the holding of facts like (2) to (4).
As with the Physical Criterion, the need for (4) will be clear later.There are
three versions of the Psychological Criterion. These differ over
the question of what is the right kind of cause. On the Narrow vers ion, this
must be the normal cause. On the Wide version, this could be any reliable
cause. On the Widest version, the cause could be any cause.The Narrow
Psychological  Criterion uses words in their ordinary  sense.
Thus | remember having an experience on ly if
1. |seem to remember having an experience,
2. 1 did have this experience,
and
3. my apparent memory is causally dependent, in the normal

way, on this past experience.
That we need condition (3) can be suggested with an example. Suppose t hat
I am knocked unconscious in a climbing accident. After | recover, my
fellow -climber tells me what he shouted just before | fell. In some later year,
when my memories are less clear, | might seem to remember the experience
of hearing my companion sh  out just before | fell. And it might be true that |
did have just such an experience. But though conditions (1) and (2) are met,
we should not believe that | am remembering that past experience. It is a
well -established fact that people can never rememb er their last few
experiences before they were knocked unconscious. We should therefore
claim that my apparent memory of hearing my companion shout is not a
real memory of that past experience. This apparent memory is not causally
dependent in the righ t way on that past experience. | have this apparent
memaory only because my companion later told me what he shouted. L
Similar remarks apply to the other kinds of continuity, such as continuity
of character. On the Narrow Psychological Criterion, even if someone's
character radically changes, there is continuity of character if these changes
have one of several normal causes. Some changes of character are
deliberately brought about; others ar e the natural consequence of growing
older; others are the natural response to certain kinds of experience. But
there would not be continuity of character if radical and unwanted changes
were produced by abnormal interference, such as direct tampering w ith the
brain.

Though it is memory that makes us aware of our own continued existence
over time, the various other continuities have great importance. We may
believe that they have enough importance to provide personal identity even

in the abse nce of memory. We shall then claim, what Locke denied, that a
person continues to exist even if he suffers from complete amnesia. | would
rather suffer amnesia than have surgery that would give me a quite different
and obnoxious character.

Besides the Narrow version, | described the two Wide versions of the
Psychological Criterion. These versions extend the senses of several words.
On the ordinary sense of 'memory', a memory must have its normal cause.
The two Wide Psychological Criteria appeal to a wider sense of 'memory’,
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which allows either any reliable cause, or any cause. Similar claims apply to

the other kinds of direct psychological connection. To simplify my
discussion of these three Criteria, | shall use 'psychological continuity' in its

widest sense, that allows this continuity to have any cause.

If we appeal to the Narrow Version, which insists on the normal cause,

the Psychological Criterion coincides in most cases with the Physical
Criterion. The normal causes of memory involve the continued existence of
the brain. And some or all of our psychological features depend upon states

or events in our brains. The continued existence of a person's brain is at

least part of the normal cause of psychological continuity. On the Physical
Criterion, a person continues to exist if and only if ( a) there continues to
exist enough of this person's brain so that it remains the brain of a living
person, and ( b) no different person ever has enough of this person's brain.

(a) and ( b) are claimed t o0 be the necessary and sufficient conditions for this
person's identity, or continued existence, over time. On the Narrow
Psychological Criterion, ( a) is necessary, but not sufficient. A person

continues to exist if and only if ( c) there is psychologica | continuity, ( d) this
continuity has its normal cause, and ( e) there does not exist a different
person who is also psychologically continuous with this person. ( a) is

required as part of the normal cause of psychological continuity.

| shall argue that the two Wide Psychological Criteria are both better

than the Narrow Criterion. A partial analogy may suggest why. Some

people go blind because of damage to their eyes. Scientists are now
developing artificial eyes. These involve a glass or plastic lens , and a micro -
computer which sends through the optic nerve electrical patterns like those

that are sent through this nerve by a natural eye. When such artificial eyes

are more advanced, they might give to someone who has gone blind visual
experiences just like those that he used to have.What he seems to see would
correspond to what is in fact before him. And his visual experiences would

be causally dependent, in this new but reliable way, on the light -waves
coming from the objects that are before hi m.

Would this person be seeing these objects? If we insist that seeing must
involve the normal cause, we would answer No. But even if this person

cannot see, what he has is just as good as  seeing, both as a way of knowing

what is within sight, a nd as a source of visual pleasure. If we accept the
Psychological Criterion, we could make a similar claim. If psychological
continuity does not have its normal cause, some may claim that it is not true
psychological continuity. We can claim that, even if this is so, this kind of
continuity is  just as good as  ordinary continuity.

Reconsider the start of my imagined story, where my brain and body are
destroyed. The Scanner and the Replicator produce a person who has a new

but exactly similar brain and body, and who is psychologically continuous
with me as | was when | pressed the green button. The cause of this
continuity is, though unusual, reliable. On both the Physical Criterion and

the Narrow Psychological Criterion, my Replica would not be me. On the
two Wide Criteria, he  would be me.



9. THE OTHER VIEWS

| am asking what is the criterion of personal identity over time -- what this
identity involves, or consists in. | first described the spatio -temporal
physical continuity that, on the standa rd view, is the criterion of identity of

physical objects. | then described two views about personal identity, the
Physical and Psychological Criteria.

There is a natural but false assumption about these views. Many people
believe in what is called Mat erialism, or Physicalism. This is the view that
that there are no purely mental objects, states, or events. On one version of
Physicalism, every mental event is just a physical event in some particular

brain and nervous system. There are other versions. Those who are not
Physicalists are either Dualists or Idealists. Dualists believe that mental
events are not physical events. This can be so even if all mental events are
causally dependent on physical events in a brain. ldealists believe that all

states and events are, when understood correctly, purely mental. Given

these distinctions, we may assume that Physicalists must accept the Physical
Criterion of personal identity.

This is not so. Physicalists could accept the Psychological Criterion. And

they could accept the version that allows any reliable cause, or any cause.

They could thus believe that, in Simple Teletransportation, my Repllca
would be me. They would here be rejecting the Physical Criterion.

These criteria are not the only views about personal identity. | shall now
describe the other views that are either sufficiently plausible, or have enough
supporters, to be worth considering. This description will be too abstract t o]
be fully understood, before the details are filled out in later chapters. But it

is worth giving this description, both for later reference, and to provide a

rough idea of what lies ahead. If much of this summary seems, on a first
reading, either obs cure or trivial, do not worry.

| start with a new distinction. On the Physical Criterion, personal identity

over time just involves the physically continuous existence of enough of a

brain so that it remains the brain of a living person. On the Ps ychological
Criterion, personal identity over time just involves the various kinds of
psychological continuity, with the right kind of cause. These views are both
Reductionist. They are Reductionist because they claim

(1) that the fact of a person's id entity over time just consists in
the holding of certain more particular facts,

and

(2) that these facts can be describ ed without either presupposing the identity
of this person, o r explicitly claiming that the experiences in this person's life
are had by this person, or even explicitly claiming that this per son exists.

These facts can be  described in an impersonal way.

It may seem that (2) could not be true. When we describe the psychological
continuity that unifies some person's mental life, we must mention this
person, and many other people, in describing the content of many thoughts,
desires, intentions, and other mental states. But mentioning this person in

this way does not involve either asserting that these mental states are had

by
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this pers on, or asserting that this person exists. A similar claim applies to

the Physical Criterion. These claims need further arguments, which | shall

later give.

Our view is Non-Reductionist if we reject either or both of the two
Reductionist claims.

Many N on-Reductionists hold what | call the view that we are separately
existing entities. On this view, personal identity over time does not just
consist in physical and/or psychological continuity. It is a separate, further

fact. A person is a separately ex isting entity, distinct from his brain and
body, and his experiences. On the best -known version of this view, a person

is a purely mental entity: a Cartesian Pure Ego, or spiritual substance. But

we might believe that a person is a separately existing physical entity, of a
kind that is not yet recognised in the theories of contemporary physics.

There is another Non -Reductionist View. This view denies that we are
separately existing entities, distinct from our brains and bodies, and our
experiences. B ut this view claims that, though we are not separately existing
entities, personal identity is a further fact, which does not just consist in

physical and/or psychological continuity. | call this the Further Fact View.

The Physical and Psychological Crit eria are versions of the Reductionist
View. And there are two versions of each Criterion. As | have said, what

is necessarily involved in a person's continued existence is less than what is

in fact involved. Believers in the Reductionist Criteria disagr ee when
considering imaginary cases. But they would agree about what is in fact

involved in the existence of actual people. They would start to disagree

only if, for example, people began to be Teletransported.

On the Reductionist View, each per son's existence just involves the
existence of a brain and body, the doing of certain deeds, the thinking of

certain thoughts, the occurrence of certain experiences, and so on. It will

help to extend the ordinary sense of the word 'event'. | shall use ' event' to
cover even such boring events as the continued existence of a belief, or a
desire. This use makes the Reductionist View simpler to describe. And it
avoids what a Reductionist believes to be the misleading implications of

the words 'mental sta te'. While a state must be a state of some entity, this
is not true of an event. Given this extended use of the word 'event’, all
Reductionists would accept

(3) A person's existence just consists in the existence of a brain

and body, and the occurrence of a series of interrelated physical
and mental events.

Some Reductionists claim

(4) A person just is a particular brain and body, and such a series

of interrelated events.

(4) uses the is  of composition, as in the claim that a statue is a piece of
bronze. This is not the is of identity. A statue and a piece of bronze are not
one and the same thing. This is shown by the fact that, if we melt the statue,

we destroy the statue but do not destroy the piece of bronze. Such a statue
is composed of a pie ce of bronze. In the same sense, (4) claims that a



person is composed of a particular brain and body, and a series of
interrelated  physical and mental events.

Other Reductionists claim

(5) A person is an entty that is distinct from a brain and body,
and such a series of events.

On this version of the Reductionist View, a person is not merely a
composite object, with these various components. A person is an entity that

has a brain and body, and has particular thoughts, desires, and so on. But,

though (5) is true, a person is not a separately existing  entity. Though (5) is
true, (3) is also true.
This version of Reductionism may seem self -contradictory. (3) and (5)

may seem to be inconsistent. It may help to consider Hume's analogy: 'l

cannot compa re the soul more properly to anything than to a republic, or
commonwealth.' 9 Most of us are Reductionists about nations. We would
accept the following claims: Nations exist. Ruritania does not exist, but
France does. Though nations exist, a nation is not an entity that exists
separately, apart from its citizens and its territory. We would accept

(6) A nation's existence just involves the existence of its citizens,

living together in  certain ways, on its territory.

Some claim

(7) A nation just  is these citizens and this territory.

Others claim

(8) A nation is an entity that is distinct from its citizens and its
territory.

We may believe that (8) and (6) are not inconsistent. If w e believe this, we

may accept that there is no inconsistency between the corresponding claims
(3) and (5). We may thus agree that the version of Reductionism expressed
in (3) and (5) is a consistent view. If this version is consistent, as | believe, it
is the better version. It uses our actual concept of a person. In most of what
follows, we can ignore the difference between these two versions. But at one
point this difference may have great importance. 0

Besides claiming (1) and (2), Reductionists would also claim

(9) Though persons exist, we could give a complete  description of
reality without claiming that persons exist.

I call this the view that a complete description could be impers onal.

This view may also seem to be self -contradictory. If persons exist, and a

description of what exists fails to mention persons, how can this description

be complete?

A Reductionist could give the following reply. Suppose that an object has

two na mes. This is true of the planet that is called both Venus and the
Evening Star. In our description of what exists, we could claim that Venus
exists. Our description could then be complete even though we do not claim

that the Evening Star exists. We need not make this claim because, using its
other name, we have already claimed that this object exists.

A similar claim applies when some fact can be described in two ways.
Some Reductionists accept (4), the claim that a person just is a particular
brain and body, and a series of interrelated physical and mental events. If
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